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Dataset description

import warnings
warnings.filterwarnings("ignore")
# =============================
# Core libraries
# =============================
import numpy as np
import pandas as pd
import matplotlib.pyplot as plt
import seaborn as sns
# =============================
# Scikit-learn: data handling
# =============================
from sklearn.model_selection import train_test_split
from sklearn.pipeline import Pipeline

from sklearn.linear_model import LogisticRegression
from sklearn.tree import DecisionTreeClassifier
from sklearn.ensemble import RandomForestClassifier
from sklearn.svm import SVC
from sklearn.naive_bayes import GaussianNB
from sklearn.neighbors import KNeighborsClassifier
# =============================
# Scikit-learn: evaluation metrics
# =============================
from sklearn.metrics import (
confusion_matrix,
accuracy_score,
precision_score,
recall_score,
f1_score,
classification_report
)
# =============================
# Imbalanced-learn: sampling methods
# =============================
from imblearn.over_sampling import RandomOverSampler, SMOTE
from imblearn.under_sampling import RandomUnderSampler
from imblearn.combine import SMOTETomek

df = pd.read_csv('/content/diabetes.csv')

0

Pregnancies int64

Glucose int64

BloodPressure int64

SkinThickness int64

Insulin int64

BMI float64

DiabetesPedigreeFunction float64

Age int64

Outcome int64

dtype: object

df.dtypes

Pregnancies Glucose BloodPressure SkinThickness Insulin BMI DiabetesPedigreeFunction Age Outcome

0 6 148 72 35 0 33.6 0.627 50 1

1 1 85 66 29 0 26.6 0.351 31 0

2 8 183 64 0 0 23.3 0.672 32 1

3 1 89 66 23 94 28.1 0.167 21 0

4 0 137 40 35 168 43.1 2.288 33 1

Next steps:

 df.head()

Generate code with df New interactive sheet

0

Pregnancies int64

Glucose int64

BloodPressure int64

SkinThickness int64

Insulin int64

BMI float64

DiabetesPedigreeFunction float64

Age int64

Outcome int64

dtype: object

 df.dtypes

count

Glucose

99 17

100 17

111 14

125 14

129 14

... ...

56 1

169 1

149 1

65 1

190 1

136 rows × 1 columns

dtype: int64

df['Glucose'].value_counts()

0

Pregnancies 0

Glucose 0

BloodPressure 0

SkinThickness 0

Insulin 0

BMI 0

DiabetesPedigreeFunction 0

Age 0

Outcome 0

dtype: int64

df.isnull().sum()

df.drop(['Pregnancies'], axis=1,
inplace=True)

df['BMI'].fillna('Unknown', inplace=True)

0

Glucose 0

BloodPressure 0

SkinThickness 0

Insulin 0

BMI 0

DiabetesPedigreeFunction 0

Age 0

Outcome 0

dtype: int64

df.isnull().sum()

Glucose BloodPressure SkinThickness Insulin BMI DiabetesPedigreeFunction Age Outcome

count 768.000000 768.000000 768.000000 768.000000 768.000000 768.000000 768.000000 768.000000

mean 120.894531 69.105469 20.536458 79.799479 31.992578 0.471876 33.240885 0.348958

std 31.972618 19.355807 15.952218 115.244002 7.884160 0.331329 11.760232 0.476951

min 0.000000 0.000000 0.000000 0.000000 0.000000 0.078000 21.000000 0.000000

25% 99.000000 62.000000 0.000000 0.000000 27.300000 0.243750 24.000000 0.000000

50% 117.000000 72.000000 23.000000 30.500000 32.000000 0.372500 29.000000 0.000000

75% 140.250000 80.000000 32.000000 127.250000 36.600000 0.626250 41.000000 1.000000

max 199.000000 122.000000 99.000000 846.000000 67.100000 2.420000 81.000000 1.000000

df.describe()

from sklearn.datasets import load_iris
import pandas as pd

Start coding or generate with AI.

df.columns

Index(['Pregnancies', 'Glucose', 'BloodPressure', 'SkinThickness', 'Insulin',
       'BMI', 'DiabetesPedigreeFunction', 'Age', 'Outcome'],
      dtype='object')

df.columns

Index(['Pregnancies', 'Glucose', 'BloodPressure', 'SkinThickness', 'Insulin',
       'BMI', 'DiabetesPedigreeFunction', 'Age', 'Outcome'],
      dtype='object')

0

Pregnancies 0

Glucose 0

BloodPressure 0

SkinThickness 0

Insulin 0

BMI 0

DiabetesPedigreeFunction 0

Age 0

Outcome 0

dtype: int64

df.isnull().sum()

 missing_percentage = df.isnull().mean() * 100
 threshold = 30

 from sklearn.preprocessing import LabelEncoder
 label_encoder = LabelEncoder()
 for column in df.select_dtypes(include=['object']).columns:
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Pregnancies Glucose BloodPressure SkinThickness Insulin BMI DiabetesPedigreeFunction Age Outcome

0 6 148 72 35 0 33.6 0.627 50 1

1 1 85 66 29 0 26.6 0.351 31 0

2 8 183 64 0 0 23.3 0.672 32 1

3 1 89 66 23 94 28.1 0.167 21 0

4 0 137 40 35 168 43.1 2.288 33 1

    df[column] = label_encoder.fit_transform(df[column])
 df.head()

 for column in df.select_dtypes(include=['float64']).columns:
    mean_value = df[column].mean()  # Get the mode (most frequent

    df[column] = df[column].fillna(mean_value)
# Fill missing values in categorical columns with mode
 for column in df.select_dtypes(include=['object']).columns:
    mode_value = df[column].mode()[0]  # Get the mode (most frequent

    df[column] = df[column].fillna(mode_value)
    df.isnull().sum()

Text(0.5, 1.0, 'Correlation coolwarm')

plt.figure(figsize=(12, 12))
sns.heatmap(df.corr(), annot=True, cmap='coolwarm')
plt.title('Correlation coolwarm')

appet_counts = df['Outcome'].value_counts()
plt.figure(figsize=(5,5))
plt.pie(appet_counts, labels=appet_counts.index, autopct='%1.1f%%',
startangle=10)
plt.title("Appetite Status Distribution")
plt.show()

plt.figure(figsize=(8, 5))
df['Pregnancies'].value_counts().plot(kind='bar', color=['blue',
'pink'])
plt.xticks([0, 1], ['ckd (1)' , 'notckd (0)'], rotation=0)
plt.title('Pregnancies Kidney Disease Distribution')
plt.xlabel('Class')
plt.ylabel('Count')
plt.grid(axis='y')
plt.show()

import seaborn as sns
plt.figure(figsize=(6,4))
sns.barplot(x='Age', y='Pregnancies', data=df, estimator='mean',
ci=None)
plt.title("Average Pregnancies Level by CKD Status")
plt.xlabel("CKD Status")
plt.ylabel("Hemoglobin (g/dL)")
plt.show()

import seaborn as sns
plt.figure(figsize=(6,4))
sns.barplot(x='Outcome', y='Insulin', data=df, estimator='mean',
ci=None)
plt.title("Average Outcome Level by CKD Status")
plt.xlabel("Insulin Status")
plt.ylabel("Hemoglobin (g/dL)")
plt.show()

g = sns.FacetGrid(df,col="Outcome")
g.map(sns.distplot,"Age", bins=25)
plt.show()

sns.lineplot(x='Age', y='Pregnancies', hue='Outcome', data=df)
plt.title("Hemoglobin vs Age by CKD Status")
plt.xlabel("Age (years)")
plt.ylabel("Hemoglobin (g/dL)")
plt.show()

plt.figure(figsize=(8, 6))
sns.scatterplot(x='Age', y='Glucose', data=df, hue='Pregnancies',
palette='Set1')
plt.title('Age vs Hemoglobin')
plt.xlabel('Age')
plt.ylabel('Glucose')
plt.show()
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plt.figure(figsize=(8, 6))
sns.boxplot(x='Outcome', y='Age', data=df, palette='Set1')
plt.title('Hemoglobin Levels by Classification')
plt.xlabel('Outcome')
plt.ylabel('Outcome')
plt.show()

Start coding or generate with AI.

grade_counts = df['Age'].value_counts()
plt.figure(figsize=(8,8))
plt.pie(
grade_counts,
labels=grade_counts.index,
autopct='%1.1f%%',
startangle=1
)
plt.title("Age")
plt.show()

from sklearn.model_selection import GridSearchCV
# Define the Random Forest Classifier
rf_classifier = RandomForestClassifier(random_state=42)
# Define the hyperparameters for grid search
param_grid = {
 'n_estimators': [100, 200, 300],
 'max_depth': [None, 10, 20, 30],
 'min_samples_split': [2, 5, 10],
 'min_samples_leaf': [1, 2, 4]
}

# Define the evaluation function if it's not already defined
def evaluate_model(model_name, y_true, y_pred):
    accuracy = accuracy_score(y_true, y_pred)
    precision = precision_score(y_true, y_pred, zero_division=0)
    recall = recall_score(y_true, y_pred, zero_division=0)
    f1 = f1_score(y_true, y_pred, zero_division=0)
    report = classification_report(y_true, y_pred, zero_division=0)
    cm = confusion_matrix(y_true, y_pred)
    
    return {
        'Model': model_name,
        'Accuracy': accuracy,
        'Precision': precision,
        'Recall': recall,
        'F1 Score': f1,
        'Classification Report': report,
        'Confusion Matrix': cm
    }

# Initialize GridSearchCV
grid_search = GridSearchCV(estimator=rf_classifier,
param_grid=param_grid, cv=5, scoring='accuracy', n_jobs=-1)
# Fit the grid search to the data
grid_search.fit(X_train, y_train)
# Get the best estimator from grid search
best_rf_classifier = grid_search.best_estimator_
# Make predictions using the best model
y_pred = best_rf_classifier.predict(X_test)
# Evaluate the model
evaluation_results = evaluate_model('RandomForestClassifier', y_test,
y_pred)
# Print the evaluation results
for key, value in evaluation_results.items():
 if key == 'Classification Report':
  print(value) # Print report separately for better readability
 else:
  print(f"{key}: {value:.4f}" if isinstance(value, float) else
f"{key}: \n{value}")
# Print the best parameters found by grid search
print("\nBest hyperparameters found by GridSearchCV:")
print(grid_search.best_params_)

Model: 
RandomForestClassifier
Accuracy: 0.7338
Precision: 0.6207
Recall: 0.6545
F1 Score: 0.6372
              precision    recall  f1-score   support

           0       0.80      0.78      0.79        99
           1       0.62      0.65      0.64        55

    accuracy                           0.73       154
   macro avg       0.71      0.72      0.71       154
weighted avg       0.74      0.73      0.74       154

Confusion Matrix: 
[[77 22]
 [19 36]]

Best hyperparameters found by GridSearchCV:
{'max_depth': None, 'min_samples_leaf': 1, 'min_samples_split': 5, 'n_estimators': 100}

  File "/tmp/ipython-input-970548173.py", line 8
    Selected Features: [False False True True False False False False
             ^
SyntaxError: invalid syntax

Next steps:

from sklearn.feature_selection import SelectKBest, chi2
# Create selector (choose number of features you want, e.g., k=5)
selector = SelectKBest(score_func=chi2, k=20)
# Fit and transform
selector.fit(X, y)
print("Selected Features:", selector.get_support())
print("Scores:", selector.scores_)
Selected Features: [False False True True False False False False
False False False False
False True False False False False False False False False True
True
False False False False False False]
Scores: [2.66104917e+02 9.38975081e+01 2.01110286e+03 5.39916559e+04
1.49899264e-01 5.40307549e+00 1.97123536e+01 1.05440354e+01
2.57379775e-01 7.43065536e-05 3.46752472e+01 9.79353970e-03
2.50571896e+02 8.75850471e+03 3.26620664e-03 6.13785332e-01
1.04471761e+00 3.05231563e-01 8.03633831e-05 6.37136566e-03
4.91689157e+02 1.74449400e+02 3.66503542e+03 1.12598432e+05
3.97365694e-01 1.93149220e+01 3.95169151e+01 1.34854195e+01
1.29886140e+00 2.31522407e-01]
import pandas as pd
import matplotlib.pyplot as plt
# Create DataFrame of features and chi-square scores
data = pd.DataFrame({'Feature': X.columns, 'Score': selector.scores_})
# Sort by score (optional, but makes plot clearer)
data = data.sort_values(by='Score', ascending=False)
# Plot bar chart
plt.figure(figsize=(10, 6))
plt.bar(data['Feature'], data['Score'])
plt.xlabel("Feature")
plt.ylabel("Chi-Square Score")
plt.title("Chi-Square Feature Selection Scores")
plt.xticks(rotation=90)
plt.tight_layout()
plt.show()

Explain error

import matplotlib.pyplot as plt
import seaborn as sns
import pandas as pd

# Get feature importances from the best Random Forest classifier
feature_importances = best_rf_classifier.feature_importances_

# Get feature names from the training data (X)
feature_names = X.columns

# Create a DataFrame for better visualization
importance_df = pd.DataFrame({
    'Feature': feature_names,
    'Importance': feature_importances
})

# Sort the DataFrame by importance in descending order
importance_df = importance_df.sort_values(by='Importance', ascending=False)

# Plot the feature importances
plt.figure(figsize=(10, 6))
sns.barplot(x='Importance', y='Feature', data=importance_df, palette='viridis')
plt.title('Random Forest Feature Importance')
plt.xlabel('Importance')
plt.ylabel('Feature')
plt.tight_layout()
plt.show()
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from sklearn.feature_selection import RFE
from sklearn.ensemble import RandomForestClassifier

rf = RandomForestClassifier(n_estimators=200, random_state=42)
# Apply RFE (select top 5 features)
rfe = RFE(estimator=rf, n_features_to_select=15)
rfe.fit(X, y)
print("Selected Features Mask:", rfe.get_support())
print("Ranking of Features:", rfe.ranking_)
import pandas as pd
ranking_df = pd.DataFrame({
'Feature': X.columns,
'RFE_Ranking': rfe.ranking_
}).sort_values('RFE_Ranking')

Selected Features Mask: [ True  True  True  True  True  True  True  True]
Ranking of Features: [1 1 1 1 1 1 1 1]

import matplotlib.pyplot as plt
plt.figure(figsize=(10, 6))
plt.bar(ranking_df['Feature'], ranking_df['RFE_Ranking'])
plt.xlabel("Features")
plt.ylabel("RFE Ranking (1 = Selected)")
plt.title("Feature Ranking Using RFE + Random Forest")
plt.xticks(rotation=90)
plt.tight_layout()
plt.show()

# Train Random Forest
rf = RandomForestClassifier(random_state=42)
rf.fit(X, y)
# Extract importances
importances = rf.feature_importances_
# Use feature names from X (correct and safe)
feature_names = X.columns if hasattr(X, "columns") else [f"Feature {i}" for i in range(X.shape[1])]
# Create DataFrame
df_importance = pd.DataFrame({
'Feature': feature_names,
'Importance': importances
})
# Sort by importance
df_importance = df_importance.sort_values(by='Importance',
ascending=False)
# Plot
plt.figure(figsize=(10, 6))
plt.barh(df_importance['Feature'][::-1], df_importance['Importance']
[::-1])
plt.xlabel('Feature Importance')
plt.title('Random Forest Feature Importance')
plt.tight_layout()
plt.show()

Feature RFE_Ranking

0 Pregnancies 1

1 Glucose 1

2 BloodPressure 1

3 SkinThickness 1

4 Insulin 1

5 BMI 1

6 DiabetesPedigreeFunction 1

7 Age 1

Next steps:

display(ranking_df)

Generate code with ranking_df New interactive sheet

0

Pregnancies 0

Glucose 0

BloodPressure 0

SkinThickness 0

Insulin 0

BMI 0

DiabetesPedigreeFunction 0

Age 0

Outcome 0

dtype: int64

df.isnull().sum()

---------------------------------------------------------------------------
NameError                                 Traceback (most recent call last)
/tmp/ipython-input-2744251648.py in <cell line: 0>()
      1 # Get feature importance scores
----> 2 importances = model.feature_importances_
      3 # Create DataFrame
      4 data = pd.DataFrame({
      5 'Feature': X.columns,

NameError: name 'model' is not defined

Next steps:

# Get feature importance scores
importances = model.feature_importances_
# Create DataFrame
data = pd.DataFrame({
'Feature': X.columns,
'Importance': importances
})
# Sort by importance
data = data.sort_values(by='Importance', ascending=False)
print("Top Features Selected by XGBoost Embedded Method:")
print(data)
# Plot feature importance
plt.figure(figsize=(10, 6))
plt.barh(data['Feature'][::-1], data['Importance'][::-1])
plt.xlabel("Feature Importance")
plt.ylabel("Feature")
plt.title("XGBoost Regressor Embedded Feature Importance")
plt.tight_layout()
plt.show()

Explain error

Optimal number of features : 7
Selected features : ['Pregnancies', 'Glucose', 'BloodPressure', 'Insulin', 'BMI', 'DiabetesPedigreeFunction', 'Age']

from sklearn.feature_selection import RFECV
from sklearn.ensemble import RandomForestClassifier
from sklearn.model_selection import StratifiedKFold
import matplotlib.pyplot as plt

# Initialize your estimator (e.g., RandomForestClassifier)
estimator = RandomForestClassifier(random_state=42)

# Initialize RFECV
# cv: Determines the cross-validation splitting strategy
# scoring: Metric to evaluate (e.g., 'accuracy', 'f1')
rfecv = RFECV(estimator=estimator, step=1, cv=StratifiedKFold(2), scoring='accuracy', n_jobs=-1)

# Fit RFECV to your data
rfecv.fit(X, y)

print(f"Optimal number of features : {rfecv.n_features_}")
print(f"Selected features : {list(X.columns[rfecv.support_])}")

# Plot the number of features vs. cross-validation scores
plt.figure(figsize=(10, 6))
plt.xlabel("Number of features selected")
plt.ylabel("Cross validation score (accuracy)")
plt.plot(range(1, len(rfecv.cv_results_['mean_test_score']) + 1), rfecv.cv_results_['mean_test_score'])
plt.title("RFECV: Optimal Number of Features")
plt.grid(True)
plt.show()
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