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Temporal Difference Learning Methods for
Control
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MIDOCEAN The objectives of this lecture is fo:

 Explain how generalized policy iteration can be used with TD to find improved
policies

 Describe the Sarsa control algorithm

 Understand how the Sarsa control algorithm operates in an example MDP

* Describe the Q-learning algorithm

 Explain the relationship between Q-learning and the Bellman optimality

equations.



|
MIDOCEAN

Recall: Generalized Policy Iteration (GPI)

evaluation
T V

iImprovement
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MIDOCE. [T]' Recall: GPI with MC

* To better remember GPI with Monte Carlo, imagine a mouse in a four-state
corridor with cheese at the end.

* The mouse starts out knowing nothing and follows a random policy. Eventually,
the mouse will stumble into the cheese just by moving randomly.

* At that point, the mouse updates its action values. Then it improves its policy by
greedy with respect to its action values.

Policy Evaluation Policy Improvement

3
Q( s.a) [‘—-0--0— —.j— —oio— b4 -l - - ﬂ
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Sarsa: GPIwith TD

* To use TD within (Generalized policy iteration) GPI, we need to learn an action
value function.

* So we'll need to look at slightly different version of TD than we've seen in the
past.

* Instead of looking at transitions from state to state and learn the value of each

state, let's look at transitions from state action pair to state action pair and
learn the value of each pair =& SARSA Prediction

State to state State-action to state-action
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The Sarsa algorithm
St At Rr+l St+1 At+l
S [ At Rt+l

SARSA Algorithm

gr=

a2

Recall:

+0

St+l

~ g-greedy
At+1 el

Je

B 2

Q(S,, A) <« Q(S,,A) + a(RHl + 7QO(S41,Argr) — QS Al))

V(S,) « V(S) +al(\R, ., +7V(S,.,,) — V(S))
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On-Policy vs Off-Policy

* On-Policy: improve and evaluate the policy being used to select actions.

* In on-policy learning, the Q(s,a) function is learned from actions that we took
using our current policy 7mt(al|s)

= It updates the policy being used to take actions as the agent interacts with the
environment.

= The agent learns by following the current policy and then updates the policy based
on the rewards received from those actions.

* Off-Policy: improve and evaluate a different policy from the one used to select
actions

= In off-policy learning, the Q(s,a) function is learned from taking different actions.
= It updates a different policy than the one being used to take actions.

= The main advantage of off-policy learning is that it is more likely to find optimal
policy
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SARSA Algorithm

Sarsa (on-policy TD control) for estimating () ~ g,

Algorithm parameters: step size a € (0,1}, small € > 0
[nitialize Q(s,a), for all s € 87, a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:

[nitialize S

Choose A from S using policy derived from Q) (e.g., =-greedy)

Loop for each step of episode:
Take action A, observe R, 5
Choose A" from S” using policy derived from Q (e.g., -greedy)
Q(S,A) < Q(S.A) +a[R+7Q(S",A") — Q(S, A)]
S«S"A« A"

until S is terminal




|
MIDOCEA

Example: Windy Gridworld
The Windy Gridworld
Actions
S G

R, =-

step

7:
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Example: Windy Gridworld
The Windy Gridworld
Actions
S G
R.\'u'p —
y =1




|
MIDOCEA

Example: Windy Gridworld

The Windy Gridworld

<.
(\

| — —

,_I_.

Actions

R, =-—1

step

y= ]
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Example: Windy Gridworld
The Windy Gridworld
Ar

—

1 2 2 1

._I_.

Actions

R, = —

step
y=1
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i Example: Windy Gridworld

Sarsa on the Windy Gridworld ~ &-greedy

164
140
12¢
S G & 10
AR B °
2
1 S
144922 1
Sarsa: e=0.1-_ " Time Steps
a=05

Take a random action
every 10 steps
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Example: Windy Gridworld
Sarsa on the Windy Gridworld
= G $ 100
119 22 1 20
Sarsa: ¢=0.] y e ety
a=.0.5

Can Monte Carlo methods be used on this task? !
No, since termination is not guaranteed for all policies.!
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swrversridll Example: Windy Gridworld
Sarsa on the Windy Gridworld
170 -
150 - |
s ] -1
7)) T ;
B 100 - Actions
O
R 009 3 4 23
Q
L
50 -
0 -

0 1000 2000 3000 4000 5000 6000 7000 8000
Time steps

Unlike Monte Carlo Sarsa’s Step-by-step learning methods can quickly learn
during the episode that such policies are poor, and switch to something else.!
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* (Q-learning is a model-free, value-based, off-policy TD control algorithm that
will find the best series of actions based on the agent's current state.

* The “Q” stands for quality. Quality represents how valuable the action is in
maximizing future rewards.

* Itis defined by:

( 41‘ (-(2( 4{ —+—(l[[lf.+_1—+— lll(l\(")(st_i_l (1 —(.,’)(St.At)]

* Here the learned action-value function, Q, directly approximates g*, the optimal
action-value function, independent of the policy being followed.

* This dramatically simplifies the analysis of the algorithm and enabled early
convergence proofs.
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Q-learning Algorithm

Q-learning (off-policy TD control) for estimating -

Algorithm parameters: step size a € (0,1], small £ > 0
Initialize Q)(s,a), for all s € 87, a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:

[nitialize S

Loop for each step of episode:
Choose A from S using policy derived from @) (e.g., s-greedy)
Take action A, observe R, S’

) ()(S.A) < Q(S.A) +a [[l’ + v max, Q(S".a) - Q(S. A )]

S« 5

until S is terminal
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SARSA and Bellman Equation

Revisiting Bellman equations

Sarsa: Q(S,A) « QS,A)+a(R,,, +70(S,,,.A,,)—-0Q(S,A))

//\

q,(s,a) = Zp(.s", rls, a)(z + 7 Z n(a’| s")q,. (s, u’))
s'r a’
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| Q-learning and Bellman Equation

Revisiting Bellman equations

Q-learning: 0(S,A,) < Q(S,A) +a(R,,, +ymax O(S,,,,a)—-Q(S,. A))

Hl

q«(s,a) = Zp(s r|s, a) r +/m \X ¢ (s, a ))

r
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i Q-learning and Bellman Equation

Revisiting Bellman equations

Q-learning: Q(S,A) « O(S,A) + a(R,,, +ymax Q(S,,,,a)-0Q(S,, A))

Hl

q«(s,a) = Zp(s r|s, a) r+ymaxgq. s, a ))

v.r
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Example: Windy Gridworld (Q-learning vs SARSA)

The Windy Gridworld

;

-
e
o

Q-learning
a=05

-—
.~
(=

:

Episodes

& 3 8

1112241

o

~
o
\
- \

1000 2000 3000 4000 5000 6000 7000 8000

€=0.1 Time Steps

(=
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Example: Windy Gridworld (Q-learning vs SARSA)

The Windy Gridworld
S G
111221

€ =0.1

Episodes
= g ks
3 bt

:

;

o

Q-learning
a=05

20000 ‘0(;00 60600 80(;00
Time Steps

100000
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On-Policy vs Off-Policy
Comparison with Sarsa

Sarsa: Q(S,A) <« Q(S,A) + a(R:-H + 70415 Ars) — Q@S A!))

~

'? On-Policy

Q-learning: Q(S,,A) « Q(S,A) + (z(R,H + y max Q(S,,1,a") — O(S,, A,))

2,

<

Off-Policy
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Behavior vs Target Policies

Behavior and target policies

Q(s,a)

Target policy: %

Behavior policy: T

Can be e-greedy

R

o —p

- .

.« >

- = argmax Q(s, a)

a
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Q-learning Off-Policy Learning Technique

ASypd) =3 4 6

Z.ﬂu IS MXS @) ELG 150 smanOXS,, .a)=6

Since the agents target policies greedy, with respect to its action values, all
non-maximum actions have probability 0.
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Example: Cliff Walking

The cliff walking environment

S

& R%

G
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Example: Clift Walking

The cliff walking environment

c=0.1

25+

episode 25

-100

|
s
e R==100 - &
Sumof 44
rewards Q-learning
during

Q-Learning is less desirable in specific situations
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Example: Clift Walking

The cliff walking environment

Sarsa
25+
Sum of .50 =
rewards Q-learning
during
e=0.1 R
-100 T T T T 1
0 100 200 300 400 500
Episodes

Q-Learning is less desirable in specific situations
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The cliff walking environment

Sarsa

.o /" - I(H) cos

Sum of 5,

rewards Q-learning
during
e = 0.1 episode . _
Q-learning learns quickly values -100 ; : :
0 100 200 300

for the optimal policy, that which
travels right along the edge of the
cliff. Unfortunately, this results in its
occasionally falling off the cliff
because of the e-greedy action
selection.

Sarsa takes the action selection
into account and learns the longer
but safer path through the upper
part of the arid

Episodes
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Q-learning Solved Example 1
a=09 y=I
d e f
Initialize O(s,a)=0

a b c

d e f I c— f

a b || Q1)< 0+0.9[100+0-0]=90
d e f e—>f

O(e,—) < 0+0.9[100 +0=0] =90
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| QQ-learning Solved Example 1
d = f b—c
a | B | @ Q(b,—>) < 0+0.9[0+90-0] =81
d € f b—e
= | Ml & O(b,1) < 0+0.9[0+90-0] = 81

d e f a—b

a b c O(a,—) <= 0+0.9[0+81-0]=73
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Q-learning Solved Example 1
a e f b—a
a | b C O(b,«<=) <= 0+09[0+73-0]=66
d e|a1 f

a |gb [s1C
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Q-learning Solved Example 1

90 100

d

PR -
—at—70 90—81

g 90 140

a
73 81

0.9
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crrvers Al Q-learning Solved Example 2
0 ‘ 5
y IH:;_J “ 1 _ 2

+
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Q-learning Solved Example 2

0\0\
Dr—rfs) o)
7

Q
@‘ZQ

Goal State
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Q—learning Solved Example 2

Rewards Matrix

@)- Action

TR State O 1 2 3 4 5

100"\ 0 1 -1 -1-1 0 -1
0 L .

' | | |-1 -1 -1 0 -1100

2 g 3 100 Goal State
O 0 Q N ' R=2 111 0-1 -1
Al 2 3 /-1 0 0-1 0 -1
7 410 -1-1 0-1100
@= @ S (-1 0 -1-1 0100
0 «: - -

The -1 in the table represent null values (where there isn’t a link between nodes)
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* a=0.8andy=1
Initial state at room 0
Initial Q-Matrix is O

Q-Matrix (Action-Value Function)

Action g 3 2 3 & 3
e R e B9 0fo 000 00
b i-i-1 0 - 1loooooo

1 |-1 -1 -1 0 -1 100 _.
R= 2 J|-1-1-1 0 -1 -1 Q—-OOOOO‘)
3 -1 0 0-1 0 -1 310 0 00 00
4 10 -1-1 0 -1100 410 0 0000
5 |1 0 -1 -1 0 100 51000000
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I Q-learning Solved Example 2

Look at the second row (Initial state 1) in matrix R
There are two possible actions for the current state 1: go to state 3 or go to state 5
By random selection, we select to 5 as our action

What would happen if our agent were in state 5 (next state)? It can go to state 1, 4 or 5 (the new
action)

Q-Matrix (Action-Value Function)

Action 0 1 &£ 3 & 3
Bl 8 &6 @ ¥ 3 o0fo ooo0 00
-l O 11000000
1 |-1 -1 =1 0 -1 100 _
= 3 1 <1 =1 0 -1 -4 Q‘;OOOOO‘)
3 -1 0 0-1 0 -1 31000000
4 10 -1 -1 0 -1100 410 0 00 00
s [-1 0 -1-1 0100 slooo0oo0o0 0




MIDOCEA|

UNIVERSITYII .
| Q-learning Solved Example 2
(2(.5'1. As) (2(51 A) +a [11’{+1 -+ 7Y Max (2(5}4,1.(1) — (2(5[ Ag)
Q(1,5)=0+1[100 + 0.8 (max (Q(5, goto 1), Q(5, goto 4), Q(5, goto 5)) — 0]
=0+1[100+0.8x0-0] =100
End of the 1% episode
Q-Matrix (Action-Value Function)
Action D 32 3 & 3
State 0 1 2 3 4 5 ofoo o000 0
O |I-1-1-1-1 0 -1 110 0O 00 00
I |-1 -1 -1 0 -1 100 — (
r- 23T 00" Q= 2fooo0ooo
31-1 0 0-1 0 -1
410 -1-1 0-1100 41000000
5.—10—1—10100. S100 0000




MIDOCEAIl

UNIVERSI Y ||

Q-learning Solved Example 2

» Let the initial state be state 3 for the next episode

* There are three possible actions for the current state: gotostate 1or2 or4
* Assume using current policy we will go to state 1

* In this case we can either goto state 3 or state 5 from state 1

Q-Matrix (Action-Value Function)

Action g 1 F 5 B 95

State 0 1 2 3 4 5 0ofo o 0o 0 0 0

- = <1~ @ =} 110 0 0 0 0100

1 |-1 -1 -1 0 -1 100 O= 210 0 0 0 0 0

R=21|-1-1-1 0 -1 -1 - 3lo o o0 0 0 o
3 I~1 & 0 =1 O =i 4

410 -1 -1 0 -1100 . 8 g 8 8 8 8

5 |-1 0 -1 -1 0100 L .
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Q—learning Solved Example 2
(2(51\1) (—(2(51..“1)-‘}—“[[1’{.:,.1 = llll\(z S!-i-l a) —(2 Ay)
Q(3,1)=0+1[0+0.8(max (Q(1, goto 3), Q(1, goto 5)) - 0]
=0+ 1[0+ 0.8(max(0, 100)-0] =80
Q-Matrix (Action-Value Function)
Action ¥y 3 2 3 9
?-i-i-i-é?lgé 1[0 0 0 0 010
- - )= 210 0 0 0 O
R= 2 H1-1-1 0-1 -] ¢ 3lo 20 0 0 0
3 -1 0 0-1 0 -1 ilo o 6 6 o
4 |0 -1-1 0-1100 _
5 -1 0-1-1 0 100 510 0 0 0 O

N-2-X-8-2-F- %
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Q-learning Solved Example 3

r(s.a) (immediate reward) values
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) | 1 |

- s ¢ )

Example NTRdTEInY

| - - J‘
r(s,a) (immediate reward) values

Reward Matrix Q-Matirx
1 2 3 4 5 6 L T ¥ K 3
110 -1 0 -1 -1 1 0 0 0 0 O
2 0 -1 100 -1 0 -1 2 0 0 0 0 O
311 0 11 -1 30 00 0 O
40 -1 -1 -10-1 40 00 0 0
5-<1 0 -1 0 -1 0 5 0 0 0 0 0
6-1 -1 100 -1 0 -1 60 0 0 0 O

© © & 0 0 o o
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Q—learmng Solved Example 3

Q(2, 3)=100 + 0.9 * max|[(Q(3,3)]
=100+0.9*MAX|0]
=100 +0
=100

Q(6, 3)= 100 + 0.9 * max|[(Q(3,3)]
=100+0.9*MAX|0]
=100 +0
=100

Q(1,2)= 0 +0.9* max[(Q(2,3),Q(2,5)]
=0+0.9*MAX|[100,0]
=0.9*100
=90

Reward Matrix

s & 3 8§ -3
1-1 0 -1 0 -1 -1
2 0 -1 100 -1 0 -1
3141 0 -1 -1 -1
4 0 -1 -1 -1 0 -1
$-1 0 <1 01 0
6 -1 -1 100 -1 0 -1

Q-Matirx
3 8 F % 3
i1 ¢ 0 9 0 O
'S B 0 S B
3 0 0 0 0 O
4 0 0 0 0 0O
50 0 0 0 O

60 0 0 0 O

© © o 0o 0o oo
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Q(1,4)=R(1,4)+0.9* MAX [ Q(4,1),Q(4,5)]
=0+0.9 * MAX|[81,0]
=0.72

Q(5,2)=R(5,2)+0.9 * MAX[|Q(2,1),Q(2,3),Q(2,5))
=0 +0.9 * MAX [81,100,0]
=90

Q(5,4) =R(5,4)+0.9 * MAX[Q(4,1),Q(4,5)]
=0+0.9 * MAX [81,0]
=72

Q(2,5)=R(2,5)+0.9 * MAX[Q(5,2),Q(5,4),Q(5,6)]
=0 +0.9 * MAX [90,72,0]
= 81

Q(4,5) =R(4,5)+0.9 * MAX[Q(5,2),Q(5,4),Q(5,6))
=0 +0.9 * MAX [90,72,0]
= 81

Q(6,5) =R(4,5)+0.9 * MAX[Q(5,2),Q(5,4),Q(5,6))
=0 +0.9 * MAX [90,72,0]
=81

Q(5,6) =R(5,6)+0.9 * MAX[Q(6,3),Q(6,5)]
=0+0.9 * MAX [100,81]
=90

Vi & W N -

1 2 3 4 5 &
0 % 0 0 0 0
81 0 1000 O0 O
0 O 0 0 0 0
81 0 0 0 0 O

0 O 0 0 0 0O
0O 0 100 0 0 O
1 2 3 4 5 6

0 % 0 0722 0 0

81 0 10000 81 0

0 0 0 0 0 0O
81 0 0 o0 810
0

9% 0 72 0 9%
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EIRTIRE

:ch

Z)

H

] DR

Q(s, a) values

V*(s) values
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Example of Learned Q-Functio
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SARSA algorithm is a slight variation of the popular Q-Learning algorithm. For a
learning agent in any Reinforcement Learning algorithm it's policy can be of two

types:-

1.0n Policy: In this, the learning agent learns the value function according to the
current action derived from the policy currently being used.

2.0ff Policy: In this, the learning agent learns the value function according to the
action derived from another policy.

Q-Learning technique is an Off Policy technique and uses the greedy approach to
learn the Q-value. SARSA technique, on the other hand, is an On Policy and uses the
action performed by the current policy to learn the Q-value.
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This difference is visible in the difference of the update statements
for each technique:-

1. Q-Learning:

Q(st,ar) = Q(st, ar) + a(ri41 + ymazaQ(si+1,a) — Q(se, ar))
2. SARSA:

Q(styar) = Q(s¢, ap) + alreger +vQ(St41, arg1) — Q51 ar))

Here, the update equation for SARSA depends on the current state, current action,
reward obtained, next state and next action. This observation lead to the naming
of the learning technique as SARSA stands for State Action Reward State

Action which symbolizes the tuple (s, a, r, s, a').




MIDOCE

UNIVERSI

AI

(Q-LEARNING EXAMPLE

g2 | 8 23| |
B B " e
al
[ 14 21+ ags 232 IS
an| | TR } }
B T R o S
J
as54
e 6 states, S1,..56
* 12 actions a;; for state transitions, deterministic
« R=100 in S6 (terminal state), R=0 otherwise
¢ y=0.9,a =1

Random behavior policy
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4

INITIAL STATE

, 192

s 14

S2 . .

I lags | a2 |2se
0] b |
T N - SEEED

Y LR Ln| »n| \n| »n
o B3| RS | B S| | =

W

e Available actions: a9, a4

e Choose a9

s
Ll K.
S

p)
W~
Q
SN
o

95
}ﬂ
Q
O
W)

N
ot
-

o
: - - : i~
'.' .‘h‘ ‘r‘ » £ (%)
N > A Tt o
S | S | S | S | S | S | S | S | S | S | S | S

QL LQO QL OO QOO
N
o
-~
&

o5
ot
=
QO
=

OO OO O O O OO O O| O
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a9

S1
|
agnl | a
S4 45

NEW STATE, UPDATE

a3o

S3

| a3

—
~—

!

—> SO6:END

e Reward: 0; New state: S2

e Update state-action:
Q(S1,a12) «— Q(S1,a12)+

| & &@| | & | &| & & ]




MIDOCEA

UNIVERS

|
NEW ACTION

S1,apo

S1, a4

S2, as

OO OO

S‘) a9s

@)
ot L
Q

—_—
—

S3. aso

S3, asg

S4, (14

—

e Available actions: agq, ass. ass

| C
’#
Q
Ry
ot

o u

r
e Choose a23 (.55, as;

55, a5y

SoeIeeo0ss

| €
=
Q
U
(=2

&l | | S| & &6
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NEW STATE, UPDATE

OO0 O O] O

)
)
)
)
2)
S .' 3 —p . TN Q(SB,(I;;Q_)
SR o Q3.0
)
)
)
)
)

OIOCIO| OO OO

Q

_ Q

e Reward: 0; New state: S3 Q
Q

Q

e Update state-action:
Q(S2. 93) 4— Q(S52, asg)+
(0+ 0.5 max{Q(53.as2), Q(S3,az)} — Q(52,as3)) =0
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NEW ACTION

e Available actions: asg. aso

e Choose agg

il PN R TN | NN TN TN | TS NN | N | TN N

QOO OO OO OO O[O
ol o|lo|o|o|o|o| o o|o|o|o
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NEW STATE, UPDATE

X X Q(Sl.(l[g) 0

s1 1;2'_’ s2 ‘23“" s3 Q(gi’a“) 8

blaue [ 22§ Jagy | s Asg Q(S:.z.a-zn) .
ol | o i)

a4r 5 Q(SZ,(123) 0

alr Q(S._)).(l;y_)_) 0

a4 Q(S3, ass) | 100

Q(S-l.(ln) 0

Q(54,a45) | 0

Q(S5,as2) | 0

e Reward: 100: New state S6 Q(S5,a51) | 0

Q(S5,as) | 0

e Update state-action:
Q(S3, (1.3(;) 5 Q(SB (1-36) 3 = (100 + 0.5 ma,\{} — 53 (136)) = 100
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a9
S1
1 |a14
a’41I l ays ag
S4 AR
a54

EW EPISOD!

S3
agy | age
|
aS(B_. S6: END

e Availlable actions: a9y, ass, ass

e Choose (193

L&)

Q
N

-}
—

QIS
N |
G = e

B3| 03| B3| =] =

- "o
- i
i

OO OO O O

(=7}

|

-

0

G

Q »

b (¥4} fonh

T (&) | —

NEEEEEREEREE
| Ul L T Un| T | | | | U] U

ol ot B B o
QI
no| ¢

(o) |
(7]

QISR
‘ FE W
()

& & & &) &
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NEW STATE, UPDATE

Nolo|lolo

Ut
—
—

45 g 2

e Reward: 0: New state: S3

OO O O O OO

&
2,
)
(W)
- o " b 3
g A = = e - .
S S | S | S| S | e | | e | e e | S
i
o

e Update state-action: Q(55, s
Q(S2,as3) «+ Q(S2, asz)+
(O + 0.5 - Ill'dX{(Q(S?). (1.32). (2(53 (1.36)} - (2(52 (123)) = 9

|
o
S
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AFTER MANY EPISODES ...

(-2(51.(112) 29

The optimal Q-values for the discount O(S1,a14) | 25
factor y=0.5 (52, a91) | 125
2(S52,a95) | 25
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Summary
 Understand SARSA Algorithm

 Explain the difference between On-Policy vs Off-Policy

 Understand and explain Q-learning
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Thank You
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