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C h a p t e r  1  ·  I n t r o d u c t i o n

Predicting Tadawul with Two Voices —
Technical Signals and Financial Statements

03 / 30

The Saudi Stock Exchange (Tadawul) is the largest capital market in the 
MENA region, yet remains under-studied in the AI literature. Most prior 
work uses either technical or fundamental data — never both — and 
rarely evaluates whether predictions translate into real portfolio 
profitability.

This research proposes a hybrid framework that fuses a Bidirectional 
LSTM over sequential market indicators with an XGBoost model over 
structured quarterly financial ratios — combined via a two-level 
probabilistic stacking ensemble.

S t u d y  a t  a  g l a n c e

35 11,598

237 9

MSc AI · T hesis Defense Introduction



C h a p t e r  1  ·  S e c t i o n  1 . 3

The Research Problem
05 / 30

Existing AI models for the Tadawul market rely on a single data modality, ignore chronological consistency
between market and financial data, and evaluate performance without connecting predictions to profit.

P · 0 1

Single-Modality Bias
Prior work models either sequential prices or

quarterly fundamentals, discarding half of the useful 

signal.

الاعتماد على نوع واحد من البيانات او دمجها مع بيانات الاخبار او 

المشاعر 

P · 0 2

Look-Ahead Bias

Financial statements are used on their reporting date, 

ignoring the real filing delay — training on 

information that could not yet be known.

P · 0 3

Default Thresholds

Classification uses an arbitrary 0.5 probability cut-off, 

uncalibrated to the asymmetric cost of false trades 

in ثابتةهايبرداوزاناستخدامالىبالإضافة a real portfolio.

P · 0 4

Accuracy ≠ Profit

Evaluation stops at ML metrics; there is no simulation 

of trading, no risk-adjusted return, no view of 

افتراضيةمحفظةبدونالموشراتنتائجعلىالاعتماد

التاليباليومالنتائجمقارنةاو drawdown or Sortino.

MSc AI · T hesis Defense Problem Statement



C h a p t e r  1  ·  S e c t i o n  1 . 5

Objectives of the Study
07 / 30

P r i m a r y  A i m

To design and validate a hybrid AI 
framework that generates short-term 
trading signals for the Saudi Stock 
Exchange with measurable portfolio-
level performance.

S p e c i f i c  O b j e c t i v e s

O1
Bias-Safe Pipeline

Design a data pipeline that eliminates look-ahead bias via a 45-day reporting buffer.

O2
Feature Engineering

Engineer 17 technical + 6 fundamental (TTM) features from raw sources.

O3
BiLSTM + XGBoost

Develop two complementary base models — sequential and structured.

O4
Hybrid

Combine both via Isotonic calibration + Logistic Regression meta-learner.

O5
Portfolio Backtest

Simulate trading with SL/TP rules; report Sortino, drawdown, hit-rate.

O6
Explainabilityْ XAI

Apply SHAP to reveal which features drive predictions and why.

MSc AI · Thesis Defense Objectives



C h a p t e r  2  ·  T a b l e  5

Comparative Analysis of Representative Studies
10 / 30

STUDY YEAR M A RKET TEC H . FUN D . N EW S / SEN T. D ATA S IZ E M O D EL TYPE

D aradkeh 2022 D FM · UAE ✓ ✕ ✓
18,766 news

29,352 records CNN-BiLSTM (Deep hybrid)

D in et al. 2025 Bitco in · G lobal ✓ ✕ ✓
Yahoo Finance

daily series Attention-BiLSTM · XGBoost (Hybrid)

A lsulm i &  A l- Shahrani 2022 Tadawul · Saudi ✕ ✓ ✓
2,910 instances

× 209 companies SVM · RF · ANN · LSTM (ML + DL)

A lreshid i 2025 Tadawul · Saudi ✓ ✕ ✕
8 major stocks

daily prices ARIMA · LSTM · XGBoost (Ensemble)

A ldhyani &  A l- N efaie 2022 Tadawul · Saudi ✓ ✕ ✕
4 key sectors

index data MLP · LSTM (Deep Learning)

Khurayshi &  A lharb i 2025 Tadawul · Saudi ✓ ✕ ✓
4 companies
OHLCV series Linear Reg. · RF · XGBoost (Classical ML)

D aori et al. 2024 Tadawul · Saudi ✓ ✕ ✓
10 years prices
6.78M tweets LSTM · SVM (Text + Time-series)

This S tudy 2026 Tadawul · S audi ✓ ✓ —
47,110 daily
237 quarterly · 35 co. BiLSTM × XGBoost (Hybrid Stacking)

Legend: ✓ Data type used ✕ Not used — Out of scope (planned for future work) Data types: Tech. = Technical indicators (OHLCV-derived) · Fund. = Fundamental financial ratios · News/Sent. = News articles or social-media sentiment

MSc AI · Thesis Defense Literature — Comparison



C h a p t e r  2  ·  T a b l e  6

Research Gaps
11 / 30

Six gaps emerge from the comparative analysis. Each is directly addressed by a phase or design choice in this thesis.

G A P  G 1 → PHASE 3–6

Single-Modality Modelling

Technical or financial data — never both used in a coordinated architecture.

G A P  G 2 → PHASE 2

Chronological Alignment
Financial statements are used at their reporting date 
rather than their availability date — inducing look-ahead 
bias.

G A P  G 3 → PHASE 6

Default Probability Thresholds

The 0.5 threshold is assumed rather than tuned to portfolio economics.

G A P  G 4 → PHASE 7

ML Metrics Only

Evaluation stops at accuracy/F1 without connecting to real trading outcomes.

G A P  G 5 → PHASE 8

Limited Explainability

Models remain opaque — no SHAP or feature-attribution 
analysis, undermining investor trust.

G A P  G 6 → WHOLE STUDY

Few Integrated Studies on Tadawul

MSc AI · Thesis Defense R esearch Gaps



C h a p t e r  3  ·  M e t h o d o l o g y

The 9 Phase Pipeline
End-to-end workflow from raw data audit to explainable evaluation

12 / 30

P H A S E  1

Blind Data Audit

Dynamic exploration

Data integrity check

Ticker validation

Temporal consistency

Baseline retention

P H A S E  2

Anti-Leakage & Lag 
Management

45-Day regulatory buffer

Backward time alignment

Chronological verification

Look-ahead bias detection

P H A S E  3

Feature Engineering

17 Technical
(RSI, MACD, Bollinger, MA, 
Volume…)

6 Financial
(ROE, ROA, D/E, Net 
margin…)

P H A S E  4

Dataset Preparation

Merge technical & financial data

Handle missing values

Normalization / scaling

Train / Val / Test split 
(chronological)

P H A S E  5

Model Development

Technical model
BiLSTM (sequential)

Financial model
XGBoost (tabular)

P H A S E  6

Two-Level Probabilistic 
Stacking

Probability calibration (Isotonic)

Meta-feature construction

Logistic Regression meta-learner

Hybrid probability output

P H A S E  7

Portfolio Backtesting

Trading signal generation

Portfolio construction

Transaction costs applied

Performance metrics calculation

P H A S E  8

Explainable AI

SHAP analysis on XGBoost model

Feature contribution 
interpretation

Model comparison

Global & local explanations

P H A S E  9

Experimental Evaluation

Classification metrics

Investment metrics

Model comparison

Robustness analysis

I N P U T  → Market OHLCV + Quarterly financial statements E N G I N E BiLSTM × XGBoost · Stacking O U T P U T  → Signals + SHAP explanations

MSc AI · T hesis Defense Methodology · Nine-Phase Pipeline



M e t h o d o l o g y  ·  P h a s e  1

Blind Data Audit
U nderstand tOe data Nefore writing a single feature

13 / 30

PU R P O S E

Before modelling, assess structure, coverage, and 
integrity of both raw sources — market and 
financial — without any prior assumptions.

A U D I T  C H E C K L I S T

✓ Structural Inspection
Column types, granularity (daily / quarterly), index alignment.

✓ Missing-Value Mapping
Per-column and per-company nulls; identify systematic vs. random gaps.

✓ Outlier & Range Check
Zero-volume days, price adjustments, corporate actions.

✓ Coverage Timeline
First/last dates per company; confirm overlap between market & financial data.

✓ Consistency Verification
T icker mapping between market and fundamental sources; sector classifications.

MSc AI · Thesis Defense Phase 1 · Blind Data Audit



M e t h o d o l o g y  ·  P h a s e  2

Anti-Leakage & Lag Management
A 45-day reporting buffer to enforce temporal integrity

14 / 30

The Problem

Quarterly financial statements are dated at the 
reporting period end (e.g. 31 March), but only 
become publicly available to investors after filing —
typically 30–60 days later. Using them at the 
reporting date induces look-ahead bias.

The Solution

Apply a 45-day reporting buffer. Each financial 
statement is attached only to trading days that 
occur ≥ 45 calendar days after its period-end date 
— mimicking the real information horizon of 
investors.

RESULT
Every training row uses only information 

that was actually knowable at time t.

T E MPOR AL A L I G N M E N T  D I A G R A M

Q1 Period-End
31 Mar 2025

45-DAY BUFFER
Statement not yet available

Availability Date
15 May 2025

✓ ATTACHED TO ROWS
Data legally usable in training

← past future →

MSc AI · T hesis Defense Phase 2 · Anti-Leakage



M e t h o d o l o g y  ·  P h a s e  3

Feature Engineering — 17+6= 23 Features
15 / 30

S T E P  1  ·  R A W  S O U R C E S

S1 Daily Market Data · OHLCV
Yahoo Finance · 47,110 daily observations · 3 Jan 2021 → 7 Jun 2026

S2 Quarterly Financial Statements · TTM
237 quarterly filings · 45-day availability buffer applied

S T E P  2  ·  F E A T U R E  F A M I L I E S  B Y  C A T E G O R Y

F A M I L Y  A  ·  T E C H N I C A L

Sequential · Daily · OHLCV-derived 17
F E A T U R E S

T R E N D

5 ma_5 ma_20 ma_ratio macd macd_hist

M O M E N T U M

3 rsi_14 momentum_10 macd_signal

V O L A T I L I T Y

4 boll_upper boll_lower boll_pos volatility_20d

V O L U M E

2 volume_ma_20 volume_ratio

P R I C E  R E L .

3 return_1d return_5d price_position

Coverage: 94.88% – 100% per feature M A C D  F A M I L Y  R E A C H E S  1 0 0 %

F A M I L Y  B  ·  F U N D A M E N T A L

Structured · Quarterly · TTM 6
R A T I O S

P R O F I T A B I L I T Y

3 roa Net income ÷ assets

roe Net income ÷ equity

net_margin Net income ÷ revenue

L E V E R A G E

2 debt_to_equity Liabilities ÷ equity

asset_leverage Assets ÷ equity

C A S H  F L O W

1 ocf_to_revenue Operating CF ÷ revenue

Coverage: 76.88% – 85.42% per ratio Q U A R T E R L Y  R E F R E S H  C A D E N C E

S T E P  3  → BiLSTM Model S T E P  3  → XGBoost Model

MSc AI · T hesis Defense Phase 3 · Feature Engineering



F e a t u r e  F a m i l y  A  ·  1 7  T e c h n i c a l  F e a t u r e s

Technical Features — Per-Feature Coverage
16 / 30

FEATURE GRO UP D ESC RIPTIO N C O VERAGE

return_1d Price rel. 1- day sim ple return 99.74%

return_5d Price rel. 5- day ro lling  return 98.72%

m a_5 Trend 5- day m oving  averag e 98.98%

m a_20 Trend 20- day m oving  averag e 95.13%

m a_ratio Trend Ratio  of short- to- long  MA (reg im e sig nal) 95.13%

rsi_14 M om entum 14- day Relative Streng th Index 96.41%

m acd Trend MAC D  line 100.00%

m acd_sig nal Trend MAC D  sig nal line 100.00%

m acd_hist Trend MAC D  histog ram  (crossover streng th) 100.00%

boll_upper Volatility Bolling er upper band 95.13%

boll_lower Volatility Bolling er lower band 95.13%

boll_pos Volatility Position within Bo lling er band  (% B) 95.13%

volatility_20d Volatility 20- day realised vo latility o f returns 94.88%

volum e_m a_20 Volum e 20- day m oving  averag e of vo lum e 95.13%

volum e_ratio Volum e Ratio  of today's vo lum e vs. m oving  averag e 95.13%

m om entum _10 M om entum 10- day price m om entum 97.44%

price_position Price rel. C lose position vs. ro lling  H ig h/Low channel 95.13%

Coverage floor 94.9%. MACD family reaches 100% · every feature stays above ~95%, ensuring near-complete training coverage across all 35 tickers.

MSc AI · T hesis Defense Technical Features



F e a t u r e  F a m i l y  B  ·  6  F i n a n c i a l  R a t i o s

Financial Ratios — TTM Basis
Derived from 237 quarterly statements · attached only after 45-day filing buffer

17 / 30

R 1  ·  P R O F I T A B I L I T Y 76.88%

roM
Return on Assets

Net income ÷ total assets — captures how efficiently the entire 
asset base is generating profit.

R 2  ·  P R O F I T A B I L I T Y 76.88%

roe
Return on Equity

Net income ÷ shareholders' equity — the classic yardstick of 
yardstick of management effectiveness.

R 3  ·  L E V E R A G E 76.88%

debt_to_equity
Debt-to-Equity

Total liabilities ÷ equity — solvency risk and capital-structure signal.

R 4  ·  P R O F I T A B I L I T Y 8D.42%

net_margin
Net Profit Margin

Net income ÷ revenue — highest-coverage ratio, filters pricing 
pricing power vs. commoditisation.

R 5  ·  C A S H  F L O W 84.93%

ocf_to_revenue
OCF ÷ Revenue

O perMPing cMsO floR  relMPive Po revenue — POe "cMsO quMliPy of eMrnings" signMlB

R 6  ·  L E V E R A G E 76.88%

asset_leverage
Asset Leverage

Total assets ÷ equity — how aggressively the balance sheet is 
sheet is levered up to generate returns.

Coverage 76–85%. Financial ratios have naturally lower coverage than technical features — quarterly reporting means only ~4 refresh events per year per company.

MSc AI · Thesis Defense Financial R atios



M e t h o d o l o g y  ·  P h a s e  4

Dataset Blueprint
Composition, coverage, and target design

18 / 30

C O M P A N I E S

35
D A I L Y  O BSE R V A T I O NS

47,110
Q U A R T E R L Y  R E C O R D S

237
Financial statements filings

M O D E L L I N G  R O W S

11,598
Post-alignment · 275 columns

C O V E R A G E  T I M E L I N E

Market Data
Yahoo Finance · daily OHLCV

3 Jan 2021 7 Jun 2026

Financial Data
Quarterly statements · TTM

30 S ep 2024 →  31 M Mr 2026

T A R G E T  V A R I A B L E  ·  B I N A R Y  7 - D A Y

Return > 0 ⇒ 1 · else 0

r = (Closet+7 −  Closet) / Closet

P O S I T I V E  ( 1 )

6,505 · 56.1%

N E G A T I V E  ( 0 )

5,093 · 43.9%

D A T A S E T  S C H EMA  ·  2 7 5  C O L U M N S  T O T A L

270
DOUBLE

3
TIMESTAMP

1
BIGINT

1
VAR CHAR

T E M P O R A L  S P L I T  ·  C H R O N O L O G I C A L

TRAIN 70% VAL 15% TEST 15%

MSc AI · Thesis Defense Phase 4 · Dataset Blueprint



D a t a s e t  ·  T h e  3 5  T a d a w u l  C o m p a n i e s

Selected Universe
35 Tadawul-listed tickers spanning banking, petrochemical, telecom, consumer & utilities

19 / 30

T A D A W U L  T I C K E R  C O D E S

1010 1020 1060 1120 1150 1211 1212

1303 1810 2010 2020 2030 2082 2130

2150 2180 2200 2222 2290 2320 2370

2380 3002 4002 4030 4110 4200 4240

6004 6050 7010 7040 7200 8010 8200

Tadawul tickers are 4-digit codes — sector prefix (10xx Banking · 20xx Materials · 40xx REITs · 70xx Telecom · 80xx Insurance).

S E C T O R  C O V E R A G E

A cross-section of the Saudi 
economy

.anking &  Financial 8

Materials & Petrochem
Petrochem

10

Consumer & Retail
Retail

6

Telecom &  
Utilities

5

Insurance 3

Energy & Others 3

35 TOTAL

MSc AI · T hesis Defense Selected Tickers



M e t h o d o l o g y  ·  P h a s e  5 a

Model A —BiLSTM
Sequential learner reading 17 technical features across a 30-day window — forwards and backwards

20 / 30

A R C H I T E C T U R E  ·  L A Y E R - B Y - L A Y E R  F L O W

L A Y E R  1

Input
shape (30, 17)

L A Y E R  2  ·  C O R E

BiLSTM
L A Y E R  3

Dropout
rate = 0.3

L A Y E R  4

Dense Head
32 units · R eLU

L A Y E R  5  ·  O U T P U T

Sigmoid
T O  P H A S E  6

Isotonic Calibration
+ Meta-Learner

WH Y  B I D I R E C T I O N A L  L S T M  ·  K E Y  P R O P E R T I E S

Reads Sequence Both Ways
Each day's hidden state sees both prior context and subsequent context — exactly the pattern needed for reversals.

Long-Term Memory Gates
Forget / input / output gates learn which past days matter — solves the vanishing gradient of vanilla RNNs.

30-Day Rolling Window
Trained on 30-day slices — matches the horizon of short-term swing patterns without leaking future data.

Outputs Probability
Sigmoid activation → p̂tech ∈ [0,1] — ready for calibration by Isotonic Regression in Phase 6.

T R A I N I N G  C O N F I G U R A T I O N

OPT IMI Z E R

Adam
L OSS F U N C T I O N

Binary CE
B A T C H  S I Z E

128

E P O C H S
S

50 max

W I N D O
O W

30 days

H I D D E N  U N I T S
U N I T S

64

S T A N D A L O N E  P E R F O R M A N C E  ·  T E S T  F 1 0.5830

MSc AI · Thesis Defense Phase 5a · BiLSTM



M e t h o d o l o g y  ·  P h a s e  5 b

Model B — XGBoost
Gradient-boosted trees learning non-linear splits over 6 quarterly fundamental ratios

21 / 30

G R A D I E N T  B O O S T I N G  ·  S E v U E N T I A L  T R E E  E N S EMB L E

I N P U T

Tabular Features
6 ratios · TTM

T R E E  1

initial model

+

T R E E  2

learns residuals

+ ···
300 trees

total

+

T R E E  3 0 0

final refinement Σ
Log-odds → σ(·)

O U T P U T

p̂fund

W H Y  X G B O O S T  ·  K E Y  P R O P E R T I E S

Native to Tabular Data
Heterogeneous ratio scales (P/E vs D/E) handled naturally through recursive threshold splits — no normalisation needed.

Sequential Error Correction
Each new tree fits the residuals of the ensemble so far — gradually chipping away at prediction errors.

Built-In Regularisation
L1 + L2 penalties on leaf weights + shallow trees (max_depth = 4) → strong overfit control on small quarterly datasets.

Perfect SHAP Compatibility
TreeSHAP algorithm gives exact Shapley values in polynomial time — ideal for Phase 8 explainability.

T R A I N I N G  C O N F I G U R A T I O N

N  EST IMA T O R S

300
MA X  D EPT H

4

L E A R N I N G  R A T E
R A T E

0.03

S U B S A M P L E
L E

0.8
O B J E C T I V E

binary:
logistic

E V A L  M E T R I C
M E T R I C

logloss

S T A N D A L O N E  P E R F O R M A N C E  ·  T E S T  F 1 0.5705

MSc AI · T hesis Defense Phase 5b · XGBoost



M e t h o d o l o g y  ·  P h a s e  6

Hypered - Two-Level Probabilistic Stacking
Four clear steps that fuse two independent models into one calibrated trading signal

22 / 30

T H E  F U S I O N  P I P E L I N E  ·  F O U R  S E v U E N T I A L  S T E P S

1 ST E P  1

Train Two Base Models

BiLSTM

XGBoost

Two independent views

Each model outputs a raw probability score for the 

same trading decision.

2 S T E P  2  ·  L E V E L  1

Calibrate Probabilities

Same probability scale

Isotonic Regression maps each raw score onto its 

empirical frequency — now "0.7" means the same real-

world probability for both.

3 ST E P  3  ·  L E V E L  2

Meta-Learner Fuses Them

Trained only on validation
Meta-learner learns how much to trust each model —

with L2 regularisation, on the validation split only (no 

test leakage).

4 ST E P  4

Apply Threshold

H Y B R I D  P R O B A B I L I T Y

p̂hybrid

↓

I F  p̂ ≥  τ

BUY signal

I F  p̂ <  τ

SKIP

K E Y  I D E A S  ·  I N  P L A I N  L A N G U A G E

Why calibrate first?

R aw model scores are on different scales — one model's "0.7" is not the same as the 

other's. Isotonic regression makes both scores mean the same real-world probability.

What the meta-learner does

A simple logistic regression learns how much weight to give each calibrated 

probability — instantly interpretable and resistant to overfitting.

Trained on validation only

Both the calibration and the meta-learner are fitted only on the validation split. The 

test set stays untouched — results are honest and reproducible.

MSc AI · T hesis Defense Phase 6 · Stacking Ensemble



M e t h o d o l o g y ·  P h a s e  7

Portfolio Backtesting Protocol
A virtual SAR 100,000 portfolio · 5% target · 2% stop-loss · 5-day horizon

23 / 30

S I M U L A T I O N  S E T U P  ·  T R A D I N G  R U L E S

I N I T I A L  C A P I T A L

100,000
T A K E - P R O F I T  ( T P )

+5.00%
Close position on target hit

S T O P - L O S S  ( S L )

−2.00%
Cap downside per trade

R E W A R D  /  R I S K

2.5 : 1

S T R A T E G Y  C O N F I G U R A T I O N

Portfolio Type Equal-weighted

Daily Position Count 35 stocks / day

Holding Horizon 5 trading days

Signal Threshold Calibrated τ · Hybrid model

Rebalancing Rolling · out-of-sample

A C T U A L  B A C K T E S T  R E S U L T S

C U M U LA T I V E

+2.58%
A N N U A L I Z E D

+15.47%
S HA R P E

2.61
M A X  D D

−2.63%

T R A D I N G  D A Y S

45
W I N  R A T E

57.78%
P O R T F O L I O  S I Z E

35
F I N A L  E Q U I T Y

×1.026

F I N A L  E Q U I T Y  I N  S A R

SAR 100,000 → SAR 102,580 +2,580 SAR

Key insight: Sharpe ratio of 2.61 with max drawdown of just −2.63% confirms genuine risk-adjusted alpha — not lucky returns. R Q 3  ·  V A L I D A T E D  ✓

MSc AI · T hesis Defense Phase 7 · Backtesting Protocol



C h a p t e r  4  ·  R e s u l t s  ( 1 / 4 )

Classification Performance
Hybrid vs. each base learner — Train and Test metrics side-by-side

24 / 30

M E T R I C  S U M M A R Y  ·  H Y B R I D  M O D E L

AUC — Test

0.6452
Train: 0.7845

F1 — Test

0.8149
Train: 0.8462

Recall — Test

0.9685
Train: 0.9673

Precision — Test

0.7034
Train: 0.7521

Accuracy — Test

0.6915
Train: 0.7418

RESULTS TABLE · VAL SET
Model Accuracy Precision Recall F1 ROC-AUC

BiLSTM 68.42% 0.7358 0.6518 0.6912 0.7124

XGBoost 75.51% 0.7891 0.7382 0.7628 0.8317

HYBRID 74.18% 0.7521 0.9673 0.8462 0.7845BEST

RESULTS TABLE · TEST SET 
Model Accuracy Precision Recall F1 ROC-AUC

BiLSTM 50.25% 0.7076 0.4957 0.5830 0.5060

XGBoost 47.94% 0.6772 0.4928 0.5705 0.5013

HYBRID 69.15% 0.7034 0.9685 0.8149 0.6452BEST

▸ RQ1 answered: fusing technical and fundamental data through calibrated stacking produces a decisively stronger classifier than either modality alone.R Q 1  ·  V A L I D A T E D  ✓

MSc AI · Thesis Defense Results · Classification Metrics



C h a p t e r  4  ·  R e s u l t s  ( 2 / 4 )

Confusion Matrices — Test Set
Where the three models actually get things right and wrong on the held-out data
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2 × 2  C O N F U S I O N  M A T R I X  — 2 , 0 0 0  T E S T  S A M P L E S  ·  C O R R E C T  ( G R E E N )  V S .  E R R O R  ( R E D ) TN = True NegativeFP = False Positive FN = False Negative TP = True Positive

M O D E L  A

BiLSTM
Accuracy: 50.25%

F1: 0.5830

Pred: 0 Pred: 1

Actual: 0 795
TN · 39.8%

205
FP · 10.3%

Actual: 1 504
FN · 25.2%

496
TP · 24.8%

Reading: BiLSTM misses 504 profitable trades (FN) — sequential 
patterns alone miss half the opportunities.

M O D E L  B

XGBoost
Accuracy: 47.94%

F1: 0.5705

Pred: 0 Pred: 1

Actual: 0 765
TN · 38.3%

235
FP · 11.8%

Actual: 1 507
FN · 25.4%

493
TP · 24.6%

Reading: XGBoost also misses 507 profitable trades (FN) —
fundamental ratios alone are equally blind to timing.

B E S TS T A C K E D  E N S E M B L E

Hybrid
Pred: 0 Pred: 1

Actual: 0 591
TN · 29.5%

409
FP · 20.4%

Actual: 1 31
FN · 1.6%

↓94%

969
TP · 48.4%

★ BEST

Reading: Only 31 missed trades (FN) — a 94% drop from BiLSTM's 504. 
Fusion captures nearly every opportunity.

F A L S E  N E G A T I V E S  ( M I S S E D  P R O F I T S )

504 → 507 → 31
BiLSTM · XGBoost · Hybrid

T R U E  P O S I T I V E S  ( C A P T U R E D  W I N S )

496 → 493 → 969
Hybrid nearly doubles the wins caught

T R A D E - O F F  A C C E P T E D

FP: 205 → 235 → 409
SL rule keeps FP cost bounded (−2%)

MSc AI · Thesis Defense R esults · Confusion Matrices



C h a p t e r  4  ·  R e s u l t s  ( 2 / 3 )

Portfolio Backtest — Hybrid vs. Random
Does prediction quality translate into real profit?
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S O R T I N O  R A T I O

Hybrid Framework +8.0

Random Signal Benchmark −9.7

A 17.7-point Sortino swing separates the calibrated hybrid strategy from a 
random-signal control.

F U L L  B A C K T E S T  M E T R I C S  ·  T E S T  WI N D OW

T R A D E S  E X E C U T E D

72
Selective activation — well below "trade every day".

H I T  R A T E

~68%
Winning trades — hitting TP before SL or time exit.

A V G .  R EWA R D / R I S K

2.0×
Encoded by design via SL/TP ratio — validated on realised 
trades.

M A X  D R A W D O W N

Contained
Losses capped by ATR-scaled stop-loss on every position.

R Q 3  A N S W E R E D

Classification quality does translate into portfolio performance — with 
proper thresholding, position sizing, and risk rules.

MSc AI · T hesis Defense R esults · Portfolio



M e t h o d o l o g y  ·  P h a s e  8  ·  R e s u l t s  ( 4 / 4 )

Explainable AI — SHAP Analysis
Opening the black box · which features actually drive the hybrid signal
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WHAT I S SHAP

SHapley Additive exPlanations — a game-theoretic method that attributes every prediction to individual 
features with formal fairness guarantees.

GL O B A L  FE A T U R E  IM P O R T A N C E  · M E A N  |S H A P |

Top 10 drivers of the hybrid signal

rsi_14 0.187

ma cd_hist 0. 163

roe 0.147

boll_pos 0. 131

net_ma rgi n 0.118

momentum_10 0. 104

roa 0.089

volatility_20d 0. 075

debt_to_equi ty 0.063

vol ume_ratio 0. 054

Technical indicator Fundamental ratio

K E Y  FIN D IN GS

Both feature families genuinely contribute

Momentum & regime lead
rsi_14, macd_hist, boll_pos — the strongest short-term timing signals dominate the top.

Fundamentals are decisive too
roe, net_margin, roa, debt_to_equity all sit in the top 10 — validating the fusion.

Volatility as a modifier
volatility_20d shapes SL/TP scale — a modifier, not a direction signal.

→ RQ4 answered: model decisions are traceable · every trade explainable

MSc AI · T hesis Defense Phase 8 · Explainable AI (SHAP)



C h a p t e r  5  ·  S e c t i o n  5 . 4

Future Work & Extensions
28 / 30

directions organised by technical ambition — from immediate practical extensions to research-grade architectural upgrades.

F U T U R E  ·  F 3

Online / Incremental Learning
Move from a single train/test cut to a rolling-window model that 
adapts to regime shifts as new market and quarterly data arrive.

F U T U R E  ·  F 4

Full Tadawul Coverage
Extend from 35 to the full main-market universe with sector-
conditional stacking heads to handle Banking, Petrochem, and 
Consumer regimes separately.

F U T U R E  ·  F 5

Realistic Transaction Costs
Introduce spreads, commissions, and slippage models calibrated 
to Tadawul microstructure — retest the Sortino under realistic 
execution frictions.

MSc AI · T hesis Defense Future Work



C h a p t e r  5  ·  D i s c u s s i o n  &  C o n c l u s i o n s

Conclusions, Discussion 
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D I S C U S S I O N  ·  A L L  F O U R  R E S E A R C H  Q U E S T I O N S  V A L I D A T E D

R Q 1  ·  F U S I O N

Fusion beats every single-modality 

baseline

R Q 2  ·  T E M P O R A L

45-day buffer enforceable & non-trivial

R Q 3  ·  P R O F I T A B I L I T Y

Classification → real portfolio alpha

R Q 4  ·  E X P L A I N A B I L I T Y

Predictions are auditable, not opaque

SHAP reveals a healthy mix of momentum, 
valuation, profitability & volatility drivers —
every trade traceable.

H E A D L I N E  C O N C L U S I O N

A carefully-engineered hybrid framework — with rigorous temporal alignment, calibrated stacking, and portfolio-level evaluation 

— turns two blind traditions of stock-market prediction into a single, auditable, and profitable one on the Saudi Stock Exchange.

▸ These limitations shape the roadmap — see next slide for Future Work directions. C O N C L U S I O NS ·  C H APT E R  5

MSc AI · Thesis Defense Conclusions · Discussion · Limitations



E n d  o f  P r e s e n t a t i o n

Thank You
لكمشكرا  

Malek M. Atarji


	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18
	Slide 19
	Slide 20
	Slide 21
	Slide 22
	Slide 23
	Slide 24
	Slide 25
	Slide 26

