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Understand network layer functions.

LEARNING OUTCOMES

Differentiate between the control plane and the data plane.

Understand router architecture.

Understand forwarding table.

Recognize the types of switching fabrics.

Understand the buffer management and Scheduling mechanism.

Recognize IPv4 and IPv6 packet headers and Understand NAT and tunneling.

Define routing algorithms.

Differentiate between link-state and distance victor algorithms and how they operate.

Understand Internet routing protocols (RIP, OSPF, and BGP).
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07 Overview of Network layer —_—

application

What is network layer?

Ay network
» Network layer (or Internet layer) is responsible for transfer packets <y ‘ gﬁ;ii'j::l

between different devices or networks and choosing the best data WLy =
physical physical

routing paths for network communication.

Router examines header fields in all IP datagrams passing through it e —s

. . data link
since network layer protocols in everyhost and router. physical |

physical

application

On sending side encapsulates segments into datagrams and on data link
physical

data link

receiving side, delivers segments to transport layer. S osionl i =
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&
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07 Overview of Network layer —_—

Routing is process of planning trip from source to destination.

<OLITI For example, determine route taken by packets from source to

destination using routing algorithms.

B -
ﬂm &

Forwarding is the process of getting through single interchange.

Network layer

For example, a router receives packets from hosts on one attached
network and forwards them to hosts on another attached network
or to another router for further forwarding.
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07 Overview of Network layer —_—

All functions and processes (routing algorithm) that
determine which path to use to send the packet or frame.
Control plane is responsible for populating the routing

table and drawing network topology. it is responsible for -mmmm plane

How packets should be forwarded. — T

10.0.0.0 255.0.0.0 172.16.10.1 Eth02

Network layer

All  the functions and processes that forward
packets/frames from one interface to another based on
control plane logic.




07 Router architecture

router input ports

Routing
processor

High-seed
switching
fabric

router output ports

MIDocEA

routing, management
control plane (software)
operates in millisecond
time frame

forwarding data plane
(hardware) operttes in
nanosecond timeframe
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07 Data plane (forwarding packets)

Physical layer:
Cable (TP, Fiber,..) link lookup,
forwarding Switch

Line layer ‘ _
termination protocol I““““ fabric

receive .
( ) queueing

Link layer: . —
Decapsﬂlatiun Decentralized switching:
» Using header field values, lookup output port using forwarding table in input port memory (“match

plus action”).
* Destination-based forwarding: forward based only on destination IP address (traditional).

* Generalized forwarding: forward based on any set of header field values.
» Queuing: if datagrams arrive faster than forwarding rate into switch fabric.




07 Data plane (forwarding packets)

Destination-based forwarding
‘a

11001000
through
11001000

11001000

through
11001000

11001000
through
11001000

Otherwise

Forwarding table

Destination Address Range

00010111

00010111
00010111

00010111
00010111

00010111

00010000 00000000

00010111 11111111
00011000 00OO0QOOQOOO

00011000 11111111
00011001 00000000

00011111 11111111
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Destination-based forwarding
_ﬁ,

11001000

through
11001000

11001000

through
11001000

11001000

through
11001000

11001000

through
11001000

Otherwise

Data plane (forwarding packets)

Forwarding table

Destination Address Range

00010111

00010111
00010111

00010111
00010111

00010111
00010111

00010111

00010000

00010111
00010000

00010000
00011000

00011000
00011001

00011111

00000000

11111111
00000100

00000111
00000000

11111111
00000000

11111111
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Link interface
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07 Data plane (forwarding packets)

Longest prefix matching

Forwarding table

Destination Address Range Link interface
= 11001000 00010111 00010Q*** *kkkkikkk 0
» 11001000 00010111 00011000 *kkkkkkk

» 11001000 00010111 00011*** kkkkkkkk

When looking for forwarding

table entry for given destination

address, use longest address

refix that matches destination i
pref Otherwise

address. Often performed using o,
Which interface?

>—11001000 00010111 UUUldllU 10100001 ==y Interface 0

ternary content addressable

memories (TCAMs)

111001000 00010111 00011j000| 10101010 ==y /nferface 1
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Switching fabrics

» Transfer packet from input buffer to appropriate output buffer.

» Switching rate: rate at which packets can be transfer from inputs to outputs.

P

> -

T

1

Three types of switching fabrics

]
memory crossbar %]]

First generation routers, datagram from input port
switching under direct memory to output port
control of CPU memory via a shared bus

I
|
|

1]
]
[

Fragmenting datagram into
fixed length cells, switch

cells through the fabric
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07 Data plane (forwarding packets)

Input port queuing

» Queueing may occur at input queues if the switch fabric is slower than input ports causing delay and
loss due to input buffer overflow.

» Queued datagram at front of queue prevents others in queue from moving forward causing Head-of-

the-Line (HOL) blocking. - - - . m

)(

[ - . .
switch 7/ i switch #

fab rii,c"r fabric/

—

only one red datagram can be Green packet experiences
transferred. lower red packet is HOL blocking.

blocked.
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Output port

Physical layer:
Datagram Cable (TP, Fiber,..)

link -
Switch butter layer Line
fabric II““I“ protocol [l termination |

Send .
queueing | [ ) - Link layer:
N E"cﬂPSU|ﬂtiun

» Drop policy; Buffering required when datagrams arrive from fabric faster than the transmission

rate, datagram (packets) can be lost due to congestion, lack of buffers.

» Scheduling mechanism; Scheduling discipline chooses among queued datagrams for

transmission, priority scheduling — who gets best performance, network neutrality.
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07 Data plane (forwarding packets)

How much buffering?

» RFC 3439 rule of thumb: average buffering equal to “typical” RTT (e.g., 250 msec) times link capacity C

e.g., C=10 Gbps link: buffer = (250 x103) Sec. x (10 x 10°) bps = 2.5 Gbit buffer.

RTT .C

» More recent recommendation: with N flows (inputs), buffering equal to N
N

» Too much buffering can increase delays .
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07 Data plane (forwarding packets)

Buffer Management

Marking

which packet to add, drop when buffers are full: Whlch packets to mark to signal congestion (ECN)

» Tail drop: drop arriving packet - _ mmmm-

. e .. . Non-ECN
’ PI‘IOI‘IW: drop/remove on priority basis. setup any any

ECN Echo Rev Snd

cwnd
reduced

Snd Recv

ECN Setup Snd Rev

Reserved i | cwn - | £ i)
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07 Data plane (forwarding packets)

Scheduling mechanism

|
Weighted Fair

Priority Round Robin :
/ & 4 Queuing WFQ

First Come, First Served Arriving traffic classified, Arriving traffic classified, Based on Round Robin where
Where packets transmitted according to priority, send queued by class (in header) each class (i) has weight, W,
in order of arrival to output packet from highest priority any header fields can be and gets weighted amount of
port. Also known as: First- queue that has buffered used for classification. service in each cycle: Wflew{
in-first-out (FIFO) packets. Cyclically scans class queues, No. of packets selected from
FCFS within priority class. sending one complete packet each queue according to

from each class. queue weight.

high priority queue

—_— packet .
packet I]-_®_depa rures arrivals >
arfivals  gqueue lirk —_ b r
(waiting area) (server) \“\.. l » —_— —
link '

classify depariures

link departures classify
arrivals

classify
low pricrity queus arrivals




The Internet protocol

Network
layer

Transport layer: TCP, UDP

. IP protocol
Path-selection P

_ e Datagram format
algorithms: S e Addressing
implemented in —— * Packet handling conventions

* Routing protocols forwarding
(OSPF, BGP) _ table ICMP protocol

* SDN controller * Error reporting
* Router “signaling”

Link layer

Physical layer

MIDOCEA[H
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32 bits

IP protocol version number head ] type of total datagram

header length(bytes) ver service length  ——— length (bytes)

_— .
“type” of service: — | _16-bit identifier —|figs|— 2 t fragmentation/
= diffserv (0:5) : orise reassembly
« ECN (6:7) timeto | upper header
' P live pd |E!‘_‘,’EF checksum
IPv4 Packet header

TTL: remaining max hops | source |IP address —— 32-bit source IP address
(decremented at each router)

— header checksum

===

upper layer protocol (e.g., TCP or UDP) yd destination |P address

options (if any) — e.g., timestamp, record

— overhead route taken

= 20 bytes of TCP payload data

= 20 bytes of IP (variable length,
= =40 bytes + app typically a TCP

layer overhead for or UDP segment)
TCP+IP
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The Internet protocol

IP fragmentation, reassembly

» Network links have MTU (Max. Transfer Unit) - largest possible link-

fragmentation:

level frame. : in: one large datagram

= Different link types, different MTUs out: 3 smaller datagrams
Large IP datagram divided (“fragmented”) within net.

" One datagram becomes several datagrams

= “Reassembled” only at final destination

= |P header bits used to identify, order related fragments.
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The Internet protocol

IP fragmentation, reassembly

) length [ID | fragflag | offset
Example. =4000 [=x | =0 =0

-~ 4000-byte datagram (3980 Byte for data + 20 Byte for header)| one Jarge datagram becomes
several smaller datagrams

> MTU = 1500 bytes (1480 Byte for data + 20 Byte for header).

1480 bytes in data field length |ID | fragflag | offset
=1500 [=x =1 =0

offset = 1480/8 length | ID | fragflag | offset
=1500 [=x =1 =185

offset =previous offset + 1480/8 length [ID | fragflag [ offset
=1040 | =x =0 =370
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NAT: network address translation

« restof | o< local network (e.g., home
Internet network) 10.0.0/24

138.76.29.7

All datagrams leaving local network _ .
have same source NAT IP address Datagrams with source or destination in

. this network have 10.0.0/24 address for
138.76.29.7, but different source port source, destination.
numbers.
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The Internet protocol

NAT: network address translation

» All devices in local network have 32-bit addresses in a “private” IP address space (10/8, 172.16/12,
192.168/16 prefixes) that can only be used in local network.

» Advantages:

= Just one IP address needed from provider ISP for all devices.
= Can change addresses of host in local network without notifying outside world.
= Can change ISP without changing addresses of devices in local network.

= Security: devices inside local net not directly addressable, visible by outside world.




MIDOCEA[H

The Internet protocol

NAT: network address translation

Implementation: NAT router must (transparently):

» Outgoing datagrams: replace (source IP address, port #) of every outgoing datagram to (NAT IP address,

new port #)

= remote clients/servers will respond using (NAT IP address, new port #) as destination address.

» Remember (in NAT translation table) every (source IP address, port #) to (NAT IP address, new port #)

translation pair.

» Incoming datagrams: replace (NAT IP address, new port #) in destination fields of every incoming

datagram with corresponding (source IP address, port #) stored in NAT table.




The Internet protocol

2:NAT router changes

NAT: network address translation

datagram source address

from 10.0.0.1, 3345 to
138.76.29.7, 5001,
updates table

o.—

' 2\

=/

NAT translati

on table

WAN side addr

LAN side addr

138.76.29.7,5001

10.0.0.1,3345
"-'_'—‘-F'-H-H—H wEEEEE

S: 138.76.29.7, 5001 '
D: 128.119.40.186, 80

" 5:128.119.40.186, 80 _Cg\
, D:138.76.29.7, 5001 >

3:reply arrives, destination
address: 138.76.29.7, 5001

MIDOCEA[H

1:host 10.0.0.1 sends
datagram to
128.119.40.186, 80

| $: 10.0.0.1, 3345

1) -

D: 128.119.40.186, 80 ::| \
: — 10.0.0.1

llD.U,U.f-l

I
) "-E ;_\
-~

e
10.0.0.2

138.?5.29.?T I E" S: 128.119.40.186, 80

, D:10.0.0.1, 3345

195 s
10.0.0.3 -~




The Internet protocol

il

32 bits

Priority: identify

ver | pri

priority among

flow label

payload len next hdr hop limit

datagrams in flow

source address
(128 bits)

128-bit
IPv6 addresses<

IPv6 Packet header

destination address
(128 bits)

payload (data)

What’s missing (compared with IPv4):

» No checksum (to speed processing at routers)

» No fragmentation/reassembly

MIDOCEA[H

Flow label: identify
datagrams in same
"flow.” (concept of
“flow” not well defined).

» No options (available as upper-layer, next-header protocol at router)
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The Internet protocol —_—

Tunneling

Tunneling: IPv6 datagram carried as payload in IPv4 datagram among IPv4 routers (“packet within a packet”).

IPv4 header fields IPv6 header fields
IPv4 sdurce, dest addr IPv6 source dest addr
UDP/TCP payload

T ) ) . E F

IPv4 payload

«—|Pv6 datagram o _ IPv6/v4 IPv6
|IPv4 datagram

IPv4 network




07 The Internet protocol

logical view: (==}

physical view:

Tunneling

Note source and

addresses!

-_a \‘

IPv4 tunnel

D

IPv4

IPv6 inside [IPVv6 inside |Pv6 inside

IPv4 IPv4

. connecting IPv6 routers

_

IPVv6/v4 PVE

IPv6/va IPv6
>= >=<
IPV6/v4 IPv6

|
MIDOCEAN

F

F
——

.

>

: X

E-to-F:
IPv6
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07 Control plane (routing algorithms)

Graph abstraction

Link-Cost is calculated by routing algorithms using
many different techniques and methods based on
the routing algorithms in use. Some of the
parameters used for calculating the link-cost are
as follows:

» Hop count,

» Path reliability.

» Path speed.

» Bandwidth.
> Latency. = N=Setofrouters={u,v,w,Xx,y,z}

» Graph: G = (Node(N), Edge (E)) 120.30.50.60 | ~ &

» Congestion. = E =Setof links ={ (u,v), (u,x), (v,x), (v,w), (X,w), (X,y), (W,¥), (W,Z), (V,Z)

each link has a cost, e.g., C(u,v)=2




07 Control plane (routing algorithms)

Routing protocols

Routing protocol goal: determine “good” paths from sending

hosts to receiving host, through network of routers.

= Path: sequence of routers packets traverse from given

initial source host to final destination host.

= “Good”: least “cost”, “fastest”, “least congested”.

application

transport

link

physical

mobile network

MIDOCEA[H

national or global ISP

enterprise
network

datacenter
network

i) |application
transport

link
physical
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07 Control plane (routing algorithms)

Routing algorithm classification

| Global: all routers have complete
topology, link cost info.

» “Link-state” algorithms.

Static: routes change Dynamic: routes change more quickly
-

*

slowly over time * periodic updates or in response to
link cost changes

Decentralized: iterative process of computation,
exchange of info with neighbors.

* routers initially only know link costs to attached
neighbors

* “Distance vector” algorithms

¥




07 Control plane (routing algorithms)

Dijkstra’s Link-State Routing Algorithm

Least-cost from A to B

3<4 chose 3

Calculate the cost of the adjacent Move to the next router with the
routers to (A) and set the cost to all smallest cost (F) then update the
other routers to == cost of the connected routers to (F).
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Dijkstra’s Link-State Routing Algorithm

6<8
Least-cost from A to B Updated to 6

A

LLE \
4 Updated to 4 &

2

Move to the next router with the Move to the next router with the
smallest cost (C) then update the smallest cost (E) then update the
cost of the connected routers to (C). cost of the connected routers to (E).
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07 Control plane (routing algorithms)

Dijkstra’s Link-State Routing Algorithm

Least-cost from Ato B

Move to the next router with the To reconstruct the least-cost path
smallest cost (B), the least-cost path between (A) & (B), keep tracking the
between (A) and (B) is found. previous router to the beginning.
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07 Control plane (routing algorithms)

Dijkstra’s Link-State Routing Algorithm

1 Initialization:
—— 2 N'={u}

3 forall nodes v

4 ifvadjacenttou

5 then D(v) = c(u,v
—— 6 else D(u)(: )m (V) D(v): currentestimate of cost of
7

least-cost-path from source to
8 Loop destination v

— 9 findw not in N' such that D(w) is a minimum p(v): predecessor node along

10 addwto N' path from source to v

11 update D(v) for all v adjacent to w and not in N': N’ set of nodes whose least-cost-
12 D(v) = min( D(v), D(w) + c(w,Vv) ) path definitivelyknown

13 /* new cost to v is either old cost to v or known

14  shortest path cost to w plus cost fromw to v */
\E}S until all nodes in N’

_ notation

* ¢, directlink cost from node xto
y; = << if not direct neighbors
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Dijkstra’s Link-State Routing Algorithm

D(v) | D(w) | D(X) | DY)
p(v) | p(W) | p(X) | p(Y)
7U 3U 5U oo

6,W 5U 11,W

e,W 11, W
10,V

Adjacence Matrix:
Every router in the network has this matrix

and use it to calculate least-cost paths.
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Distance Vector Routing Algorithm

Based on Bellman-Ford (BF) equation (dynamic programming):

— Bellman-Ford equation

Let D,(y): cost of least-cost path from x to .
Then:

Dy(y) =min, { ¢, + DY) }

Where: D [y) is estimated least-cost-path cost, and €, isdirect cost of link from xto v
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07 Control plane (routing algorithms)

Distance Vector Routing Algorithm

Suppose that u’s neighboring nodes, x,v,w, know that for destination z:

D/(z)=5 D, (z) =3 Bellman-Ford equation says:

Du(z) = min { Cu,v+ Du(z)r
Cu,,x+ Dx(z)r
Cowt Duf2) }

=min{2+5,
1+3,
5+3}={7,4,8}=4

node achieving minimum (x) is next hop on
estimated least-cost path to destination (z)




07 Control plane (routing algorithms)

Distance Vector Routing Algorithm

» [terative, asynchronous: each

= mi Dyz) =min{cix.y) +
. . D.(y) = y)+ D.(y), c(x,z) + D, .
local iteration caused by: v) ”:'"m{frffzﬂj | ?i(f; :Cg”} ()} 7 D2). txz) +Dtzp
: i # = min{2+‘1 , ?-l{]} =3
" |ocal link cost change

4
node X cost lo costio /
table | x vy z
02 7))

&) a3 &l

= DV update message from
neighbor

e o3 ol

» Distributed:

cost lo

= Each node notifies X'y z
neighbors only when its DV > ;’: x_
changes 20 1)
* Neighbors then notify

their neighbors if
necessary

mipocea

each node:

!

wait for (change in local link
cost or msg from neighbor)

L J

recompute estimates

if DV to any dest has
changed, nofify neighbors




Internet routing protocols

Routing Information Protocol (RIP)

Routing Information Protocol (RIP) is a distance vector protocol that uses hop count as
its primary metric.

Support up to 15 hops max.

Exchanged with neighbors every 30 sec in response message, if no advertisement
heard after 180 sec., then neighbor/link declared dead:

= Routes via neighbor invalidated

= New advertisements sent to neighbors

= Neighbors in turn send out new advertisements (if tables changed)

RIP v1.0 does not support CIDR (Classless Inter-Domain Routing) and has no
authentication.

RIP v2.0 support CIDR and authentication.

mipocea

Network Y




Internet routing protocols

Open Shortest Path First Protocol (OSPF)

Open shortest path first (OSPF) is a link-state routing protocol that is used to

find the best path between the source and the destination router using

Dijkstra’s algorithm.

All OSPF messages authenticated .

Two-level hierarchy: local area, backbone:

= |ink-state advertisements only in area

= each nodes has detailed area topology; only know direction (shortest path)
to nets in other areas.

Area border routers: “summarize” distances to nets in own area, advertise to

other Area Border routers.

Backbone routers: run OSPF routing limited to backbone.

boundary routers: connect to other AS’s.

Integrated unicast- and multicast support.

¥ ]
f 1 L}
; g : _::)
1
b i
&
i? ,‘ |r|terr':<-1|
¥,
f

routers

MIDocEA

boundary router

backbone router

area 2
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Internet routing protocols

Border Gateway Protocol (BGP)

» Border Gateway Protocol (BGP) is a hybrid link-state and Distance Victor routing protocol that is used to exchange of
routing and reachability information among edge routers in order to directs packets between autonomous systems (AS).
» BGP provides each AS a means to:
= eBGP: obtain subnet reachability information from neighboring ASs.
= |BGP: propagate reachability information to all AS-internal routers.
» Two important attributes:
= AS-PATH: contains ASs through which prefix advertisement has passed: e.g., AS 67, AS 17.
= NEXT-HOP: indicates specific internal-AS router to next-hop AS. (Router selects route based on shortest AS-PATH)

= Example: Prefix:138.16.64/22 ; AS-PATH: AS3 AS131; NEXT-HOP: 201.44.13.125

BGP
message

networks
other 1
networks
AS1 aod
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