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print ('sdd Jlgll jlaayr t)

print ('Practical Machine Learning')

print ('dals Y deal deas Gua /0l .t

print ('253002941 , ' sl &)l

print ('gdla sl / &) slac) )

print (' leeasiu & Al G G https://www. kaggle.com/datasets/brendan45774/test-file"
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import pandas as pd

import numpy as np

from sklearn.model_selection import train_test_split

from sklearn.preprocessing import StandardScaler, LabelEncoder
from sklearn.linear_model import LogisticRegression

from sklearn.tree import DecisionTreeClassifier

from sklearn.ensemble import RandomForestClassifier

from sklearn.svm import SVC

from sklearn.naive_bayes import GaussianNB

from sklearn.neighbors import KNeighborsClassifier

from sklearn.metrics import confusion_matrix, accuracy_score, precision_score, reca
import numpy as np

import matplotlib.pyplot as plt

import seaborn as sns

print (" U Ge Gisda dwed J5) Ga ")
df = pd.read_csv('tested.csv")
df.head()



Passengerld Survived Pclass Name Sex

Kelly, Mr.

male
James

w

0 892 0

Wilkes,
Mrs.
1 893 1 3 James female
(Ellen
Needs)

Myles,
Mr.
2 894 0 2 Thomas male

Francis

Wirz, Mr.

male
Albert

3 895 0

w

Hirvonen,
Mrs.
4 896 1 3 Alexander female
(Helga E
Lindqvist)

Age SibSp Parch

345 0 0
47.0 1 0
62.0 0 0
27.0 0 0
22.0 1 1

Ticket

330911

363272

240276

315154

3101298

< G —

print ('cwe WAl & GV 5K ) S s 46 jealt)
df['Sex"'].value_counts()

Sex

male 266

female 152

Name: count, dtype: int64

print ('Survived J e =l ')
df[ 'Survived'].value_counts()

Survived J e (sl

Survived
(7] 266
1 152

Name: count, dtype: int64

print (' G & Ul g s 4 jed’)
df.dtypes

Cos LAl b bl g 48 el

Fare

7.8292

7.0000

9.6875

8.6625

12.2875



PassengerId inte4

Survived int64
Pclass int64
Name object
Sex object
Age float64
SibSp inte4
Parch inte4
Ticket object
Fare float64d
Cabin object
Embarked object

dtype: object

print ('da<d, clly J Ll Gl Jiail')
label encoders = {}
for column in df.select_dtypes(include=["object']).columns:
le = LabelEncoder()
df[column] = le.fit_transform(df[column])
label _encoders[column] = le

B, iy Al el Jypad
print ('<egieal pmidly G el paadlt)

X = df.drop('Survived', axis=1).values
y = df['Survived'].values

Conginaall yiially i jaall a0al

print ("Wl ¥ Gle saae ) bl olalt)
X_train, X_test, y_train, y_test = train_test_split( X, y,test_size=0.30, random_st

Jbialy ol Gle seae ) bl ala)

def evaluate_model(model _name, y_true, y_pred):
accuracy = accuracy_score(y_true, y pred)
precision = precision_score(y_true, y_pred, average='weighted")
recall = recall_score(y_true, y pred, average='weighted")
fl = f1_score(y_true, y pred, average='weighted")
cm = confusion_matrix(y_true, y_pred)
report = classification_report(y_true, y pred)

metrics = {
'Model Name': model name,
"Accuracy': accuracy,
'Precision': precision,
'Recall’': recall,
'"F1 Score': f1,
‘Classification Report': report

plt.figure(figsize=(4, 4))
sns.heatmap(

cm,
annot=True,
fmt="d",

cmap="'Blues"’,



cbar=False,
xticklabels=np.unique(y_true),
yticklabels=np.unique(y_true)
)
plt.title(f'Confusion Matrix for {model_name}")
plt.xlabel('Predicted Label")
plt.ylabel('True Label")
plt.show()

return metrics

from sklearn.ensemble import RandomForestClassifier

# Hl 2300 Li/

rf_classifier = RandomForestClassifier(n_estimators=95, random_state=40)

# B 2300 s

rf_classifier.fit(X_train, y_train)

# HJL‘.I}.V/ dcgozxo (sle g/
y_pred = rf_classifier.predict(X_test)

# Bl 2390 puuii

evaluation_results = evaluate_model('RandomForestClassifier', y_test, y pred)

# B dobhio aijhy bl dcldb
for key, value in evaluation_results.items():
if key == 'Classification Report':
print(value)
else:
print(f"{key}: {value:.4f}" if isinstance(value, float) else f"{key}: {valu

# B ol g0 il acld

print("\@33[94mAccuracy:", evaluation_results['Accuracy'], "\@33[em") # hiuf
print("\@33[92mPrecision:", evaluation_results['Precision’], "\@33[om") #,,a>f
print("\033[91mRecall:", evaluation_results['Recall'], "\@33[em") #.)a>/



Confusion Matrix for RandomForestClassifier

True Label

Predicted Label

Model Name: RandomForestClassifier
Accuracy: 1.0000

Precision: 1.0000

Recall: 1.0000

F1 Score: 1.0000

precision recall fl-score  support

0 1.00 1.00 1.00 80

1 1.00 1.00 1.00 46

accuracy 1.00 126
macro avg 1.00 1.00 1.00 126
weighted avg 1.00 1.00 1.00 126

Accuracy: 1.0
Precision: 1.0
Recall: 1.0

print ('u_"u;}ﬂ\ Dl

Saallllasiy)
from sklearn.impute import SimpleImputer
imputer = SimpleImputer(strategy="mean")

X_train_imputed = imputer.fit_transform(X_train)
X_test_imputed = imputer.transform(X_test)

from sklearn.impute import SimpleImputer

imputer = SimpleImputer(strategy="'mean")



X_train_imputed = imputer.fit_transform(X_train)
X_test_imputed = imputer.transform(X_test)

for key, value in evaluation_results.items():
if key == 'Classification Report':
print(value)
else:
print(f"{key}: {value:.4f}" if isinstance(value, float) else f"{key}: {valu

Model Name: RandomForestClassifier
Accuracy: 1.0000

Precision: 1.0000

Recall: 1.0000

F1 Score: 1.0000

precision recall fl-score support

0 1.00 1.00 1.00 80

1 1.00 1.00 1.00 46

accuracy 1.00 126
macro avg 1.00 1.00 1.00 126
weighted avg 1.00 1.00 1.00 126

print ('JA) a8 Ciias Jaal')
DA Byl Ciias Jaal
from sklearn.tree import DecisionTreeClassifier

# [l e300 <Lisi]

DT = DecisionTreeClassifier(random_state=42)

# B 00l i
DT.fit(X_train, y_train)

# B :. (/
y_pred = DT.predict(X_test)

# ﬂ &390l purdi

evaluation_results = evaluate_model( 'DecisionTreeClassifier', y test, y pred)

# B 2l acld
for key, value in evaluation_results.items():
if key == 'Classification Report':
print(value) # Jadio [Siv sl aclb
else:
print(f"{key}: {value:.4f}" if isinstance(value, float) else f"{key}: {valu



Confusion Matrix for DecisionTreeClassifier

True Label

Predicted Label

Model Name: DecisionTreeClassifier
Accuracy: 1.0000

Precision: 1.0000

Recall: 1.0000

F1 Score: 1.0000

precision recall fl-score  support

0 1.00 1.00 1.00 80

1 1.00 1.00 1.00 46

accuracy 1.00 126
macro avg 1.00 1.00 1.00 126
weighted avg 1.00 1.00 1.00 126

print ('des! GaussianNB')
Jex! GaussianNB

from sklearn.pipeline import Pipeline

from sklearn.impute import SimpleImputer

from sklearn.naive_bayes import GaussianNB

pipeline_gnb = Pipeline([
("imputer', SimpleImputer(strategy='mean')),
("model’, GaussianNB())

D

pipeline_gnb.fit(X_train, y_train)

y_pred = pipeline_gnb.predict(X_test)

evaluation_results = evaluate_model('Gaussian Naive Bayes', y_test, y pred)



Confusion Matrix for Gaussian Naive Bayes

True Label

Predicted Label

from sklearn.neighbors import KNeighborsClassifier
from sklearn.model_selection import GridSearchCV
from sklearn.impute import SimpleImputer

# [l 639830 o)l axdleo (b OIS 3] NaN)

imputer = SimpleImputer(strategy="'mean")
X_train_imputed = imputer.fit_transform(X_train)
X_test_imputed = imputer.transform(X_test)

# B 2300 liv/
knn = KNeighborsClassifier()

# B J wixi hyperparameters _U/ Grid Search
param_grid = {
'n_neighbors': [1, 3, 5, 7, 9],
'weights': ['uniform', 'distance'],
'metric': ['euclidean', 'manhattan'],
"algorithm': ["auto', 'ball tree', 'kd_tree', 'brute']

}

# B 4.y GridSearchcv

grid_search = GridSearchCV(
estimator=knn,
param_grid=param_grid,
cv=5,
scoring="accuracy',
n_jobs=-1

)

# | . Grid Search
grid_search.fit(X_train_imputed, y_train)



# Bl ess0i Sl Lzl
best_knn = grid_search.best_estimator_

# [l 5005 Jadl pliziwl uiidl
y_pred = best_knn.predict(X_test_imputed)

evaluation_results = evaluate_model('K-Nearest Neighbors', y test, y_pred)

# B ol aclb
for key, value in evaluation_results.items():
if key == 'Classification Report':
print(value)
else:

print(f"{key}: {value:.4f}" if isinstance(value, float) else f"{key}: {valu
# 1fJ JI Jasl hyperparameters

print("\nBest hyperparameters found by GridSearchCV:")
print(grid_search.best_params_)

Confusion Matrix for K-Nearest Neighbors
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Model Name: K-Nearest Neighbors
Accuracy: 0.5952

Precision: ©.5308

Recall: ©.5952

F1 Score: 0.5331

precision recall fl-score support

0 0.63 0.86 0.73 80

1 0.35 0.13 0.19 46

accuracy 0.60 126
macro avg 0.49 0.50 0.46 126
weighted avg 0.53 0.60 0.53 126

Best hyperparameters found by GridSearchCV:

{"algorithm': 'metric’:

e'}

‘auto’,

print (' i) deee Jdeal')
J\A;.'I\J\ :ng.a ezl

print ('<ow U Jualdl amel")
df.describe()

o WA Jasalis goa el

Passengerld Survived

count  418.000000 418.000000
mean 1100.500000 0.363636
std  120.810458 0.481622
min  892.000000 0.000000
25%  996.250000 0.000000
50% 1100.500000 0.000000
75% 1204.750000 1.000000
max 1309.000000 1.000000

'manhattan’,

Pclass

418.000000

2.265550

0.841838

1.000000

1.000000

3.000000

3.000000

3.000000

Name

418.000000

208.500000

120.810458

0.000000

104.250000

208.500000

312.750000

417.000000

< —

print ('SJJM\ 32ac ) ua)ad')
33588l 3aac V) (ya =l

df.isnull().sum()

'n_neighbors"':

9,

Sex
418.000000
0.636364
0.481622
0.000000
0.000000
1.000000
1.000000

1.000000

'weights':

Age
332.000000
30.272590
14.181209
0.170000
21.000000
27.000000
39.000000

76.000000

'distanc

SibSg
418.00000(
0.44736¢
0.89676(
0.00000(
0.00000(
0.00000(
1.00000(

8.00000(



PassengerId
Survived
Pclass

Name

Sex

Age 8
SibSp

Parch

Ticket

Fare

Cabin
Embarked
dtype: int64

O 00O OO0

OO Fr OO0

X = df.drop(['Sex','Cabin'], axis=1)
y = df['Parch']
X
Passengerld Survived Pclass Name Age SibSp Parch Ticket Fare Embarkec
0 892 0 3 206 345 0 0 152 7.8292
1 893 1 3 403 470 1 0 221 7.0000 ‘
2 894 0 2 269 62.0 0 0 73 9.6875
3 895 0 3 408 27.0 0 0 147 8.6625 ‘
4 896 1 3 178 220 1 1 138  12.2875 ‘
413 1305 0 3 353 NaN 0 0 267 8.0500 :
414 1306 1 1 283 39.0 0 0 324 108.9000 (
415 1307 0 3 332 385 0 0 346 7.2500 ‘
416 1308 0 3 384 NaN 0 0 220 8.0500 ‘
417 1309 0 3 302 NaN 1 1 105  22.3583 (

418 rows x 10 columns
< G »
print ('asadll S ded (X))

pnadl e el (X)
from sklearn.preprocessing import StandardScaler

scaler = StandardScaler()
X_scaled = scaler.fit_transform(X)

print("Shape:", X _scaled.shape)
print("First 5 rows:\n", X_scaled[:5])



Shape: (418, 10)

First 5 rows:
[[-1.72791209 -0.75592895 ©.87348191 -0.02071837 0.29854934 -0.49947002
-0.4002477 -0.26949361 -0.49781052 -0.47091535]
[-1.71962474 1.32287566 ©.87348191 1.61188922 1.18132793 0.61699237
-0.4002477 0.37293425 -0.51265996 ©0.70076689]
[-1.71133739 -0.75592895 -0.31581919 0.50138456 2.24066224 -0.49947002
-0.4002477 -1.00502694 -0.46453181 -0.47091535]
[-1.70305005 -0.75592895 ©.87348191 1.65332596 -0.23111782 -0.49947002
-0.4002477 -0.31604635 -0.48288766 ©0.70076689]
[-1.6947627 1.32287566 ©.87348191 -0.25276412 -0.58422925 0©.61699237

0.61989583 -0.39984129 -0.41797062 ©0.70076689]]

# Split data into training and testing sets
X_train, X_test, y train, y_test = train_test_split( X, y,test_size=0.25, random_st

import numpy as np
import matplotlib.pyplot as plt
from sklearn.metrics import mean_absolute_error, mean_squared_error, r2_score

def evaluate_model(model name, y_true, y pred):
# ouwlsodl ol

mae
mse

rmse

r2

= mean_absolute_error(y_true, y_pred)
= mean_squared_error(y_true, y_pred)
= np.sqrt(mse)

r2_score(y_true, y_pred)

results = {

}

"Mean Absolute Error (MAE)": mae,

"Mean Squared Error (MSE)": mse,

"Root Mean Squared Error (RMSE)": rmse,
"R"2 Score": r2

plt.
plt.
plt.
plt.
.ylabel('Predicted Values')
plt.
plt.
plt.
plt.
plt.

plt

figure(figsize=(8, 6))
scatter(y_true, y pred, alpha=0.6, color='blue', label='Predicted vs Actual
plot([min(y_true), max(y_true)], [min(y_true), max(y_true)], 'r--', label='
xlabel('True Values')

title(f'Regression Model: {model name} - True vs Predicted Values')
text(0.05, 0.9, f'R*"2 Score: {r2:.2f}"', transform=plt.gca().transAxes, font
legend()

grid(True)

show()

return results

from sklearn.ensemble import RandomForestRegressor

# Hl 2300 Li/

rf_regressor = RandomForestRegressor(n_estimators=100, random_state=42)



# B 00l i

rf_regressor.fit(X_train, y train)

# B L3V dcgoxo slc il
y_pred = rf_regressor.predict(X_test)

# B @l il plaziwl e3sail puss

evaluation_results = evaluate_model('RandomForestRegressor', y test, y pred)

# B 2l acld

evaluation_results

Regression Model: RandomForestRegressor - True vs Predicted Values
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{'Mean Absolute Error (MAE)':
'"Mean Squared Error (MSE)':

0.015333333333333336,
0.015783809523809533,

'Root Mean Squared Error (RMSE)': np.float64(0.1256336321365005),
'R"2 Score': 0.9854937895965321}

print ('O 3,aal ¥l zisa Jeal')
DAl 5 mal aai) zhsai Jaal
from sklearn.tree import DecisionTreeRegressor

# [l e300 <Lis]

DT = DecisionTreeRegressor(random_state=42)

# B 00l i



DT.fit(X_train, y_train)

# B L3V dcgoxo slc il
y_pred = DT.predict(X_test)

evaluation_results = evaluate_model('Decision Tree Regressor', y test, y_pred)

# Bl Sasio JSiv @bl dclb
for key, value in evaluation_results.items():
if isinstance(value, float):
print(f"{key}: {value:.4f}")
else:
print(f"{key}: \n{value}")

Regression Model: Decision Tree Regressor - True vs Predicted Values
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Mean Absolute Error (MAE): ©.0095

Mean Squared Error (MSE): ©.0095

Root Mean Squared Error (RMSE): 0.0976
R"2 Score: 0.9912

print ('KNeighborsRegressor")

KNeighborsRegressor

from sklearn.impute import SimpleImputer
from sklearn.preprocessing import StandardScaler
from sklearn.neighbors import KNeighborsRegressor

8




# [l bwsioll 639850)l ousll < o

imputer = SimpleImputer(strategy="'mean"')
X_train_imputed = imputer.fit_transform(X_train)
X_test_imputed = imputer.transform(X_test)

# B oUlJ swlséo (Scaling)

scaler = StandardScaler()

X_train_scaled = scaler.fit_transform(X_train_imputed)
X_test_scaled = scaler.transform(X_test_imputed)

# B ., KNN Regressor
knn = KNeighborsRegressor()
knn.fit(X_train_scaled, y_train)

# B sl
y_pred = knn.predict(X_test_scaled)

# B 2390 pousi

evaluation_results =

# B ol aclb
for key, value in evaluation_results.items():
if isinstance(value, float):
print(f"{key}: {value:.4f}")
else:
print(f"{key}: \n{value}")

evaluate_model( 'KNeighborsRegressor', y_test, y pred)

Regression Model: KNeighborsRegressor - True vs Predicted Values
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Mean Absolute Error (MAE): ©0.1619

Mean Squared Error (MSE): ©.2168

Root Mean Squared Error (RMSE): 0.4656
R”2 Score: 0.8008

import pandas as pd

from sklearn.model selection import train_test split

from sklearn.ensemble import RandomForestRegressor

from sklearn.multioutput import MultiOutputRegressor

from sklearn.metrics import mean_absolute_error, mean_squared_error, r2_score
import numpy as np

import matplotlib.pyplot as plt

df=pd.read_csv("tested.csv")

df.isnull().sum()

PassengerId (%]
Survived (%]
Pclass 0
Name 0
Sex 0
Age 86
SibSp 0
Parch 0
Ticket 0
Fare 1
Cabin 327
Embarked 0

dtype: int64

import seaborn as sns
import matplotlib.pyplot as plt

# hsd @uodl saacll ,lusl
numeric_df = df.select_dtypes(include=["'int64"', 'float64'])

# blo,)Vl a89600 lu>
corr = numeric_df.corr().round(2)

# &L= dbys oo,

plt.figure(figsize=(12, 10))

sns.heatmap(corr, cmap='coolwarm', annot=True, fmt=".2f", linewidths=0.5)
plt.title('Correlation Heatmap', fontsize=18)

plt.xticks(rotation=45)

plt.yticks(rotation=0)

plt.show()



Correlation Heatmap

Passengerid 0.00 0.04
Survived - -0.02 0.10 0.16
Pclass - -0.03
Age - -0.03
SibSp - 0.00
Parch - 0.04
Fare - 0.01

b -
%

%
%

numeric_df = df.select_dtypes(include=["int64"', 'float64'])
corr = numeric_df.corr().round(2)

import seaborn as sns
import matplotlib.pyplot as plt

plt.figure(figsize=(10, 8))

1.0

0.01

0.19

sns.heatmap(corr, cmap='coolwarm', annot=True, fmt=".2f", linewidths=0.5)

plt.title('Correlation Heatmap', fontsize=16)
plt.show()



Survived Passengerld

Pclass

SibSp Age

Parch

- 0.01

Fare

0.19

Correlation Heatmap

0.17

0.23

1.0

0.8

- 0.6

- 04

- 0.2

- 0.0

--0.2

| | |
Passengerld Survived Pclass Age Sibsp Parch Fare

print ('<ow Lifad) < Ggball dac Ad et

len(df)

G Ul (B Caghiall dae 48 jaal
418
df.isnull().sum()
PassengerId (%]
Survived 0
Pclass 0
Name 0
Sex 0
Age 86
SibSp )
Parch 0
Ticket 0
Fare 1
Cabin 327
Embarked 0

dtype: inte64



X = df.drop([ 'PassengerId', 'Sex', 'Age', 'Pclass'], axis=1).values

y = df['Embarked'].values

from sklearn.model selection import train_test split

X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.2)

from imblearn.over_sampling import RandomOverSampler
ros = RandomOverSampler()

X_resampled, y resampled = ros.fit_resample(X_train, y train)
print("Before:")
pd.Series(y_train).value_counts()

Before:
S 208
C 86
Q 40

Name: count, dtype: int64

print("After:")
pd.Series(y_resampled).value_counts()

After:
S 208
Q 208
C 208

Name: count, dtype: int64
print ("all 4 gle Glie 'Jsi')

daily Al gdie cilie A4

from imblearn.under_sampling import RandomUnderSampler

rus = RandomUnderSampler()

X_rus, y rus = rus.fit_resample(X_train, y_train)

print("After Undersampling:", pd.Series(y_rus).value_counts())

After Undersampling: C 40
0 40

S 40

Name: count, dtype: int64

print ('SMOTE + Tomek Links (Hybrid)')

SMOTE + Tomek Links (Hybrid)

print ('feature selection methods')

feature selection methods

import pandas as pd

import numpy as np

from sklearn.model_selection import train_test_split

from sklearn.preprocessing import StandardScaler, LabelEncoder
from sklearn.linear_model import LogisticRegression

from sklearn.tree import DecisionTreeClassifier

from sklearn.ensemble import RandomForestClassifier

from sklearn.svm import SVC



from sklearn.naive_bayes import GaussianNB

from sklearn.neighbors import KNeighborsClassifier

from sklearn.metrics import confusion_matrix, accuracy_score, precision_score, reca
import numpy as np

import matplotlib.pyplot as plt

import seaborn as sns

from sklearn.ensemble import RandomForestClassifier

import matplotlib.pyplot as plt

df = pd.read_csv("tested.csv")
df.head()

Passengerld Survived Pclass Name Sex Age SibSp Parch Ticket Fare

0 892 0 Kelly, Mr. - ale 345 0 0 330911 7.8292
James
Wilkes,
Mrs.
1 893 1 3 James female 47.0 1 0 363272 7.0000
(Ellen
Needs)
Myles,
2 894 0 2 Mr. male 62.0 0 0 240276 9.6875
Thomas
Francis
3 895 o 3 MM b 270 0 0 315154 86625
Albert
Hirvonen,
Mrs.
4 896 1 3 Alexander female 22.0 1 1 3101298 12.2875
(Helga E
Lindqvist)
4 G —— >
df.isnull().sum()
PassengerId (%]
Survived 0
Pclass 0
Name 0
Sex 0
Age 86
SibSp 0
Parch (%]
Ticket (%]
Fare 1
Cabin 327
Embarked 0

dtype: inte64

df.dtypes



PassengerId inte4
Survived int64
Pclass int64
Name object
Sex object
Age float64
SibSp inte4
Parch inte4
Ticket object
Fare float64d
Cabin object
Embarked object

dtype: object

df.describe()

count

mean

std

min

25%

50%

75%

max

Passengerid
418.000000
1100.500000
120.810458
892.000000
996.250000
1100.500000
1204.750000

1309.000000

Survived

418.000000

0.363636

0.481622

0.000000

0.000000

0.000000

1.000000

1.000000

Pclass

418.000000

2.265550

0.841838

1.000000

1.000000

3.000000

3.000000

3.000000

Age
332.000000
30.272590
14.181209
0.170000
21.000000
27.000000
39.000000

76.000000

SibSp
418.000000
0.447368
0.896760
0.000000
0.000000
0.000000
1.000000

8.000000

Parch

418.000000

0.392344

0.981429

0.000000

0.000000

0.000000

0.000000

9.000000

Fare

417.00000(

35.62718¢

55.90757¢

0.00000(

7.89580(

14.45420(

31.50000(

512.32920(

< N »

from sklearn.preprocessing import LabelEncoder

le = LabelEncoder()

df[ 'Embarked'] = le.fit_transform(df['Embarked'])
X = df.drop(['Embarked', 'PassengerId'], axis=1)

y = df['Embarked']

plt.
sns.

data=df,

plt.title("Average
plt.ylabel("Average

figure(figsize=(8,5))
barplot(

x="Embarked"',
y="'Sex"',

estimator="mean’,

palette="'Set3"’,
errorbar=None

)

plt.show()

of Embarked ")

of Sex ")



C:\Users\user\AppData\Local\Temp\ipykernel 26980\3557372214.py:2: FutureWarning:

Passing “palette’ without assigning "hue’ is deprecated and will be removed in ve@.1
4.0. Assign the “x° variable to "hue’ and set " legend=False” for the same effect.

sns.barplot(
Average of Embarked

male -

Average of Sex

Q S C
Embarked

In [ ]:



