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from google.colab import files
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import pandas as pd

df = pd.read_csv('Students_general_report_DB_ready 19 March.csv')
print(df.head())

No. active courses Exams Exams Participation % Homeworks \

2] 13 2] 0.0 1
1 13 0 0.0 1
2 13 2] 0.0 1
3 13 0 0.0 1
4 13 ] 0.0 1

Homeworks Participation % Interactive contents Contents Participation % \

2] 100% 3 0%
1 0% 3 0%
2 100% 3 0%
3 100% 3 33%
4 0% 3 33%
Virtual Classrooms Virtual Classrooms Participation % AVG Participations % \
2] (2] 0% 25%
1 0 25% 0%
2 2] 25% 25%
3 0 25% 33%
4 0 25% 8%
Discussion Rooms Discussion Rooms Participation % Teachers messages \
(2] 2] 0% 2]
1 2] 0% 2]
2 2] 0% 2]
3 2] 0% 2]
4 2] 0% 2]
Mailbox Participation % Student login % Interactive contents Phet \
(2] 0% 100% 0
1 0% 100% 0
2 0% 100% 0
3 0% 100% 0
4 0% 100% (2]
Final Mark Abcense
(2] 50 70
1 70 60
2 90 50
3 100 20
4 100 100

import pandas as pd
df = pd.read_csv("Students_general_report_DB_ready 19 March.csv")

print("Shape:")
print(df.shape)

print("\nData Types:")
print(df.dtypes)

print("\nMissing Values:")
print(df.isnull().sum())

print("\nFirst 5 Rows:")
print(df.head())

Shape:
(1395, 18)

Data Types:
No. active courses int64

https://colab.research.google.com/drive/1TzJXXcacA6n9JgTjg2irW3Flk1rJ_ffR#scrollTo=QLVsaFmQ-BpG&printMode=true

112



6/7/26, 10:43 AM

Exams int64
Exams Participation % float64
Homeworks int64
Homeworks Participation % object
Interactive contents int64
Contents Participation % object
Virtual Classrooms int64
Virtual Classrooms Participation % object
AVG Participations % object
Discussion Rooms int64
Discussion Rooms Participation % object
Teachers messages int64
Mailbox Participation % object
Student login % object
Interactive contents Phet int64
Final Mark int64
Abcense int64

dtype: object

Missing Values:

No. active courses

Exams

Exams Participation %

Homeworks

Homeworks Participation %
Interactive contents

Contents Participation %

Virtual Classrooms

Virtual Classrooms Participation %
AVG Participations %

Discussion Rooms

Discussion Rooms Participation %
Teachers messages

Mailbox Participation %

Student login %

Interactive contents Phet

Final Mark

Abcense

OO0 000D

dtype: int64

First 5 Rows:

AP WNRFERO

NP

2. Leae Jabai z3Lail) a5 ia 100.0 Jis il ) lalil 38 < i€ %100 i i 53S0 oS 3aae Y iany Gy siall canill 53,

No. active courses Exams Exams Participation

13 0 Q.
13 2]
13 0
13 ]
13 0

Homeworks Participation % Interactive contents

100% 3

0% 3
100% 3
100% 2

percent_cols = [

'Homeworks Participation %',
'Contents Participation %',

'Virtual Classrooms Participation %',
'AVG Participations %',

'Discussion Rooms Participation %',
'Mailbox Participation %',

'Student login %'

for col in percent_cols:

df[col] = (
df[col]
.astype(str)
.str.replace('%', '', regex=False)
.astype(float)
)

print(df[percent_cols].dtypes)

Homeworks Participation % float64d
Contents Participation % float64
Virtual Classrooms Participation % float64
AVG Participations % float64
Discussion Rooms Participation % float64
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Mailbox Participation % float64
Student login % float64d
dtype: object

print(df.head())

No. active courses Exams Exams Participation % Homeworks \

0 13 0 0.0 1
1 13 %] 0.0 1
2 13 0 0.0 1
3 13 0 0.0 1
4 13 0 0.0 1
Homeworks Participation % Interactive contents Contents Participation % \
(2] 100.0 3 0.0
1 0.0 3 0.0
2 100.0 3 0.0
3 100.0 3 33.0
4 0.0 3 33.0
Virtual Classrooms Virtual Classrooms Participation % \
(2] (2] 0.0
1 0 25.0
2 [ 25.0
3 0 25.0
4 0 25.0
AVG Participations % Discussion Rooms Discussion Rooms Participation % \
%] 25.0 [ 0.0
1 0.0 2] 0.0
2 25.0 (2] 0.0
3 33.0 4] 0.0
4 8.0 0 0.0
Teachers messages Mailbox Participation % Student login % \
0 Q0 0.0 100.0
1 0 0.0 100.0
2 Q 0.0 100.0
3 0 0.0 100.0
4 2] 0.0 100.0
Interactive contents Phet Final Mark Abcense
0 0 50 70
1 0 70 60
2 0 90 50
3 0 100 20
4 0 100 100

3. JI L) Target / Class s <l 3 Y Ul Led Final Mark:

def create_class(mark):
if mark < 50:
return 0
elif mark < 75:
return 1
else:
return 2

df['Class'] = df['Final Mark'].apply(create_class)

print(df['Class'].value_counts())

Class

1 828
2 326
[2] 241

Name: count, dtype: int64

2. il s

>
n

df.drop(['Final Mark', 'Class'], axis=1)
df['Class']

<
n

3. ) i

from sklearn.model_selection import train_test_split
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X_train, X_test, y_train, y_test = train_test_split(
X,
Y
test_size=0.2,
random_state=42,
stratify=y

4, Lol Ul () 55 pasd value_counts() S 8 <Ohall axe 28 2l Class, Lieasiul Al oy 58 45 ) sia e <l daiill SMOTE )15l pae dalladl,

from imblearn.over_sampling import SMOTE
smote = SMOTE(random_state=42)

X_train_smote, y_train_smote = smote.fit_resample(X_train, y_train)

5. A iyl lawd @bl o Training s Testing olasiuls train_test_split ¢ stratify=y CludSll g 555 (uis e apdill Jadlay s,

from sklearn.preprocessing import StandardScaler
scaler = StandardScaler()

X_train_scaled = scaler.fit_transform(X_train_smote)
X_test_scaled = scaler.transform(X_test)

6. Scaling Lixaiul StandardScaler Jie z3leill s Y Logistic Regression s SVM 13l s Zexsiud) ziladl | ol Y1 Gunlie CiBlialy s

v Logistic Regression: &S & liall oalud s Javs 73 545,
SVM: 48 ) 8 2 gas aladinly Sl G Jeady g caniaill aa 2,
Random Forest: ¢« JiSI axiius 4 5 & Decision Tree Uaall Ji s,

XGBoost: z3s«i Boosting «auiaill 8 dlle il Jaxy Glle 5 3s 5 8,

from sklearn.linear_model import LogisticRegression
from sklearn.svm import SVC

from sklearn.ensemble import RandomForestClassifier
from xgboost import XGBClassifier

7. il oLl @ Logistic Regression

1r = LogisticRegression(
max_iter=3000,
class_weight="balanced’'

)
@ SVM
svm = SVC(
kernel="rbf",
class_weight="balanced"’
)

@ Random Forest

rf = RandomForestClassifier(
n_estimators=300,
random_state=42,
class_weight="balanced"'
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@ XGBoost

from xgboost import XGBClassifier

xgb = XGBClassifier(
objective="multi:softmax’,
num_class=3,
eval_metric="mlogloss"',
learning_rate=0.1,
max_depth=6,
n_estimators=200,
subsample=0.8,
colsample_bytree=0.8,
random_state=42

8. il cw s
1r.fit(X_train_scaled, y_train_smote)
svm.fit(X_train_scaled, y_train_smote)

rf.fit(X_train_smote, y_train_smote)
xgb.fit(X_train_smote, y_ train_smote)

Ev XGBClassifier

GBClassifier(base score=None, booster=None, callbacks=None,
colsample_bylevel=None, colsample_bynode=None,

L gl colsample_bytree=0.8, device=None, early_stopping_rounds=None,

enable_categorical=False, eval_metric="'mlogloss’',

faatura tunac=Nnna foatira weichtec=Nnna camma=Nnana

y_pred_lr = 1lr.predict(X_test_scaled)
y_pred_svm = svm.predict(X_test_scaled)

y_pred_rf = rf.predict(X_test)
y_pred_xgb = xgb.predict(X_test)

10. a3

from sklearn.metrics import classification_report, accuracy_score, confusion_matrix
import pandas as pd

def evaluate_model(name, y_test, y_pred):
print("\n ")
print(name)
print(" ")

print("Accuracy:", accuracy_score(y_test, y_pred))

print("\nClassification Report:")
print(classification_report(y_test, y_pred, zero_division=0))

print("\nConfusion Matrix:")
print(confusion_matrix(y_test, y_pred))

11. g3l JS apis

evaluate_model("Logistic Regression", y_test, y_pred_1r)
evaluate_model("SVM", y_test, y_pred_svm)
evaluate_model("Random Forest", y_test, y_pred_rf)
evaluate_model("XGBoost", y_test, y_pred_xgb)

Logistic Regression

Accuracy: 0.6451612903225806

Classification Report:
precision recall fl-score support
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(2] 0.46 0.69 0.55 48

1 0.79 0.66 0.72 166

2 0.55 0.58 0.57 65

accuracy 0.65 279
macro avg 0.60 0.64 0.61 279
weighted avg 0.68 0.65 0.65 279

Confusion Matrix:
[[ 33 12 3]

[ 29 109 28]

[ 10 17 38]]

SVM

Accuracy: 0.7526881720430108

Classification Report:

precision recall fl-score support

0 0.56 0.62 0.59 48

1 0.80 0.87 0.83 166

2 0.81 0.54 0.65 65

accuracy 0.75 279
macro avg 0.72 0.68 0.69 279
weighted avg 0.76 0.75 0.75 279

Confusion Matrix:
[[ 30 14 4]

[ 17 145 4]

[ 7 23 35]]

Random Forest

Accuracy: 0.8207885304659498

Classification Report:

precision recall fl-score  support
0 0.78 0.67 0.72 48
1 0.84 0.92 0.87 166
2 0.80 0.69 0.74 65

12, zilall & Jlia

results = pd.DataFrame({
"Model": ["Logistic Regression", "SVM", "Random Forest", "XGBoost"],
"Accuracy": [
accuracy_score(y_test, y_pred_1r),
accuracy_score(y_test, y_pred_svm),
accuracy_score(y_test, y_pred_rf),
accuracy_score(y_test, y_pred_xgb)

D)
print(results.sort_values(by="Accuracy", ascending=False))

Model Accuracy

XGBoost ©.820789

Random Forest ©.820789

SVM 0.752688

Logistic Regression ©0.645161

(SR SRR VY]

Confusion Matrix

from sklearn.metrics import confusion_matrix, ConfusionMatrixDisplay
import matplotlib.pyplot as plt

def plot_cm(model, X_test, y_test, title):
y_pred = model.predict(X_test)
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cm = confusion_matrix(y_test, y_pred)

disp = ConfusionMatrixDisplay(confusion_matrix=cm, display_labels=[0,1,2])
disp.plot(cmap="'Blues', values_format="d")

plt.title(title)
plt.show()

plot_cm(1lr, X_test_scaled, y_test, "Logistic Regression Confusion Matrix")

Logistic Regression Confusion Matrix

100
04 33 12 3
80
}g 60
211 29 28
]
2
E
40
2 10 17 38 20
T T T —
0 1 2
Predicted label
plot_cm(svm, X_test_scaled, y_test, "SVM Confusion Matrix")
SVM Confusion Matrix
140
0+ 30 14 4 120
100
E 80
=] L
o 17 17 4
I
. - 60
- 40
2 7 23 35
F20
T T T I
0 1 2

Predicted label

plot_cm(rf, X_test, y_test, "Random Forest

Confusion Matrix")
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Random Forest Confusion Matrix
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Predicted label
plot_cm(xgb, X_test, y_test, "XGBoost Confusion Matrix")
XGBoost Confusion Matrix
140
0+ 32 13 3
120
100
U
=0
= 4 1 - 80
[1¥]
I~
',_
60
- 40
2 - 5 14 46
F20
T T T I
0 1 2

Predicted label

import matplotlib.pyplot as plt
from sklearn.metrics import confusion_matrix, ConfusionMatrixDisplay

fig, axes = plt.subplots(2, 2, figsize=(12, 10))
models = [
(1r, X_test_scaled, "Logistic Regression"),
(svm, X_test_scaled, "SvM"),
(rf, X_test, "Random Forest"),

(xgb, X_test, "XGBoost")
]

for ax, (model, X, title) in zip(axes.ravel(), models):

y_pred = model.predict(X)
cm = confusion_matrix(y_test, y_pred)

disp = ConfusionMatrixDisplay(confusion_matrix=cm, display_labels=[0,1,2])
disp.plot(ax=ax, cmap='Blues', colorbar=False, values_format='d"')

ax.set_title(title)
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plt.tight_layout()

plt.show()
Logistic Regression
0] 33 12 3
]
i
< 11 29 28
I~
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Predicted label
Random Forest
0 32 14 2
]
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2 4 16 45
T T T
0 1 2

Predicted label

v Logistic Regression
LIS 5,38 (Uadl, Accuracy = 64%.
SVM

gl s pual Accuracy = 75%.

Random Forest

8l eladl | s Sl Sl e 3353 g oY1 aas, Accuracy = 82%.

XGBoost

v2.ipynb - Colab

SVM
0 30 14 4
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XGBoost
0 32 13 3
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o 13 < % Random Forest. Accuracy = 82%. o<l Random Forest ¢is F1-score _sSall s jals dlea S el

Predicted label
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The Confusion Matrix shows that Random Forest and XGBoost achieved the best
classification performance, as most observations were correctly classified along the
diagonal. Random Forest produced fewer misclassifications across the three classes
and achieved the highest Macro F1-score, making it the best-performing model in
this study.

import matplotlib.pyplot as plt
import seaborn as sns
from sklearn.metrics import confusion_matrix

def plot_cm_percentage(model, X_test, y_test, title, ax):

y_pred = model.predict(X_test)
cm = confusion_matrix(y_test, y_pred)

# Al Lgheas
cm_percent = cm / cm.sum(axis=1, keepdims=True) * 100

sns.heatmap(
cm_percent,
annot=True,
fmt=".1f",
cmap="Blues"
cbar=False,
ax=ax,
xticklabels=[0,1,2],
yticklabels=[0,1,2]

-

)
accuracy = (y_pred == y_test).mean()

ax.set_title(f"{title}\nAccuracy = {accuracy:.2f}")
ax.set_xlabel("Predicted")
ax.set_ylabel("Actual")

) e Jumil o2 Confusion Matrix &Y 4l Normalized Confusion Matrixe <auiaill duws S e gt CLaSISI ¢y 25l Jgad & 30 o ) ae Y1 g i
Of Baadl e Uad) i il s sl ety commall Gl (e ouast il e 53 g sall 2l 238 JS1 ¢ LAY 5 mosiall Random Forest sSXGBoost duws o ¢laf Juzdl s
Fabadl By & e JEY) cilS o)y oY) il panall Ciuiail),

fig, axes = plt.subplots(2, 2, figsize=(14, 10))

models = [
(1r, X_test_scaled, "Logistic Regression"),
(svm, X_test_scaled, "SVM"),
(rf, X_test, "Random Forest"),
(xgb, X_test, "XGBoost")

for ax, (model, X, name) in zip(axes.ravel(), models):
plot_cm_percentage(model, X, y_test, name, ax)
plt.tight_layout()

plt.suptitle("Model Comparison - Normalized Confusion Matrices", y=1.02, fontsize=16)
plt.show()
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Model Comparison - Normalized Confusion Matrices

Logistic Regression SVM
Accuracy = 0.65 Accuracy = 0.75

Actual
Actual

0 1 2 0 1
Predicted Predicted
Random Forest XGBoost

Accuracy = 0.82 Accuracy = 0.82

Actual
Actual

o 1 0 1
Predicted Predicted

fig.savefig("confusion_matrices_comparison.png", dpi=300, bbox_inches="tight")

from sklearn.metrics import accuracy_score, precision_score, recall_score, fl_score
import pandas as pd

def get_scores(model, X_test, y_test, name):
y_pred = model.predict(X_test)

return {
"Model": name,
"Accuracy": accuracy_score(y_test, y_pred),
"Precision (Macro)": precision_score(y_test, y_pred, average='macro', zero_division=e),
"Recall (Macro)": recall_score(y_test, y_pred, average='macro', zero_division=0),
"Fl-score (Macro)": fl_score(y_test, y_pred, average='macro', zero_division=0)

results = []

results.append(get_scores(lr, X_test_scaled, y_test, "Logistic Regression"))
results.append(get_scores(svm, X_test_scaled, y_test, "SVM"))
results.append(get_scores(rf, X_test, y_test, "Random Forest"))
results.append(get_scores(xgb, X_test, y test, "XGBoost"))

https://colab.research.google.com/drive/1TzJXXcacA6n9JgTjg2irW3Flk1rJ_ffR#scrollTo=QLVsaFmQ-BpG&printMode=true
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df_results = pd.DataFrame(results)
df_results = df_results.sort_values(by="Fl-score (Macro)", ascending=False)
print(df_results)

Model Accuracy Precision (Macro) Recall (Macro) \

2 Random Forest ©.820789 0.806408 0.758212
3 XGBoost ©.820789 0.798490 0.761333
1 SVM 0.752688 0.722071 0.678985
@ Logistic Regression ©0.645161 0.599638 0.642914

Fl-score (Macro)
0.778822
0.777669
0.689906
0.611423

O R, WN

df_results.style.format({
"Accuracy": "{:.3f}",
"Precision (Macro)": "{:.3f}",
"Recall (Macro)": "{:.3f}",
"Fl-score (Macro)": "{:.3f}"
D)

https://colab.research.google.com/drive/1TzJXXcacA6n9JgTjg2irW3Flk1rJ_ffR#scrollTo=QLVsaFmQ-BpG&printMode=true 12/12



