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The objectives of this lecture is to.

* Derive the Bellman equation for state-value and action-value functions
 Use the Bellman equations to compute value functions

 Define an optimal policy

 Derive the Bellman optimality equation for state-value functions
 Derive the Bellman optimality equation for action-value functions
 Understand how the Bellman optimality equations relate to the previously

introduced Bellman equations
www.midocean.ae
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Bellman Equation Derivation

In reinforce learning Bellman equations allows us to relate the value of the
current state to the value of future states without waiting to observe all the
future rewards.

We use Bellman equations to formalize this connection between the value of a
state and its possible successors.

The Bellman equation for the state value function defines a relationship
between the value of a state and the value of its possible successor states.

Recall that the return is defined as the discounted sum of future rewards

N kg ;
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S
>t = 5] A .

.L_T_ — S]

vr(s) = E

= Ex [RH—I + G

— Z m(als) Z Z p(s’.r|s, a) {r + VE[Gi11]Si41 = .c;ﬂ
— Z m(als) Zg_}(.qf. rls,a) {r + -j,.-z!,ﬁ(.c;’)}. for all s € §

i’

* Note that R,,, is a random variable, while the little  represents each possible reward

outcome. l
The Immediate Reward

* Note how the final expression can be read easily as an expected value. It is really a sum
over all values of the three variables, a, s, and r. For each triple, we compute its
probability, 7(a|s)p(s’,r|s.a) , weight the quantity in brackets by that probability,

then sum over all possibilities to get an expected value. www.midocean.ae
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Gr(s,a) =B, [G¢|S; = s, Ay = a]

=D 0l rls,a) [r 4+ 1B [Grst|Stor = o]

_ZZI} S f|‘a H'

4+ Z C7t+1|(}t—|—1 = ‘1 "lf_|_1 = a ]]

qr (s u)—ZZ;J 7|8, a) [!—I— Z V(s n)]

* These equations provide relationships between the values of a state or state action
pair and the possible next states or next state action pairs.
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* Consider the following simple Gridworld problem consisting of just four states

Example: Gridworld

www.midocean.ae
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Uniform action policy

Example: Gridworld 25% | 25%

25% | 25%
V.(A) = E[G, | S, = A]
V.(B) =EG,| S, = B]

V.(C) = E,[G,| S, = C]

V(D) = EG, | S, = D]

www.midocean.ae



MIDOCEA|

UNIVERSITY'

Why Bellman Equations?

Example: Gridworld

V.(s) = Z n(als) 2 Zp(s’,rls,a)[r + 7V, (s))]

s ————————— —— — —

ﬂ 25% | 25%

25% { 25%
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Why Bellman Equations?

Example: Gridworld

V.(s) = z n(a|s) Z Zp(s',r|s,a)[r + 7V, (s))]

. —— - —————— —— — —

ViA) = ) mla|A)(r +0.7V,(s))

n 25% | 25%
25% | 25%
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Why Bellman Equations?

Example: Gridworld

; |
0 |
A -t ~
A =xx B
|
I S S——CE
v+0 | ny

|
|

C <% Duo

+0 | %

i

ﬂ 25% | 25%

25%

25%

V.(s) = Z n(a)s) Z Zp(s',rls,a)[r + 7V, (s)]

ViA) = ) ma|A)(r+ 0.7V, (s))

a

l
VaA) = 25+ 0.7V (B))
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Example: Gridworld

|
- 0! V.(s) = Z n(als) z Zp(s',rls,a)[r + 7V, (s))]
A L B a 2
S T .
il B ViA) = ) m@|A)(r + 0.7V, ()
|
C <% Do a
| v
i
] ]
V.(A) = —(5 + 0.7V,(B)) +—0.7V,(C)
n 25% | 25% 4 4
25% .4 25%

www.midocean.ae
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Why Bellman Equations?

Example: Gridworld

wr Vis) = Y 7(als) Y, 3 pls's 1,0l +7V(s")]
A ‘1'> B‘ a r g’
e
= E 2 V,(A) = Zmul.\)(r+0.7"”(5"))
C . D .c a
4 0 : 4 .

l | |
V) = 25 +0.TV,(B)) + 10.TV,(C) + 507V, (4)

n 25% | 25%

25% § 25%

www.midocean.ae
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Example: Gridworld
V() = Z nm(als) Z Zp(s',rls,a)[r + vV, (s)]

V.(A) = %(5 +0.7V,(B)) + %0.7V,,(C) + %o.wxm)

P —— - ———— — ——— — —

C =i Do V(B) = %(5 + 0.7V (B)) + %0.7v,(A) + %0.7V,,(1))

1 1 1

V(C) = —0.7V,(A) +—=0.7V (D) + —0.7V,(C)
ﬂ 25% | 25% 4 4 2
" l : | | 1

ek R VD) = (5 +0.7V,(B)) + £0.7V,(C) +50.7V,(D)

www.midocean.ae
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Why Bellman Equations?

Example: Gridworld
V.(s) = z n(a |.s-)z Zp(s',rls,a)[r + 7V,.(s)]

)
‘A <. B”
I+ V.(A) =42
I T ..
Y : \J
C <+ Do V.(B) = 6.1
{ +0 : A
V.(C) = 2.2
n 25% | 25%
25% | 25% V,(D)=4.2

www.midocean.ae
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Solve only small MDP

' % g
: 4 Linear . Value
' ' Equations Function
C D
| 10%% Linear Value
Equations Function

www.midocean.ae
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* In order to define an optimal policy, we need first to understand how to compare
between two policies.

Here both policies are
T2 incomparable, since in some

Value 7, states s11 achieves better values
than s, while in other states 77,

- achieves better values than 7t

State

www.midocean.ae
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* In this example we can say that both policies are comparable and s, > 77,. This
means that s, is as good as or better than s, if and only if the value under 7, is
greater than or equal the value under 7, for every state.

A

Value

i PR )

)

>
State

www.midocean.ae
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* An optimal policy is the policy that is as good as or better than all other policies.

A~/— /£

Value

oy 2 T

7T

-
State

www.midocean.ae
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» There is always at least one optimal policy exists.

e Assume that there is a policy 7, that is doing better in some states and a policy T,
that is doing better in other states then we combine them into a policy s, that is
doing better in all states.

4

Value

o - - v o )
Xys)=x,ys) Ryls)wx,is)

www.midocean.ae
State
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Example (Optimal Policies)

n(X)=A4, mX)=

Which of these two policies is optimal?

www.midocean.ae
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Example (Optimal Policies)

y =0
v,Tl(X) = ]
V. (X) =

nX)=4, n,(X)=

In this case s, is the optimal policy since y=0

www.midocean.ae
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y = 0.9
v, (X) = 14+0.9*0+(0. 9)2 *1+..

= ) (0.9%* = ~ 5.3
Z 1—092

V. (X) = 04+0.9*2+(0.9)**0+...

(X)) =A, mnX)=A, =i(009)2&—+1*2=

k=0

In this case s, is the optimal policy

www.midocean.ae



MIDOCEA

UNIVERSITYll

* We can only directly solve small MDPs.

Optimal Policies in MDP

2 Deterministic Policies

Brute-Force
Search

° In general, tor large MDPs it is intractable to solve using Brute-Force search.

A General MDP I—«

| | 1 &' Deterministic

Policies

X

\ Bellman Optimality

Brute-Force
Search

n .
Equations 1.\ midocean.ae
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Optimal Value Functions

* An optimal policy is one which is as good as or better than every other policy.

* The value function for the optimal policy thus has the greatest value possible in
every state.

Vo vo(s) =ELIG, | S, =s] = maxv,(s) forall s € S

T

q:;: q.(s,a) = maxq,(s,a) forall s€ § and a € A
T

www.midocean.ae
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Bellman optimally equation

v(s) = Z n.(a |S)Z ZP(S',"|S,G) [I‘ T 7"*(3")]

v.(s) = ma\Z Zp(s rls,a)[r+7u (s )]

.

Bellman Optimality Equation for v.

www.midocean.ae
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Bellman optimally equation

q«(s,a) = Z Zp(s’, rls,a) [r+~ Z me(a', s")q. (s, a’)]

g« (5,a) = Z Z-p(s’? rls,a) [r + 7y max me(a', s")q. (s, a.")}
s’ T

.

Bellman Optimality Equation for q.

www.midocean.ae
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* The Bellman's optimally equation gives us a similar system of equations for the optimal value.

* One natural question is, can we solve this system in a similar way to find the optimal state-
value function? Unfortunately, the answer is no.

» Taking the maximum over actions is not a linear operation. So standard techniques from
linear algebra for solving linear systems won't apply

vn(s) = 3 wlals) D2 DO p(s',7ls,0) [+ yun ()]

»| Linear System
ﬂ,p, 7 Solver e vJT

Ux(8) = max Z Z p(s’,r|s,a) [r + vyv4(s’)] = the term max is not linear
a a

pP7

www.midocean.ae
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Using Optimal Value Functions to Get Optimal Policies

* In general, having v. makes it relatively easy to work out the optimal policy as long
as we also have access to the dynamics function p.

* For any state, we can look at each available action and evaluate the boxed term.

 There will be some action for which this term obtains a maximum.

Al Az A3 U (s) = 1113}:: Z Zp(s", -T‘|.5', a) [-r + YUy (m,”)]

/\ \ ru(s) = angma]" 3 plo'rlsva) [+ 70 ()]

OO0 OO0 00 Sa el N
10 7 |
Look ahead
www.midocean.ae
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Example: Gridworld

zus) = argmaxz Zp(s',rls,a) [r + yv (.s")]
a s r

y=0.9
0
<{» Ad |B\ £ |22024.422019.417
4. \ +5| b1 [19.8/22.0[19.8/17.8/16.0)
+1o) BY] 4 |17.8/19.8/17.8/16.0[14.4
=N / £ [16.017.8/16.0{14.4/13.0
< | A £ [14416014.4130/11.7
L
Vi T

www.midocean.ae
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Example: Gridworld

Zu(s) = argmaxz Zp(s',rls,a)[r + yv (.s")]
a s r

<+ [Ad : N
il \ |+
I T s
< /

T ALl

A

0+ 09%

17.5 = 14.0

22.0' 24 .4 22.0l 19.417.

0.9

19.8

22.0{19.8

17.8{16.0

17.8

19.8

17.8

16.0/14.4

16.0[17.8

16.0(14.4/13.0

14.4

16.0I14.4

13.0111.7

Vi

www.midocean.ae
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EJ{Iample: Gridworld

u(s) = argmaxz Zp(s',rls,a) [r + yv (s’)]
a s’ r

-14+0.9%16.0 =134

AR a

% A 1 N
T N[ =
=N +1o) B'
< /

T ATl

22.0] 24 .4

22.0l 19.4

175

19.8

22.0119.8(17.8

16.

17.8

19.8

17.8(16.0|

144

16.0{17.8

16.0{14.4

13.0|

14.4

16.01 14.4/13.0

LB

Vi

0.9

www.midocean.ae
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Example: Gridworld

m,(s) = argmax 2 Zp(s',rls,a)[r + yv (.s")]
a s"

y =09

A 04+09%144 = 13.0
<L A By 47 22.0' 24.4 22.01 19.4{17.5
< +5 J>'1 19.8/22.0/19.8{17.8/16.0|
= +1o) B-i J> 17.8(19.8/17.8{16.0114.4
<h / 4? 16.0{17.816.0{14.4{13.0
21. Al gl 5 4> 14.4/16.0/14.4(13.011.7

| TC:

www.midocean.ae
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Example: Gridworld

Zu(s) = argmaxz Zp(s',rls,a) [r + yv (x’)]
a s r

y =09
A 0+09%17.8 = 16.0
< Ad B £ |22024.422019.417.5
2l \ +5) b1 [19.8/22.0(19.8{17.8/16.0
< +1o) g/ £ |17.819.817.816.0/14.4
< / f 16.0{17.8]16.0| 14.4{13.0|
< A; ey 1& 14.4/16.0/14.4(13.0[11.7
Vi TT::
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Example: Gridworld

xu(s) = argmaxz Zp(s',r|s,a) [r + yv (s’)]
a s r

y =109
A 04+09%17.8 = 16.0
< A B 4}> 22.0124.4/22.019.417.5
» \ +5 J>'1 19.8/22.019.8/17.8| 16.0| “—
< +1o) B" J> 17.8/19.8/17.8/16.0{14.4
< / & 16.0(17.8/16.0{14.4]13.0|
< A; ala £ [144)160/14.4130/117
Vi TTs

www.midocean.ae
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Example: Gridworld

u(s) = argmaxz Zp(s’,rls,a) [r + yv (x')]
a s" r

£

SENRIEN
< \ +5
< no) B'
< |/

T ATl

bl

0+09%

19.8 =17.8

22.0[24.4

.'22.0| 19.4{1 7.5|

19.8

22.

19.

17.8/16.0|

17.8

19.8

17.8

16.0/14.4

16.0/17.8

16.0{14.4{13.0|

14.4

16.0

14.4

13.0111.7

Vi

0.9

T
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Example: Gridworld

Ttu(S) = argmaxz Zp(s’,rls,a) [r + yv (s’)]
a s r

£

> |AL X N
2 \ | +5
< 440) B
=N /

T ATl

Ay

0+ 09%*

198 =178

22.0' 24.4

22.01 19.4

174

19.8

22.0

19.8

17.8

16.0

17.8

19.8

17.8

16.0|

144

16.0

{17.8

16.0{14.4

13.0|

144

16.0

14.4

13.0

11.7

Vi

0.9
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Example: Gridworld

Ro(s) = argmaxz Zp(s’,rls,a) [r + yv (.s")]
a s r

£

Ay

<> |A ) N
< \ +5
- +10) B'
=N /

T ATl

22.0I 24.4

22.0l 19.4

174

19.8

22.0(19.8

17.8

16.0|

17.8

19.8

17.8

16.0

144

16.0{17.8

16.0{14.4

13.0|

14.4

16.0114.4

13.0

114

Vi

0.9

T

Remember that regardless of the action we pick in state A, we transition to state A’
with a reward of +10. This means that in state A every action is optimal.

www.midocean.ae
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Example: Gridworld

(s) = argmaxz Zp(s’,rls,a)[r + yv (s’)]
a s r

P

+ |ad B,
< \ +5
+ | [@e
=R /

T A 5 3

ALy

10 + 0.9 *

16.0 = 244

22.0| 24 .4

22.0' 19.4

178

19.8

22.0119.8

17.8

16.0|

17.8

19.8

17.8

16.0|

144

16.0(17.8

16.0{14.4

13.0|

144

16.

14.4

13.0

11.7

Vi

0.9

T
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Example: Gridworld

m.(s) = argmaxz Zp(s',rls,a)[r + yv (.s")]
a s r

y=0.9

A
= P B\ £ |22024.4220019.4175 — bl e[
L \ +5) b1 [198220{19.8/17.8/160 |1,| 1 |T ||
=N +1o) BY| 4 [17.819817.816.014.4 | ol e g G
> / j> 16.0/17.8{16.0|14.4(13.0) G t|J W | P
<{. A; i s # 14.4(16.014.4/13.0[11.7 L o O O

Vi T

www.midocean.ae



MIDOCEA|

UNIVERS|TY|

Determining an Optimal Policy

A A A 7(s) = argmaxz Zp(s’,r“,a)[r + v :-(s’)]

%)\
a e ® ® n.(s) = argmax ¢q.(s,a)

a

www.midocean.ae
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Simple Example
={P,Q,R,S} A ={a,b,c} y =038

www.midocean.ae



MIDOCEA

UNIVERSITY

Simple Example

p(s,a,s") p(s,b,s") p(s,c,s’)
Yl 2l alelsinEl 2zl 2]l sl 2l ol k| s
P |09|01|00|00|| P|oo|o6|0o|0a|| »|00]10]00]00
Q |00|09|01|00|| ¢ |04|00|06]|00]|| ¢ [10]|00]00]0.0
R |00|00|09|01|| #|00|04|00|06]|| #|00]|00]|00]|10
s |01]00|00|09]|| s|o6|00|04|00]|| s [05|05]0.0]|0.0
s state transition probabilities
Ne[a b [c policy
plofol3s n(P)=a
olo|s|s n(Q)=a
Rlo|o]o n(R) = b
s|10]10] 10 n(S) =c
rewards

ie
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Simple Example

Policy: m(P) = a, m(Q) = a,n(R) = b, n(S) =c¢
Find: VZ(P), V*(Q), V*(R), V™ (S)
0.9

0.9

5‘\< P/\ 0.1

0.4

0.6 @

PT X
0910.110.0]0.0 0
state transition reward
probability matrix  matrix

www.midocean.ae



MIDOCEA

UNIVERSITY

Simple Example

p(s,a,s") p(s,b,s") p(s,c,s’)
Yl 2l alelsinEl 2zl 2]l sl 2l ol k| s
P |09|01|00|00|| P|oo|o6|0o|0a|| »|00]10]00]00
Q |00|09|01|00|| ¢ |04|00|06]|00]|| ¢ [10]|00]00]0.0
R |00|00|09|01|| #|00|04|00|06]|| #|00]|00]|00]|10
s |01]00|00|09]|| s|o6|00|04|00]|| s [05|05]0.0]|0.0
s state transition probabilities
Ne[a b [c policy
plofol3s n(P)=a
olo|s|s n(Q)=a
Rlo|o]o n(R) = b
s|10]10] 10 n(S) =c
rewards

ie
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Simple Example

Policy: m(P) = a, m(Q) = a,m(R) = b, n(S) =c
Find: V™(P), V™(Q), VT (R), V™(S)
0.9 0.9

0.1 ) P™ r’
P \ ¢
o _ 0901 f00f00]| [0

0.0/,09]0.1]0.0 0

0.4 state transition reward

- L] probability matrix  matrix
CS. . 0.6 KR>
J R

www.midocean.ae
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Simple Example

p(s,a,s") p(s,b,s") p(s,c,s’)
Yl 2l alelsinEl 2zl 2]l sl 2l ol k| s
P |09|01|00|00|| P|oo|o6|0o|0a|| »|00]10]00]00
Q |00|09|01|00|| ¢ |04|00|06]|00]|| ¢ [10]|00]00]0.0
R |00|00|09|01|| #|00|04|00|06]|| #|00]|00]|00]|10
s |01]00|00|09]|| s|o6|00|04|00]|| s [05|05]0.0]|0.0
s state transition probabilities
Ne[a b [c policy
plofol3s n(P)=a
olo|s|s n(Q)=a
Rlo|o]o n(R) = b
s|10]10] 10 n(S) =c
rewards

ie
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Simple Example

Policy: m(P) = a, m(Q) = a, m(R)
Find: V' (P), V™(Q),V™(R), V™ (S)

0.9

0.9

=h w(S)=¢c
P* ol
09(0.1/0.0]0.0 0
00(09(0.1]0.0 0
001041(10.01]0.6 0
state transition reward
probability matrix  matrix

www.midocean.ae
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Simple Example

p(s,a,s") p(s,b,s") p(s,c,s’)
Yl 2l alelsinEl 2zl 2]l sl 2l ol k| s
P |09|01|00|00|| P|oo|o6|0o|0a|| »|00]10]00]00
Q |00|09|01|00|| ¢ |04|00|06]|00]|| ¢ [10]|00]00]0.0
R |00|00|09|01|| #|00|04|00|06]|| #|00]|00]|00]|10
s |01]00|00|09]|| s|o6|00|04|00]|| s [05|05]0.0]|0.0
s state transition probabilities
Ne[a b [c policy
plofol3s n(P)=a
olo|s|s n(Q)=a
Rlo|o]o n(R) = b
s|10]10] 10 n(S) =c
rewards

ie
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Simple Example

Policy: n(P) = a, n(Q) = a,n(R) = b, n(S) = c
Find: V™(P), V™(Q), V™ (R), V™ (S)

0.9

0.9

P e
09]0.1(0.0]0.0 0
0.0[{09(0.1|0.0 0
00(0410.0]0.6 0
0.5({0.5]0.00.0 10

state transition reward
probability matrix  matrix
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Simple Example

Let: p = V*(P),q = V*(Q),r = VE(R),s = VT(S)

Ve(s) =r(s,m(s)) +y Z n(s,a,s)VE(s)

s'eS
Solve: y = 0.8

p=0+y(09p+ 0.1q)
q=0+7y(0.9qg + 0.1r)
r =0+ y(0.4q9 + 0.6s)
s =10+ y(0.5p + 0.5q)

pE  ylkd
09]0.1]0.0]0.0 0
0.0/09(0.1]0.0 0
0.0[{0.4]0.0]|0.6 0
0.5/05(0.0]0.0 10
state transition reward
probability matrix  matrix
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