
# ============================================

# 1. IMPORT LIBRARIES

# ============================================

import numpy as np

import pandas as pd

from sklearn.model_selection import train_test_split

from sklearn.preprocessing import StandardScaler, LabelEncoder

from sklearn.metrics import (

    accuracy_score,

    classification_report,

    confusion_matrix

)

# Classical ML models

from sklearn.tree import DecisionTreeClassifier

from sklearn.ensemble import RandomForestClassifier

from sklearn.linear_model import LogisticRegression

import tensorflow as tf

from tensorflow.keras import layers, models, callbacks

# ============================================

# 2. LOAD CSV AND FILTER APPLE ROWS

# ============================================

csv_path = "/Users/fm/Desktop/AI/plant_disease_multimodal_dataset.csv" 

df = pd.read_csv(csv_path)

print("Columns in CSV:")

print(df.columns)

# Filter only Apple rows using 'Label'

apple_mask = df["Label"].astype(str).str.startswith("Apple___")

df_apple = df[apple_mask].copy()

print("\nOriginal shape:", df.shape)

print("Apple-only shape:", df_apple.shape)

print("\nUnique raw labels in Apple subset (Label):")

print(df_apple["Label"].unique())

print("\nMapped Label value counts:")

print(df_apple["Mapped Label"].value_counts())

Columns in CSV:

Index(['N', 'P', 'K', 'temperature', 'humidity', 'ph', 'rainfall',

       'Mapped Label', 'Image Path', 'Label'],

      dtype='object')

Original shape: (220000, 10)

Apple-only shape: (40000, 10)

Unique raw labels in Apple subset (Label):

['Apple___Apple_scab' 'Apple___Black_rot' 'Apple___Cedar_apple_rust'

 'Apple___healthy']

Mapped Label value counts:

Mapped Label

Apple___Apple_scab          10000

Apple___Black_rot           10000

Apple___Cedar_apple_rust    10000

Apple___healthy             10000

Name: count, dtype: int64

# ============================================

# 3. SELECT STRUCTURED FEATURES + LABEL

# ============================================

feature_cols = ["N", "P", "K", "temperature", "humidity", "ph", "rainfall"]

label_col = "Mapped Label"

X = df_apple[feature_cols].values   # structured features

y = df_apple[label_col].values      # class label

print("X shape:", X.shape)

print("y shape:", y.shape)

print("Unique labels:", np.unique(y))

X shape: (40000, 7)

y shape: (40000,)

Unique labels: ['Apple___Apple_scab' 'Apple___Black_rot' 'Apple___Cedar_apple_rust'

 'Apple___healthy']

# ============================================

# 4. LABEL ENCODING + TRAIN/VAL/TEST SPLIT

# ============================================

label_encoder = LabelEncoder()

y_encoded = label_encoder.fit_transform(y)

num_classes = len(label_encoder.classes_)

print("Classes:", label_encoder.classes_)

# 70% train, 15% val, 15% test

X_train_temp, X_test, y_train_temp, y_test = train_test_split(

    X, y_encoded,

    test_size=0.15,

    random_state=42,

    stratify=y_encoded

)

val_size = 0.15 / 0.85  # so final val is 15% of total

X_train, X_val, y_train, y_val = train_test_split(

    X_train_temp, y_train_temp,

    test_size=val_size,

    random_state=42,

    stratify=y_train_temp

)

print("\nTrain:", X_train.shape, len(y_train))

print("Val:  ", X_val.shape,   len(y_val))

print("Test: ", X_test.shape,  len(y_test))

Classes: ['Apple___Apple_scab' 'Apple___Black_rot' 'Apple___Cedar_apple_rust'

 'Apple___healthy']

Train: (28000, 7) 28000

Val:   (6000, 7) 6000

Test:  (6000, 7) 6000

# ============================================

# 5. STANDARD SCALER (FIT ONLY ON TRAIN)

# ============================================

scaler = StandardScaler()

X_train_scaled = scaler.fit_transform(X_train)

X_val_scaled   = scaler.transform(X_val)

X_test_scaled  = scaler.transform(X_test)

print("Scaled shapes:")

print("Train:", X_train_scaled.shape)

print("Val:  ", X_val_scaled.shape)

print("Test: ", X_test_scaled.shape)

Scaled shapes:

Train: (28000, 7)

Val:   (6000, 7)

Test:  (6000, 7)

# ============================================

# 6. MLP MODEL (STRUCTURED-ONLY)

# ============================================

def build_mlp_model(input_dim, num_classes):

    inputs = layers.Input(shape=(input_dim,))

    x = layers.Dense(64, activation="relu")(inputs)

    x = layers.Dropout(0.3)(x)

    x = layers.Dense(32, activation="relu")(x)

    x = layers.Dropout(0.2)(x)

    outputs = layers.Dense(num_classes, activation="softmax")(x)

    model = models.Model(inputs, outputs, name="MLP_Structured_Only")

    model.compile(

        optimizer=tf.keras.optimizers.Adam(1e-3),

        loss="sparse_categorical_crossentropy",

        metrics=["accuracy"]

    )

    return model

input_dim = X_train_scaled.shape[1]

mlp_model = build_mlp_model(input_dim, num_classes)

mlp_model.summary()

Model: "MLP_Structured_Only"

┏━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━┓
┃ Layer (type)                    ┃ Output Shape           ┃       Param # ┃
┡━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━┩
│ input_layer (InputLayer)        │ (None, 7)              │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dense (Dense)                   │ (None, 64)             │           512 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dropout (Dropout)               │ (None, 64)             │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dense_1 (Dense)                 │ (None, 32)             │         2,080 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dropout_1 (Dropout)             │ (None, 32)             │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dense_2 (Dense)                 │ (None, 4)              │           132 │
└─────────────────────────────────┴────────────────────────┴───────────────┘

 Total params: 2,724 (10.64 KB)

 Trainable params: 2,724 (10.64 KB)

 Non-trainable params: 0 (0.00 B)

# ============================================

# 7. TRAIN MLP

# ============================================

early_stop = callbacks.EarlyStopping(

    monitor="val_loss",

    patience=10,

    restore_best_weights=True

)

history_mlp = mlp_model.fit(

    X_train_scaled, y_train,

    validation_data=(X_val_scaled, y_val),

    epochs=100,

    batch_size=32,

    callbacks=[early_stop],

    verbose=1

)

Epoch 1/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 1.2013e-06 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 2/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 2.2634e-06 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 3/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 2.4402e-07 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 4/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 2.6095e-07 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 5/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 3.4836e-07 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 6/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 4.8506e-07 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 7/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 3ms/step - accuracy: 1.0000 - loss: 2.2674e-07 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 8/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 9.8372e-08 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 9/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 5.2319e-06 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 10/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 2s 2ms/step - accuracy: 1.0000 - loss: 3.3196e-07 - val_accuracy: 1.0000 - val_loss: 0.0000e+00
Epoch 11/100

875/875 ━━━━━━━━━━━━━━━━━━━━ 3s 3ms/step - accuracy: 1.0000 - loss: 3.7999e-06 - val_accuracy: 1.0000 - val_loss: 0.0000e+00

# ============================================

# 8. EVALUATE MLP (FULL METRICS)

# ============================================

from sklearn.metrics import (

    accuracy_score,

    precision_score,

    recall_score,

    f1_score,

    classification_report,

    confusion_matrix

)

# Predictions

y_proba_mlp = mlp_model.predict(X_test_scaled)

y_pred_mlp  = y_proba_mlp.argmax(axis=1)

# Basic metrics

acc_mlp  = accuracy_score(y_test, y_pred_mlp)

prec_mlp = precision_score(y_test, y_pred_mlp, average='macro', zero_division=0)

rec_mlp  = recall_score(y_test, y_pred_mlp, average='macro', zero_division=0)

f1_mlp   = f1_score(y_test, y_pred_mlp, average='macro', zero_division=0)

# Weighted metrics (for reporting)

prec_w = precision_score(y_test, y_pred_mlp, average='weighted', zero_division=0)

rec_w  = recall_score(y_test, y_pred_mlp, average='weighted', zero_division=0)

f1_w   = f1_score(y_test, y_pred_mlp, average='weighted', zero_division=0)

# Print results

print("============== MLP METRICS ==============")

print("Accuracy:        ", acc_mlp)

print("Precision:       ", prec_mlp)

print("Recall:          ", rec_mlp)

print("F1-score:        ", f1_mlp)

print("\nWeighted Precision:", prec_w)

print("Weighted Recall:   ", rec_w)

print("Weighted F1-score: ", f1_w)

print("\n============== CLASSIFICATION REPORT ==============")

print(classification_report(y_test, y_pred_mlp, target_names=label_encoder.classes_))

print("============== CONFUSION MATRIX ==============")

print(confusion_matrix(y_test, y_pred_mlp))

188/188 ━━━━━━━━━━━━━━━━━━━━ 0s 2ms/step
============== MLP METRICS ==============

Accuracy:         1.0

Precision:        1.0

Recall:           1.0

F1-score:         1.0

Weighted Precision: 1.0

Weighted Recall:    1.0

Weighted F1-score:  1.0

============== CLASSIFICATION REPORT ==============

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      1.00      1.00      1500

       Apple___Black_rot       1.00      1.00      1.00      1500

Apple___Cedar_apple_rust       1.00      1.00      1.00      1500

         Apple___healthy       1.00      1.00      1.00      1500

                accuracy                           1.00      6000

               macro avg       1.00      1.00      1.00      6000

            weighted avg       1.00      1.00      1.00      6000

============== CONFUSION MATRIX ==============

[[1500    0    0    0]

 [   0 1500    0    0]

 [   0    0 1500    0]

 [   0    0    0 1500]]

 

 

# Decision Tree

# ============================================

# 9. DECISION TREE

# ============================================

dt_clf = DecisionTreeClassifier(random_state=42)

dt_clf.fit(X_train_scaled, y_train)

y_pred_dt = dt_clf.predict(X_test_scaled)

acc_dt = accuracy_score(y_test, y_pred_dt)

print("Decision Tree - Accuracy:", acc_dt)

print("\nDecision Tree - Classification Report:")

print(classification_report(y_test, y_pred_dt, target_names=label_encoder.classes_))

print("Decision Tree - Confusion Matrix:")

print(confusion_matrix(y_test, y_pred_dt))

Decision Tree - Accuracy: 1.0

Decision Tree - Classification Report:

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      1.00      1.00      1500

       Apple___Black_rot       1.00      1.00      1.00      1500

Apple___Cedar_apple_rust       1.00      1.00      1.00      1500

         Apple___healthy       1.00      1.00      1.00      1500

                accuracy                           1.00      6000

               macro avg       1.00      1.00      1.00      6000

            weighted avg       1.00      1.00      1.00      6000

Decision Tree - Confusion Matrix:

[[1500    0    0    0]

 [   0 1500    0    0]

 [   0    0 1500    0]

 [   0    0    0 1500]]

 

# RANDOM FOREST

# ============================================

# 10. RANDOM FOREST

# ============================================

rf_clf = RandomForestClassifier(

    n_estimators=200,

    random_state=42,

    n_jobs=-1

)

rf_clf.fit(X_train_scaled, y_train)

y_pred_rf = rf_clf.predict(X_test_scaled)

acc_rf = accuracy_score(y_test, y_pred_rf)

print("Random Forest - Accuracy:", acc_rf)

print("\nRandom Forest - Classification Report:")

print(classification_report(y_test, y_pred_rf, target_names=label_encoder.classes_))

print("Random Forest - Confusion Matrix:")

print(confusion_matrix(y_test, y_pred_rf))

Random Forest - Accuracy: 1.0

Random Forest - Classification Report:

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      1.00      1.00      1500

       Apple___Black_rot       1.00      1.00      1.00      1500

Apple___Cedar_apple_rust       1.00      1.00      1.00      1500

         Apple___healthy       1.00      1.00      1.00      1500

                accuracy                           1.00      6000

               macro avg       1.00      1.00      1.00      6000

            weighted avg       1.00      1.00      1.00      6000

Random Forest - Confusion Matrix:

[[1500    0    0    0]

 [   0 1500    0    0]

 [   0    0 1500    0]

 [   0    0    0 1500]]

 

# ============================================

# 11. LOGISTIC REGRESSION (BASELINE)

# ============================================

log_reg = LogisticRegression(

    max_iter=2000,

    multi_class="multinomial",

    n_jobs=-1

)

log_reg.fit(X_train_scaled, y_train)

y_pred_lr = log_reg.predict(X_test_scaled)

acc_lr = accuracy_score(y_test, y_pred_lr)

print("Logistic Regression - Accuracy:", acc_lr)

print("\nLogistic Regression - Classification Report:")

print(classification_report(y_test, y_pred_lr, target_names=label_encoder.classes_))

print("Logistic Regression - Confusion Matrix:")

print(confusion_matrix(y_test, y_pred_lr))

/opt/anaconda3/lib/python3.12/site-packages/sklearn/linear_model/_logistic.py:1247: FutureWarning: 'multi_class' was deprecated in version 1.5 and will be removed in 

1.7. From then on, it will always use 'multinomial'. Leave it to its default value to avoid this warning.

  warnings.warn(

Logistic Regression - Accuracy: 1.0

Logistic Regression - Classification Report:

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      1.00      1.00      1500

       Apple___Black_rot       1.00      1.00      1.00      1500

Apple___Cedar_apple_rust       1.00      1.00      1.00      1500

         Apple___healthy       1.00      1.00      1.00      1500

                accuracy                           1.00      6000

               macro avg       1.00      1.00      1.00      6000

            weighted avg       1.00      1.00      1.00      6000

Logistic Regression - Confusion Matrix:

[[1500    0    0    0]

 [   0 1500    0    0]

 [   0    0 1500    0]

 [   0    0    0 1500]]
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import os

import shutil

from glob import glob

import random

import numpy as np

import pandas as pd

from sklearn.model_selection import train_test_split

from sklearn.metrics import classification_report, confusion_matrix

import tensorflow as tf

from tensorflow.keras import layers, models

from tensorflow.keras.preprocessing.image import ImageDataGenerator

from tensorflow.keras.applications import MobileNetV2

from tensorflow.keras.applications.mobilenet_v2 import preprocess_input as mobilenet_preprocess

import matplotlib.pyplot as plt

# ====== 1. Paths ======

base_dir = "/Users/fm/Desktop/AI901"

color_dir = os.path.join(base_dir, "color")

# Directory for Apple-only image dataset with splits

apple_base = os.path.join(base_dir, "apple_image_only")

os.makedirs(apple_base, exist_ok=True)

# Apple classes

apple_classes = [

    "Apple___Apple_scab",

    "Apple___Black_rot",

    "Apple___Cedar_apple_rust",

    "Apple___healthy"

]

splits = ["train", "val", "test"]

for split in splits:

    for cls in apple_classes:

        os.makedirs(os.path.join(apple_base, split, cls), exist_ok=True)

print("  Folder structure for Apple subset created at:", apple_base)

 Folder structure for Apple subset created at: /Users/fm/Desktop/AI901/apple_image_only

# ====== 2. Collect all Apple images from color folder ======

all_images = []

for cls in apple_classes:

    class_dir = os.path.join(color_dir, cls)

    pattern_jpg = os.path.join(class_dir, "*.JPG")

    pattern_jpeg = os.path.join(class_dir, "*.JPEG")

    pattern_png = os.path.join(class_dir, "*.PNG")

    

    images = glob(pattern_jpg) + glob(pattern_jpeg) + glob(pattern_png)

    print(f"{cls}: found {len(images)} images")

    for img_path in images:

        all_images.append((img_path, cls))

print("\nTotal Apple images:", len(all_images))

# Convert to lists for splitting

image_paths = [p for p, c in all_images]

labels = [c for p, c in all_images]

# ====== 3. Train/Val/Test split (70/15/15) ======

train_paths, temp_paths, train_labels, temp_labels = train_test_split(

    image_paths, labels, test_size=0.30, stratify=labels, random_state=42

)

val_paths, test_paths, val_labels, test_labels = train_test_split(

    temp_paths, temp_labels, test_size=0.50, stratify=temp_labels, random_state=42

)

print(f"\nTrain size: {len(train_paths)}")

print(f"Val size:   {len(val_paths)}")

print(f"Test size:  {len(test_paths)}")

# ====== 4. Helper to copy files ======

def copy_files(paths, labels, split):

    for img_path, label in zip(paths, labels):

        file_name = os.path.basename(img_path)

        dst_dir = os.path.join(apple_base, split, label)

        dst_path = os.path.join(dst_dir, file_name)

        if not os.path.exists(dst_path):

            shutil.copy2(img_path, dst_path)

# Copy train/val/test

copy_files(train_paths, train_labels, "train")

copy_files(val_paths, val_labels, "val")

copy_files(test_paths, test_labels, "test")

print("\n  Images copied into train/val/test for Apple only.")

Apple___Apple_scab: found 630 images

Apple___Black_rot: found 621 images

Apple___Cedar_apple_rust: found 275 images

Apple___healthy: found 1645 images

Total Apple images: 3171

Train size: 2219

Val size:   476

Test size:  476

 Images copied into train/val/test for Apple only.

# ====== 5. Check train class counts BEFORE oversampling ======

train_dir = os.path.join(apple_base, "train")

class_counts = {}

for cls in apple_classes:

    folder = os.path.join(train_dir, cls)

    files = [

        f for f in os.listdir(folder)

        if f.lower().endswith((".jpg", ".jpeg", ".png"))

    ]

    class_counts[cls] = len(files)

print("Train class counts BEFORE oversampling:")

for cls, cnt in class_counts.items():

    print(f"{cls}: {cnt}")

max_count = max(class_counts.values())

print("\nTarget (max) count for each class:", max_count)

# ====== 6. Oversampling (duplicate images of minority classes) ======

for cls, count in class_counts.items():

    folder = os.path.join(train_dir, cls)

    files = [

        f for f in os.listdir(folder)

        if f.lower().endswith((".jpg", ".jpeg", ".png"))

    ]

    

    if count == 0:

        continue

    num_to_add = max_count - count

    print(f"\nClass {cls}: current = {count}, will add = {num_to_add}")

    for i in range(num_to_add):

        src_name = random.choice(files)

        src_path = os.path.join(folder, src_name)

        

        name, ext = os.path.splitext(src_name)

        new_name = f"{name}_dup{i}{ext}"

        dst_path = os.path.join(folder, new_name)

        

        if not os.path.exists(dst_path):

            shutil.copy2(src_path, dst_path)

print("\n  Oversampling done for train set.")

# ====== 7. Check counts AFTER oversampling ======

class_counts_after = {}

for cls in apple_classes:

    folder = os.path.join(train_dir, cls)

    files = [

        f for f in os.listdir(folder)

        if f.lower().endswith((".jpg", ".jpeg", ".png"))

    ]

    class_counts_after[cls] = len(files)

print("\nTrain class counts AFTER oversampling:")

for cls, cnt in class_counts_after.items():

    print(f"{cls}: {cnt}")

Train class counts BEFORE oversampling:

Apple___Apple_scab: 441

Apple___Black_rot: 435

Apple___Cedar_apple_rust: 192

Apple___healthy: 1151

Target (max) count for each class: 1151

Class Apple___Apple_scab: current = 441, will add = 710

Class Apple___Black_rot: current = 435, will add = 716

Class Apple___Cedar_apple_rust: current = 192, will add = 959

Class Apple___healthy: current = 1151, will add = 0

 Oversampling done for train set.

Train class counts AFTER oversampling:

Apple___Apple_scab: 1151

Apple___Black_rot: 1151

Apple___Cedar_apple_rust: 1151

Apple___healthy: 1151

# ====== 8. ImageDataGenerators and generators ======

img_size = (224, 224)

batch_size = 32

train_datagen = ImageDataGenerator(

    # No rescale here (MobileNetV2 preprocess will handle scaling)

    rotation_range=20,

    width_shift_range=0.1,

    height_shift_range=0.1,

    horizontal_flip=True,

    zoom_range=0.1

)

val_test_datagen = ImageDataGenerator(

    # No rescale here

)

val_dir  = os.path.join(apple_base, "val")

test_dir = os.path.join(apple_base, "test")

train_gen = train_datagen.flow_from_directory(

    train_dir,

    target_size=img_size,

    batch_size=batch_size,

    class_mode="categorical"

)

val_gen = val_test_datagen.flow_from_directory(

    val_dir,

    target_size=img_size,

    batch_size=batch_size,

    class_mode="categorical"

)

test_gen = val_test_datagen.flow_from_directory(

    test_dir,

    target_size=img_size,

    batch_size=batch_size,

    class_mode="categorical",

    shuffle=False

)

print("\nClass indices:", train_gen.class_indices)

Found 4604 images belonging to 4 classes.

Found 476 images belonging to 4 classes.

Found 476 images belonging to 4 classes.

Class indices: {'Apple___Apple_scab': 0, 'Apple___Black_rot': 1, 'Apple___Cedar_apple_rust': 2, 'Apple___healthy': 3}

from tensorflow.keras import layers, models

from tensorflow.keras.applications import MobileNetV2

from tensorflow.keras.applications.mobilenet_v2 import preprocess_input as mobilenet_preprocess

num_classes = train_gen.num_classes

img_size = (224, 224)

def build_mobilenet_finetune(num_classes, image_size=(224, 224)):

    base_model = MobileNetV2(

        include_top=False,

        weights="imagenet",

        input_shape=(image_size[0], image_size[1], 3)

    )

    base_model.trainable = True

    for layer in base_model.layers[:-50]:

        layer.trainable = False

    inputs = layers.Input(shape=(image_size[0], image_size[1], 3))

    x = mobilenet_preprocess(inputs)

    x = base_model(x, training=True)

    x = layers.GlobalAveragePooling2D()(x)

    x = layers.Dropout(0.4)(x)

    outputs = layers.Dense(num_classes, activation="softmax")(x)

    model = models.Model(inputs, outputs)

    model.compile(

        optimizer=tf.keras.optimizers.Adam(learning_rate=1e-4),

        loss="categorical_crossentropy",

        metrics=["accuracy"]

    )

    return model

mobilenet_model = build_mobilenet_finetune(num_classes, img_size)

mobilenet_model.summary()

Model: "functional"

┏━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━┓
┃ Layer (type)                    ┃ Output Shape           ┃       Param # ┃
┡━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━┩
│ input_layer_1 (InputLayer)      │ (None, 224, 224, 3)    │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ true_divide (TrueDivide)        │ (None, 224, 224, 3)    │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ subtract (Subtract)             │ (None, 224, 224, 3)    │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ mobilenetv2_1.00_224            │ (None, 7, 7, 1280)     │     2,257,984 │
│ (Functional)                    │                        │               │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ global_average_pooling2d        │ (None, 1280)           │             0 │
│ (GlobalAveragePooling2D)        │                        │               │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dropout (Dropout)               │ (None, 1280)           │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dense (Dense)                   │ (None, 4)              │         5,124 │
└─────────────────────────────────┴────────────────────────┴───────────────┘

 Total params: 2,263,108 (8.63 MB)

 Trainable params: 1,860,228 (7.10 MB)

 Non-trainable params: 402,880 (1.54 MB)

epochs = 10   

history = mobilenet_model.fit(

    train_gen,

    epochs=epochs,

    validation_data=val_gen

)

/opt/anaconda3/lib/python3.12/site-packages/keras/src/trainers/data_adapters/py_dataset_adapter.py:121: UserWarning: Your `PyDataset` class should call `super().__init

__(**kwargs)` in its constructor. `**kwargs` can include `workers`, `use_multiprocessing`, `max_queue_size`. Do not pass these arguments to `fit()`, as they will be ig

nored.

  self._warn_if_super_not_called()

Epoch 1/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 175s 1s/step - accuracy: 0.9331 - loss: 0.1887 - val_accuracy: 0.9601 - val_loss: 0.0957
Epoch 2/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 157s 1s/step - accuracy: 0.9917 - loss: 0.0259 - val_accuracy: 0.9664 - val_loss: 0.0895
Epoch 3/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 155s 1s/step - accuracy: 0.9961 - loss: 0.0160 - val_accuracy: 0.9580 - val_loss: 0.0946
Epoch 4/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 156s 1s/step - accuracy: 0.9965 - loss: 0.0102 - val_accuracy: 0.9979 - val_loss: 0.0080
Epoch 5/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 150s 1s/step - accuracy: 0.9978 - loss: 0.0082 - val_accuracy: 0.9916 - val_loss: 0.0210
Epoch 6/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 151s 1s/step - accuracy: 0.9987 - loss: 0.0064 - val_accuracy: 0.9874 - val_loss: 0.0329
Epoch 7/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 148s 1s/step - accuracy: 0.9976 - loss: 0.0070 - val_accuracy: 0.9811 - val_loss: 0.0510
Epoch 8/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 142s 985ms/step - accuracy: 0.9989 - loss: 0.0034 - val_accuracy: 1.0000 - val_loss: 0.0018
Epoch 9/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 155s 1s/step - accuracy: 0.9985 - loss: 0.0034 - val_accuracy: 0.9853 - val_loss: 0.0497
Epoch 10/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 151s 1s/step - accuracy: 0.9993 - loss: 0.0024 - val_accuracy: 0.9979 - val_loss: 0.0030

from sklearn.metrics import classification_report, confusion_matrix

import numpy as np

import matplotlib.pyplot as plt

from sklearn.metrics import accuracy_score, precision_score, recall_score, f1_score

y_prob = mobilenet_model.predict(test_gen)

y_pred = np.argmax(y_prob, axis=1)

y_true = test_gen.classes

class_names = list(test_gen.class_indices.keys())

print("\nClassification Report:\n")

print(classification_report(y_true, y_pred, target_names=class_names))

acc = accuracy_score(y_true, y_pred)

precision = precision_score(y_true, y_pred, average='macro')

recall = recall_score(y_true, y_pred, average='macro')

f1 = f1_score(y_true, y_pred, average='macro')

print("Accuracy:", acc)

print("Precision (macro):", precision)

print("Recall (macro):", recall)

print("F1-score (macro):", f1)

cm = confusion_matrix(y_true, y_pred)

print("\nConfusion Matrix:\n", cm)

unique, counts = np.unique(y_pred, return_counts=True)

print("\nPredicted class distribution:")

for u, c in zip(unique, counts):

    print(f"{u} -> {c}")

print("\nClass indices:", train_gen.class_indices)

15/15 ━━━━━━━━━━━━━━━━━━━━ 10s 644ms/step

Classification Report:

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      0.98      0.99        95

       Apple___Black_rot       1.00      0.99      0.99        93

Apple___Cedar_apple_rust       1.00      1.00      1.00        41

         Apple___healthy       0.99      1.00      0.99       247

                accuracy                           0.99       476

               macro avg       1.00      0.99      0.99       476

            weighted avg       0.99      0.99      0.99       476

Accuracy: 0.9936974789915967

Precision (macro): 0.997

Recall (macro): 0.9920486700622524

F1-score (macro): 0.9944800198546079

Confusion Matrix:

 [[ 93   0   0   2]

 [  0  92   0   1]

 [  0   0  41   0]

 [  0   0   0 247]]

Predicted class distribution:

0 -> 93

1 -> 92

2 -> 41

3 -> 250

Class indices: {'Apple___Apple_scab': 0, 'Apple___Black_rot': 1, 'Apple___Cedar_apple_rust': 2, 'Apple___healthy': 3}

 

 

#InceptionV3

from tensorflow.keras.applications import InceptionV3

from tensorflow.keras.applications.inception_v3 import preprocess_input as inception_preprocess

from tensorflow.keras import layers, models

import tensorflow as tf

img_size = (224, 224)

num_classes = train_gen.num_classes

def build_inception_model(num_classes, image_size=(224, 224)):

    base_model = InceptionV3(

        include_top=False,

        weights="imagenet",

        input_shape=(image_size[0], image_size[1], 3)

    )

    

    # Fine-tune 

    base_model.trainable = True

    for layer in base_model.layers[:-50]:

        layer.trainable = False

    inputs = layers.Input(shape=(image_size[0], image_size[1], 3))

    x = inception_preprocess(inputs)     

    x = base_model(x, training=True)

    x = layers.GlobalAveragePooling2D()(x)

    x = layers.Dropout(0.4)(x)

    outputs = layers.Dense(num_classes, activation="softmax")(x)

    model = models.Model(inputs, outputs)

    model.compile(

        optimizer=tf.keras.optimizers.Adam(learning_rate=1e-4),

        loss="categorical_crossentropy",

        metrics=["accuracy"]

    )

    return model

inception_model = build_inception_model(num_classes, img_size)

inception_model.summary()

Model: "functional_1"

┏━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━┓
┃ Layer (type)                    ┃ Output Shape           ┃       Param # ┃
┡━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━┩
│ input_layer_3 (InputLayer)      │ (None, 224, 224, 3)    │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ true_divide_1 (TrueDivide)      │ (None, 224, 224, 3)    │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ subtract_1 (Subtract)           │ (None, 224, 224, 3)    │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ inception_v3 (Functional)       │ (None, 5, 5, 2048)     │    21,802,784 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ global_average_pooling2d_1      │ (None, 2048)           │             0 │
│ (GlobalAveragePooling2D)        │                        │               │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dropout_1 (Dropout)             │ (None, 2048)           │             0 │
├─────────────────────────────────┼────────────────────────┼───────────────┤
│ dense_1 (Dense)                 │ (None, 4)              │         8,196 │
└─────────────────────────────────┴────────────────────────┴───────────────┘

 Total params: 21,810,980 (83.20 MB)

 Trainable params: 7,181,508 (27.40 MB)

 Non-trainable params: 14,629,472 (55.81 MB)

epochs = 10  

history_inception = inception_model.fit(

    train_gen,

    epochs=epochs,

    validation_data=val_gen

)

Epoch 1/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 221s 1s/step - accuracy: 0.9153 - loss: 0.2452 - val_accuracy: 0.9748 - val_loss: 0.0679
Epoch 2/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 195s 1s/step - accuracy: 0.9833 - loss: 0.0522 - val_accuracy: 0.9916 - val_loss: 0.0241
Epoch 3/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 205s 1s/step - accuracy: 0.9896 - loss: 0.0357 - val_accuracy: 0.9895 - val_loss: 0.0316
Epoch 4/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 204s 1s/step - accuracy: 0.9896 - loss: 0.0298 - val_accuracy: 0.9937 - val_loss: 0.0178
Epoch 5/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 195s 1s/step - accuracy: 0.9926 - loss: 0.0217 - val_accuracy: 0.9895 - val_loss: 0.0178
Epoch 6/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 191s 1s/step - accuracy: 0.9954 - loss: 0.0151 - val_accuracy: 0.9853 - val_loss: 0.0475
Epoch 7/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 192s 1s/step - accuracy: 0.9939 - loss: 0.0192 - val_accuracy: 0.9895 - val_loss: 0.0199
Epoch 8/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 220s 2s/step - accuracy: 0.9985 - loss: 0.0064 - val_accuracy: 0.9979 - val_loss: 0.0083
Epoch 9/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 231s 2s/step - accuracy: 0.9976 - loss: 0.0084 - val_accuracy: 0.9958 - val_loss: 0.0168
Epoch 10/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 215s 1s/step - accuracy: 0.9965 - loss: 0.0086 - val_accuracy: 0.9979 - val_loss: 0.0090

from sklearn.metrics import (

    classification_report,

    confusion_matrix,

    accuracy_score,

    precision_score,

    recall_score,

    f1_score

)

import numpy as np

#  Predictions

y_prob_inc = inception_model.predict(test_gen)

y_pred_inc = np.argmax(y_prob_inc, axis=1)

y_true = test_gen.classes

class_names = list(test_gen.class_indices.keys())

#  Classification Report

print("\nClassification Report (InceptionV3):\n")

print(classification_report(y_true, y_pred_inc, target_names=class_names))

#  Confusion Matrix

cm_inc = confusion_matrix(y_true, y_pred_inc)

print("\nConfusion Matrix (InceptionV3):\n", cm_inc)

#  Accuracy + Precision + Recall + F1

acc_inc = accuracy_score(y_true, y_pred_inc)

precision_inc = precision_score(y_true, y_pred_inc, average='macro')

recall_inc = recall_score(y_true, y_pred_inc, average='macro')

f1_inc = f1_score(y_true, y_pred_inc, average='macro')

print("\n  Metrics (Macro Average):")

print("Accuracy:", acc_inc)

print("Precision:", precision_inc)

print("Recall:", recall_inc)

print("F1-score:", f1_inc)

unique, counts = np.unique(y_pred_inc, return_counts=True)

print("\nPredicted class distribution:")

for u, c in zip(unique, counts):

    print(f"{u} -> {c}")

print("\nClass indices:", test_gen.class_indices)

15/15 ━━━━━━━━━━━━━━━━━━━━ 18s 1s/step 

Classification Report (InceptionV3):

                          precision    recall  f1-score   support

      Apple___Apple_scab       0.99      1.00      0.99        95

       Apple___Black_rot       1.00      1.00      1.00        93

Apple___Cedar_apple_rust       1.00      1.00      1.00        41

         Apple___healthy       1.00      1.00      1.00       247

                accuracy                           1.00       476

               macro avg       1.00      1.00      1.00       476

            weighted avg       1.00      1.00      1.00       476

Confusion Matrix (InceptionV3):

 [[ 95   0   0   0]

 [  0  93   0   0]

 [  0   0  41   0]

 [  1   0   0 246]]

 Metrics (Macro Average):

Accuracy: 0.9978991596638656

Precision: 0.9973958333333334

Recall: 0.9989878542510121

F1-score: 0.998184000084959

Predicted class distribution:

0 -> 96

1 -> 93

2 -> 41

3 -> 246

Class indices: {'Apple___Apple_scab': 0, 'Apple___Black_rot': 1, 'Apple___Cedar_apple_rust': 2, 'Apple___healthy': 3}

from tensorflow.keras.applications import ResNet50

from tensorflow.keras.applications.resnet50 import preprocess_input as resnet_preprocess

from tensorflow.keras import layers, models

import tensorflow as tf

img_size = (224, 224)

num_classes = train_gen.num_classes

def build_resnet_model(num_classes, image_size=(224, 224)):

    #  Base ResNet50

    base_model = ResNet50(

        include_top=False,

        weights="imagenet",

        input_shape=(image_size[0], image_size[1], 3)

    )

    #  Fine-tune

    base_model.trainable = True

    for layer in base_model.layers[:-50]:

        layer.trainable = False

    inputs = layers.Input(shape=(image_size[0], image_size[1], 3))

    x = resnet_preprocess(inputs)       

    x = base_model(x, training=True)

    x = layers.GlobalAveragePooling2D()(x)

    x = layers.Dropout(0.4)(x)

    outputs = layers.Dense(num_classes, activation="softmax")(x)

    model = models.Model(inputs, outputs)

    #  Compile

    model.compile(

        optimizer=tf.keras.optimizers.Adam(learning_rate=1e-4),

        loss="categorical_crossentropy",

        metrics=["accuracy"]

    )

    return model

resnet_model = build_resnet_model(num_classes, img_size)

resnet_model.summary()

Model: "functional_2"

┏━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┓
┃ Layer (type)        ┃ Output Shape      ┃    Param # ┃ Connected to      ┃
┡━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━┩
│ input_layer_5       │ (None, 224, 224,  │          0 │ -                 │
│ (InputLayer)        │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ get_item (GetItem)  │ (None, 224, 224)  │          0 │ input_layer_5[0]… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ get_item_1          │ (None, 224, 224)  │          0 │ input_layer_5[0]… │
│ (GetItem)           │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ get_item_2          │ (None, 224, 224)  │          0 │ input_layer_5[0]… │
│ (GetItem)           │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ stack (Stack)       │ (None, 224, 224,  │          0 │ get_item[0][0],   │
│                     │ 3)                │            │ get_item_1[0][0], │
│                     │                   │            │ get_item_2[0][0]  │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ add (Add)           │ (None, 224, 224,  │          0 │ stack[0][0]       │
│                     │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ resnet50            │ (None, 7, 7,      │ 23,587,712 │ add[0][0]         │
│ (Functional)        │ 2048)             │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ global_average_poo… │ (None, 2048)      │          0 │ resnet50[0][0]    │
│ (GlobalAveragePool… │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_2 (Dropout) │ (None, 2048)      │          0 │ global_average_p… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_2 (Dense)     │ (None, 4)         │      8,196 │ dropout_2[0][0]   │
└─────────────────────┴───────────────────┴────────────┴───────────────────┘

 Total params: 23,595,908 (90.01 MB)

 Trainable params: 16,958,724 (64.69 MB)

 Non-trainable params: 6,637,184 (25.32 MB)

epochs = 10  

history_resnet = resnet_model.fit(

    train_gen,

    epochs=epochs,

    validation_data=val_gen

)

Epoch 1/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 474s 3s/step - accuracy: 0.9572 - loss: 0.1165 - val_accuracy: 0.9853 - val_loss: 0.0381
Epoch 2/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 453s 3s/step - accuracy: 0.9976 - loss: 0.0090 - val_accuracy: 1.0000 - val_loss: 0.0011
Epoch 3/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 457s 3s/step - accuracy: 0.9957 - loss: 0.0119 - val_accuracy: 0.9916 - val_loss: 0.0161
Epoch 4/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 421s 3s/step - accuracy: 0.9970 - loss: 0.0092 - val_accuracy: 0.9895 - val_loss: 0.0524
Epoch 5/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 413s 3s/step - accuracy: 0.9976 - loss: 0.0086 - val_accuracy: 0.9916 - val_loss: 0.0230
Epoch 6/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 453s 3s/step - accuracy: 0.9985 - loss: 0.0057 - val_accuracy: 0.9979 - val_loss: 0.0068
Epoch 7/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 513s 4s/step - accuracy: 0.9991 - loss: 0.0039 - val_accuracy: 1.0000 - val_loss: 0.0010
Epoch 8/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 418s 3s/step - accuracy: 0.9985 - loss: 0.0060 - val_accuracy: 1.0000 - val_loss: 0.0020
Epoch 9/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 405s 3s/step - accuracy: 0.9987 - loss: 0.0028 - val_accuracy: 0.9958 - val_loss: 0.0170
Epoch 10/10

144/144 ━━━━━━━━━━━━━━━━━━━━ 417s 3s/step - accuracy: 0.9985 - loss: 0.0066 - val_accuracy: 1.0000 - val_loss: 0.0031

import numpy as np

from sklearn.metrics import (

    classification_report,

    confusion_matrix,

    accuracy_score,

    precision_score,

    recall_score,

    f1_score

)

#  Predictions

y_prob_res = resnet_model.predict(test_gen)

y_pred_res = np.argmax(y_prob_res, axis=1)

y_true = test_gen.classes

class_names = list(test_gen.class_indices.keys())

#  Classification Report

print("\nClassification Report (ResNet50):\n")

print(classification_report(y_true, y_pred_res, target_names=class_names))

#  Confusion Matrix

cm_res = confusion_matrix(y_true, y_pred_res)

print("\nConfusion Matrix (ResNet50):\n", cm_res)

#  Accuracy + Precision + Recall + F1 (macro)

acc_res = accuracy_score(y_true, y_pred_res)

precision_res = precision_score(y_true, y_pred_res, average='macro')

recall_res = recall_score(y_true, y_pred_res, average='macro')

f1_res = f1_score(y_true, y_pred_res, average='macro')

print("\n  Metrics (ResNet50 - Macro Average):")

print("Accuracy:", acc_res)

print("Precision:", precision_res)

print("Recall:", recall_res)

print("F1-score:", f1_res)

لو حبيتي weighted avg (اختياري) #
precision_res_w = precision_score(y_true, y_pred_res, average='weighted')

recall_res_w = recall_score(y_true, y_pred_res, average='weighted')

f1_res_w = f1_score(y_true, y_pred_res, average='weighted')

print("\n  Metrics (ResNet50 - Weighted Average):")

print("Precision (weighted):", precision_res_w)

print("Recall (weighted):", recall_res_w)

print("F1-score (weighted):", f1_res_w)

unique, counts = np.unique(y_pred_res, return_counts=True)

print("\nPredicted class distribution (ResNet50):")

for u, c in zip(unique, counts):

    print(f"{u} -> {c}")

print("\nClass indices:", test_gen.class_indices)

15/15 ━━━━━━━━━━━━━━━━━━━━ 20s 1s/step

Classification Report (ResNet50):

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      0.98      0.99        95

       Apple___Black_rot       0.98      1.00      0.99        93

Apple___Cedar_apple_rust       1.00      1.00      1.00        41

         Apple___healthy       1.00      1.00      1.00       247

                accuracy                           1.00       476

               macro avg       0.99      0.99      0.99       476

            weighted avg       1.00      1.00      1.00       476

Confusion Matrix (ResNet50):

 [[ 93   2   0   0]

 [  0  93   0   0]

 [  0   0  41   0]

 [  0   0   0 247]]

 Metrics (ResNet50 - Macro Average):

Accuracy: 0.9957983193277311

Precision: 0.9947368421052631

Recall: 0.9947368421052631

F1-score: 0.9946808510638299

 Metrics (ResNet50 - Weighted Average):

Precision (weighted): 0.9958867757629368

Recall (weighted): 0.9957983193277311

F1-score (weighted): 0.9957983193277311

Predicted class distribution (ResNet50):

0 -> 93

1 -> 95

2 -> 41

3 -> 247

Class indices: {'Apple___Apple_scab': 0, 'Apple___Black_rot': 1, 'Apple___Cedar_apple_rust': 2, 'Apple___healthy': 3}
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import os

import numpy as np

import pandas as pd

from sklearn.preprocessing import StandardScaler

from sklearn.metrics import (

    classification_report,

    confusion_matrix,

    accuracy_score,

    precision_score,

    recall_score,

    f1_score

)

import tensorflow as tf

from tensorflow.keras import layers, models

from tensorflow.keras.applications import MobileNetV2

from tensorflow.keras.applications.mobilenet_v2 import preprocess_input as mobilenet_preprocess

import matplotlib.pyplot as plt

# ====== Paths ======

base_dir = "/Users/fm/Desktop/AI901"

csv_path = os.path.join(base_dir, "plant_disease_multimodal_dataset.csv")

apple_base = os.path.join(base_dir, "apple_image_only")

apple_classes = [

    "Apple___Apple_scab",

    "Apple___Black_rot",

    "Apple___Cedar_apple_rust",

    "Apple___healthy"

]

feature_cols = ["N", "P", "K", "temperature", "humidity", "ph", "rainfall"]

print("Base dir:", base_dir)

print("CSV path:", csv_path)

print("Apple base:", apple_base)

2025-12-03 20:35:11.491039: I tensorflow/core/platform/cpu_feature_guard.cc:210] This TensorFlow binary is optimized to use available CPU instructions in performance-

critical operations.

To enable the following instructions: AVX2 AVX512F AVX512_VNNI FMA, in other operations, rebuild TensorFlow with the appropriate compiler flags.

Base dir: /Users/fm/Desktop/AI901

CSV path: /Users/fm/Desktop/AI901/plant_disease_multimodal_dataset.csv

Apple base: /Users/fm/Desktop/AI901/apple_image_only

# ====== Load CSV ======

df = pd.read_csv(csv_path)

print("CSV shape:", df.shape)

print(df.columns)

# ====== Filter Apple rows only ======

df_apple = df[df["Mapped Label"].isin(apple_classes)].copy()

print("Apple rows in CSV:", len(df_apple))

# ====== filename from Image Path (using backslash) ======

df_apple = df[df["Mapped Label"].isin(apple_classes)].copy()

df_apple["filename"] = df_apple["Image Path"].astype(str).apply(lambda p: p.split("\\")[-1])

print("Apple rows in CSV:", len(df_apple))

df_apple[["Image Path", "filename", "Mapped Label"]].head()

CSV shape: (220000, 10)

Index(['N', 'P', 'K', 'temperature', 'humidity', 'ph', 'rainfall',

       'Mapped Label', 'Image Path', 'Label'],

      dtype='object')

Apple rows in CSV: 40000

Apple rows in CSV: 40000

Image Path filename Mapped Label

0 color\Apple___Apple_scab\00075aa8-d81a-4184-85... 00075aa8-d81a-4184-8541-b692b78d398a___FREC_Sc... Apple___Apple_scab

1 color\Apple___Apple_scab\01a66316-0e98-4d3b-a5... 01a66316-0e98-4d3b-a56f-d78752cd043f___FREC_Sc... Apple___Apple_scab

2 color\Apple___Apple_scab\01f3deaa-6143-4b6c-9c... 01f3deaa-6143-4b6c-9c22-620a46d8be04___FREC_Sc... Apple___Apple_scab

3 color\Apple___Apple_scab\0208f4eb-45a4-4399-90... 0208f4eb-45a4-4399-904e-989ac2c6257c___FREC_Sc... Apple___Apple_scab

4 color\Apple___Apple_scab\023123cb-7b69-4c9f-a5... 023123cb-7b69-4c9f-a521-766d7c8543bb___FREC_Sc... Apple___Apple_scab

# ====== Scan image folders (train/val/test) ======

rows = []

for split in ["train", "val", "test"]:

    for cls in apple_classes:

        folder = os.path.join(apple_base, split, cls)

        if not os.path.isdir(folder):

            print("Missing folder:", folder)

            continue

        

        for fname in os.listdir(folder):

            if fname.lower().endswith((".jpg", ".jpeg", ".png")):

                rows.append({

                    "split": split,

                    "Mapped Label": cls,      # to merge with CSV

                    "filename": fname,

                    "filepath": os.path.join(folder, fname)

                })

images_df = pd.DataFrame(rows)

print("Total image rows from folders:", len(images_df))

images_df.head()

Total image rows from folders: 5556

split Mapped Label filename filepath

0 train Apple___Apple_scab a7609a35-fd75-4ec3-868a-eb97b9ffd096___FREC_Sc... /Users/fm/Desktop/AI901/apple_image_only/train...

1 train Apple___Apple_scab d608ac35-eaf8-43e2-b429-f9b433126023___FREC_Sc... /Users/fm/Desktop/AI901/apple_image_only/train...

2 train Apple___Apple_scab 14c623e5-051c-42f6-9e4f-f7a93e6a723c___FREC_Sc... /Users/fm/Desktop/AI901/apple_image_only/train...

3 train Apple___Apple_scab afab688d-242c-4e62-abef-ba277df5a76d___FREC_Sc... /Users/fm/Desktop/AI901/apple_image_only/train...

4 train Apple___Apple_scab 1f6abf22-93fa-48f0-a509-cc3e210f75f0___FREC_Sc... /Users/fm/Desktop/AI901/apple_image_only/train...

#  1) start from df_apple again

df_apple = df[df["Mapped Label"].isin(apple_classes)].copy()

df_apple["filename"] = df_apple["Image Path"].astype(str).apply(lambda p: p.split("\\")[-1])

print("Apple rows in CSV (before drop duplicates):", len(df_apple))

df_apple_unique = df_apple.drop_duplicates(subset=["filename", "Mapped Label"]).copy()

print("Apple rows in CSV (after drop duplicates):", len(df_apple_unique))

df_apple_unique[["Image Path", "filename", "Mapped Label"]].head()

Apple rows in CSV (before drop duplicates): 40000

Apple rows in CSV (after drop duplicates): 400

Image Path filename Mapped Label

0 color\Apple___Apple_scab\00075aa8-d81a-4184-85... 00075aa8-d81a-4184-8541-b692b78d398a___FREC_Sc... Apple___Apple_scab

1 color\Apple___Apple_scab\01a66316-0e98-4d3b-a5... 01a66316-0e98-4d3b-a56f-d78752cd043f___FREC_Sc... Apple___Apple_scab

2 color\Apple___Apple_scab\01f3deaa-6143-4b6c-9c... 01f3deaa-6143-4b6c-9c22-620a46d8be04___FREC_Sc... Apple___Apple_scab

3 color\Apple___Apple_scab\0208f4eb-45a4-4399-90... 0208f4eb-45a4-4399-904e-989ac2c6257c___FREC_Sc... Apple___Apple_scab

4 color\Apple___Apple_scab\023123cb-7b69-4c9f-a5... 023123cb-7b69-4c9f-a521-766d7c8543bb___FREC_Sc... Apple___Apple_scab

# ====== Merge images from folders with CSV rows ======

merged = pd.merge(

    images_df,

    df_apple_unique,

    on=["filename", "Mapped Label"],

    how="inner"

)

print("Merged multimodal rows:", len(merged))

print(merged[["split", "Mapped Label", "filename"]].head())

print("\nCounts per split & class:")

print(merged.groupby(["split", "Mapped Label"]).size())

Merged multimodal rows: 400

   split        Mapped Label  \

0  train  Apple___Apple_scab   

1  train  Apple___Apple_scab   

2  train  Apple___Apple_scab   

3  train  Apple___Apple_scab   

4  train  Apple___Apple_scab   

                                            filename  

0  14c623e5-051c-42f6-9e4f-f7a93e6a723c___FREC_Sc...  

1  1f6abf22-93fa-48f0-a509-cc3e210f75f0___FREC_Sc...  

2  09e40e4f-f8bc-4537-b20d-0b244760dbf4___FREC_Sc...  

3  12bc3d5c-2409-426e-b6cb-a08cbf488153___FREC_Sc...  

4  2a59761b-c91c-451c-8e13-d9dc3aff8d29___FREC_Sc...  

Counts per split & class:

split  Mapped Label            

test   Apple___Apple_scab          18

       Apple___Black_rot           20

       Apple___Cedar_apple_rust    13

       Apple___healthy             17

train  Apple___Apple_scab          62

       Apple___Black_rot           67

       Apple___Cedar_apple_rust    67

       Apple___healthy             66

val    Apple___Apple_scab          20

       Apple___Black_rot           13

       Apple___Cedar_apple_rust    20

       Apple___healthy             17

dtype: int64

# ====== 5. Map labels to indices ======

label2idx = {label: i for i, label in enumerate(apple_classes)}

idx2label = {i: label for label, i in label2idx.items()}

print("Label2Idx:", label2idx)

merged["label_index"] = merged["Mapped Label"].map(label2idx)

# remove any missing feature

merged = merged.dropna(subset=feature_cols).reset_index(drop=True)

print("After dropping NaNs:", merged.shape)

# ====== Split into train / val / test DataFrames ======

train_df = merged[merged["split"] == "train"].reset_index(drop=True).copy()

val_df   = merged[merged["split"] == "val"].reset_index(drop=True).copy()

test_df  = merged[merged["split"] == "test"].reset_index(drop=True).copy()

print("Train multimodal samples:", len(train_df))

print("Val multimodal samples:", len(val_df))

print("Test multimodal samples:", len(test_df))

Label2Idx: {'Apple___Apple_scab': 0, 'Apple___Black_rot': 1, 'Apple___Cedar_apple_rust': 2, 'Apple___healthy': 3}

After dropping NaNs: (400, 14)

Train multimodal samples: 262

Val multimodal samples: 70

Test multimodal samples: 68

from sklearn.preprocessing import StandardScaler

scaler = StandardScaler()

train_df[feature_cols] = scaler.fit_transform(train_df[feature_cols].values)

val_df[feature_cols]   = scaler.transform(val_df[feature_cols].values)

test_df[feature_cols]  = scaler.transform(test_df[feature_cols].values)

train_df[feature_cols].head()

N P K temperature humidity ph rainfall

0 1.268229 -1.422679 0.11637 0.611885 1.330586 0.200303 1.67793

1 1.268229 -1.422679 0.11637 0.611885 1.330586 0.200303 1.67793

2 1.268229 -1.422679 0.11637 0.611885 1.330586 0.200303 1.67793

3 1.268229 -1.422679 0.11637 0.611885 1.330586 0.200303 1.67793

4 1.268229 -1.422679 0.11637 0.611885 1.330586 0.200303 1.67793

train_df[feature_cols].describe()

N P K temperature humidity ph rainfall

count 2.620000e+02 2.620000e+02 2.620000e+02 2.620000e+02 2.620000e+02 2.620000e+02 2.620000e+02

mean -1.084798e-16 -5.423990e-17 -8.135986e-17 1.952637e-15 -4.339192e-16 5.423990e-16 -2.711995e-17

std 1.001914e+00 1.001914e+00 1.001914e+00 1.001914e+00 1.001914e+00 1.001914e+00 1.001914e+00

min -1.368067e+00 -1.422679e+00 -1.028552e+00 -9.762146e-01 -1.021575e+00 -9.128785e-01 -8.151799e-01

25% -1.136963e+00 -3.050122e-01 -1.028552e+00 -9.762146e-01 -1.021575e+00 -8.910980e-01 -8.151799e-01

50% -4.436516e-01 2.538214e-01 -6.469117e-01 -9.300958e-01 -8.910837e-01 -8.257565e-01 -7.980429e-01

75% 6.177146e-01 1.371489e+00 1.558123e+00 1.326206e+00 6.680705e-01 1.539655e+00 6.142863e-02

max 1.268229e+00 1.371489e+00 1.558123e+00 1.326206e+00 1.330586e+00 1.539655e+00 1.677930e+00

import tensorflow as tf

import numpy as np

image_size = (224, 224)

num_classes = len(apple_classes)

batch_size = 16  # small dataset → small batch

# ----- 7.1 Extract arrays from DataFrames -----

train_paths = train_df["filepath"].values

val_paths   = val_df["filepath"].values

test_paths  = test_df["filepath"].values

train_feats = train_df[feature_cols].values.astype(np.float32)

val_feats   = val_df[feature_cols].values.astype(np.float32)

test_feats  = test_df[feature_cols].values.astype(np.float32)

train_labels = train_df["label_index"].values.astype(np.int32)

val_labels   = val_df["label_index"].values.astype(np.int32)

test_labels  = test_df["label_index"].values.astype(np.int32)

# ----- 7.2 Load + preprocess image -----

def load_and_preprocess_image(path):

    image = tf.io.read_file(path)

    image = tf.io.decode_jpeg(image, channels=3)

    image = tf.image.resize(image, image_size)

    image = tf.cast(image, tf.float32)    

    image.set_shape((image_size[0], image_size[1], 3))

    return image  # MobileNet preprocess happens inside the model

##

# ----- 7.3 Create a tf.data.Dataset -----

def make_dataset(paths, tabular_feats, labels, shuffle=False):

    ds = tf.data.Dataset.from_tensor_slices((paths, tabular_feats, labels))

    

    def _map_fn(path, feats, label):

        image = load_and_preprocess_image(path)

        return {"image": image, "tabular": feats}, label

    

    ds = ds.map(_map_fn, num_parallel_calls=tf.data.AUTOTUNE)

    

    if shuffle:

        ds = ds.shuffle(buffer_size=len(paths))

    

    ds = ds.batch(batch_size).prefetch(tf.data.AUTOTUNE)

    return ds

ds_train = make_dataset(train_paths, train_feats, train_labels, shuffle=True)

ds_val   = make_dataset(val_paths,   val_feats,   val_labels,   shuffle=False)

ds_test  = make_dataset(test_paths,  test_feats,  test_labels,  shuffle=False)

from tensorflow.keras.applications import MobileNetV2

from tensorflow.keras.applications.mobilenet_v2 import preprocess_input as mobilenet_preprocess

from tensorflow.keras import layers, models

# ----- 8.1 Image branch (CNN) -----

image_input = layers.Input(shape=(image_size[0], image_size[1], 3), name="image")

x = mobilenet_preprocess(image_input)

base_cnn = MobileNetV2(

    include_top=False,

    weights="imagenet",

    input_shape=(image_size[0], image_size[1], 3)

)

# Freeze the CNN backbone (small dataset → avoid overfitting)

base_cnn.trainable = False

x = base_cnn(x, training=False)

x = layers.GlobalAveragePooling2D()(x)

x = layers.Dropout(0.3)(x)

image_features = layers.Dense(128, activation="relu", name="image_features")(x)

# ----- 8.2 Tabular branch (MLP) -----

tab_input = layers.Input(shape=(len(feature_cols),), name="tabular")

t = layers.Dense(64, activation="relu")(tab_input)

t = layers.Dropout(0.3)(t)

t = layers.Dense(32, activation="relu")(t)

tab_features = layers.Dense(16, activation="relu", name="tab_features")(t)

# ----- 8.3 Fusion layer -----

fusion = layers.Concatenate(name="fusion_layer")([image_features, tab_features])

h = layers.Dense(64, activation="relu")(fusion)

h = layers.Dropout(0.4)(h)

output = layers.Dense(num_classes, activation="softmax", name="output")(h)

# ----- Build model -----

multimodal_model = models.Model(

    inputs=[image_input, tab_input],

    outputs=output,

    name="MobileNetV2_MLP_Multimodal"

)

# ----- Compile -----

multimodal_model.compile(

    optimizer=tf.keras.optimizers.Adam(learning_rate=1e-4),

    loss="sparse_categorical_crossentropy",

    metrics=["accuracy"]

)

multimodal_model.summary()

Model: "MobileNetV2_MLP_Multimodal"

┏━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┓
┃ Layer (type)        ┃ Output Shape      ┃    Param # ┃ Connected to      ┃
┡━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━┩
│ image (InputLayer)  │ (None, 224, 224,  │          0 │ -                 │
│                     │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ true_divide         │ (None, 224, 224,  │          0 │ image[0][0]       │
│ (TrueDivide)        │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ subtract (Subtract) │ (None, 224, 224,  │          0 │ true_divide[0][0] │
│                     │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ tabular             │ (None, 7)         │          0 │ -                 │
│ (InputLayer)        │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ mobilenetv2_1.00_2… │ (None, 7, 7,      │  2,257,984 │ subtract[0][0]    │
│ (Functional)        │ 1280)             │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense (Dense)       │ (None, 64)        │        512 │ tabular[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ global_average_poo… │ (None, 1280)      │          0 │ mobilenetv2_1.00… │
│ (GlobalAveragePool… │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_1 (Dropout) │ (None, 64)        │          0 │ dense[0][0]       │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout (Dropout)   │ (None, 1280)      │          0 │ global_average_p… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_1 (Dense)     │ (None, 32)        │      2,080 │ dropout_1[0][0]   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ image_features      │ (None, 128)       │    163,968 │ dropout[0][0]     │
│ (Dense)             │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ tab_features        │ (None, 16)        │        528 │ dense_1[0][0]     │
│ (Dense)             │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ fusion_layer        │ (None, 144)       │          0 │ image_features[0… │
│ (Concatenate)       │                   │            │ tab_features[0][… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_2 (Dense)     │ (None, 64)        │      9,280 │ fusion_layer[0][… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_2 (Dropout) │ (None, 64)        │          0 │ dense_2[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ output (Dense)      │ (None, 4)         │        260 │ dropout_2[0][0]   │
└─────────────────────┴───────────────────┴────────────┴───────────────────┘

 Total params: 2,434,612 (9.29 MB)

 Trainable params: 176,628 (689.95 KB)

 Non-trainable params: 2,257,984 (8.61 MB)

epochs = 20

early_stop = tf.keras.callbacks.EarlyStopping(

    monitor="val_loss",

    patience=5,

    restore_best_weights=True

)

history_mm = multimodal_model.fit(

    ds_train,

    epochs=epochs,

    validation_data=ds_val,

    callbacks=[early_stop]

)

Epoch 1/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 615ms/step - accuracy: 0.2061 - loss: 1.6699 - val_accuracy: 0.3000 - val_loss: 1.3112
Epoch 2/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 20s 569ms/step - accuracy: 0.3397 - loss: 1.4090 - val_accuracy: 0.5714 - val_loss: 1.1594
Epoch 3/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 565ms/step - accuracy: 0.4580 - loss: 1.2500 - val_accuracy: 0.6571 - val_loss: 1.0597
Epoch 4/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 416ms/step - accuracy: 0.4847 - loss: 1.1895 - val_accuracy: 0.7714 - val_loss: 0.9733
Epoch 5/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 420ms/step - accuracy: 0.6260 - loss: 0.9772 - val_accuracy: 0.8000 - val_loss: 0.8843
Epoch 6/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 437ms/step - accuracy: 0.6298 - loss: 0.9696 - val_accuracy: 0.8571 - val_loss: 0.8017
Epoch 7/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 11s 472ms/step - accuracy: 0.6565 - loss: 0.8775 - val_accuracy: 0.9143 - val_loss: 0.7077
Epoch 8/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 8s 448ms/step - accuracy: 0.6832 - loss: 0.8523 - val_accuracy: 0.9000 - val_loss: 0.6183
Epoch 9/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 724ms/step - accuracy: 0.7481 - loss: 0.7247 - val_accuracy: 0.9143 - val_loss: 0.5378
Epoch 10/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 596ms/step - accuracy: 0.7366 - loss: 0.6917 - val_accuracy: 0.9429 - val_loss: 0.4811
Epoch 11/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 428ms/step - accuracy: 0.8053 - loss: 0.6026 - val_accuracy: 0.9286 - val_loss: 0.4249
Epoch 12/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 8s 458ms/step - accuracy: 0.8321 - loss: 0.5232 - val_accuracy: 0.9571 - val_loss: 0.3673
Epoch 13/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 438ms/step - accuracy: 0.8435 - loss: 0.4897 - val_accuracy: 0.9714 - val_loss: 0.3206
Epoch 14/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 8s 465ms/step - accuracy: 0.8435 - loss: 0.4550 - val_accuracy: 0.9714 - val_loss: 0.2972
Epoch 15/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 430ms/step - accuracy: 0.8664 - loss: 0.4144 - val_accuracy: 0.9714 - val_loss: 0.2710
Epoch 16/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 416ms/step - accuracy: 0.8931 - loss: 0.3702 - val_accuracy: 0.9714 - val_loss: 0.2439
Epoch 17/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 7s 422ms/step - accuracy: 0.8969 - loss: 0.3999 - val_accuracy: 0.9714 - val_loss: 0.2194
Epoch 18/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 8s 483ms/step - accuracy: 0.8855 - loss: 0.3770 - val_accuracy: 0.9714 - val_loss: 0.2069
Epoch 19/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 8s 485ms/step - accuracy: 0.9160 - loss: 0.2760 - val_accuracy: 0.9714 - val_loss: 0.1880
Epoch 20/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 8s 477ms/step - accuracy: 0.9313 - loss: 0.2639 - val_accuracy: 0.9714 - val_loss: 0.1782

# ----- 10.1 Predictions -----

y_prob = multimodal_model.predict(ds_test)

y_pred = np.argmax(y_prob, axis=1)

y_true = test_labels  # correct order because test_dataset is not shuffled

class_names = apple_classes

# ----- 10.2 Classification Report -----

print("\nClassification Report (Multimodal Model):\n")

print(classification_report(y_true, y_pred, target_names=class_names))

# ----- 10.3 Confusion Matrix -----

cm = confusion_matrix(y_true, y_pred)

print("\nConfusion Matrix:\n", cm)

##

##

# ----- 10.4 Metrics -----

acc = accuracy_score(y_true, y_pred)

prec = precision_score(y_true, y_pred, average="macro")

rec = recall_score(y_true, y_pred, average="macro")

f1 = f1_score(y_true, y_pred, average="macro")

print("\nFinal Multimodal Metrics:")

print("Accuracy:", acc)

print("Precision:", prec)

print("Recall:", rec)

print("F1-score:", f1)

# ----- 10.5 Plot confusion matrix with numbers -----

import seaborn as sns

import matplotlib.pyplot as plt

plt.figure(figsize=(6,5))

sns.heatmap(

    cm,

    annot=True,        # show numbers

    fmt="d",           # integer numbers

    cmap="Blues",      # same blue color

    xticklabels=class_names,

    yticklabels=class_names

)

plt.title("Confusion Matrix - MobileNetV2 + MLP")

plt.xlabel("Predicted")

plt.ylabel("True")

plt.tight_layout()

plt.show()

5/5 ━━━━━━━━━━━━━━━━━━━━ 1s 256ms/step

Classification Report (Multimodal Model):

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      1.00      1.00        18

       Apple___Black_rot       1.00      1.00      1.00        20

Apple___Cedar_apple_rust       1.00      1.00      1.00        13

         Apple___healthy       1.00      1.00      1.00        17

                accuracy                           1.00        68

               macro avg       1.00      1.00      1.00        68

            weighted avg       1.00      1.00      1.00        68

Confusion Matrix:

 [[18  0  0  0]

 [ 0 20  0  0]

 [ 0  0 13  0]

 [ 0  0  0 17]]

Final Multimodal Metrics:

Accuracy: 1.0

Precision: 1.0

Recall: 1.0

F1-score: 1.0

train_files = set(train_df["filename"].values)

test_files  = set(test_df["filename"].values)

overlap = train_files.intersection(test_files)

print("Number of overlapping filenames between train and test:", len(overlap))

print("Some overlap examples:" , list(overlap)[:10])

Number of overlapping filenames between train and test: 0

Some overlap examples: []

print("test_labels length:", len(test_labels))

count_batches = 0

count_samples = 0

for batch in ds_test:

    (x_batch, y_batch) = batch

    count_batches += 1

    count_samples += y_batch.shape[0]

print("Batches in ds_test:", count_batches)

print("Total samples from ds_test:", count_samples)

test_labels length: 68

Batches in ds_test: 5

Total samples from ds_test: 68

2025-12-03 21:31:47.563731: W tensorflow/core/framework/local_rendezvous.cc:404] Local rendezvous is aborting with status: OUT_OF_RANGE: End of sequence

 

 

# ResNet50 + MLP

from tensorflow.keras.applications import ResNet50

from tensorflow.keras.applications.resnet50 import preprocess_input as resnet_preprocess

from tensorflow.keras import layers, models

image_size = (224, 224)

num_classes = len(apple_classes)

# ----- Image branch (ResNet50) -----

image_input_r = layers.Input(shape=(image_size[0], image_size[1], 3), name="image")

x = resnet_preprocess(image_input_r)

base_resnet = ResNet50(

    include_top=False,

    weights="imagenet",

    input_shape=(image_size[0], image_size[1], 3)

)

# Freeze the CNN backbone (small dataset → avoid overfitting)

base_resnet.trainable = False

x = base_resnet(x, training=False)

x = layers.GlobalAveragePooling2D()(x)

x = layers.Dropout(0.3)(x)

image_features_r = layers.Dense(128, activation="relu", name="image_features_resnet")(x)

# ----- Tabular branch (MLP) -----

tab_input_r = layers.Input(shape=(len(feature_cols),), name="tabular")

t = layers.Dense(64, activation="relu")(tab_input_r)

t = layers.Dropout(0.3)(t)

t = layers.Dense(32, activation="relu")(t)

tab_features_r = layers.Dense(16, activation="relu", name="tab_features_resnet")(t)

# ----- Fusion layer -----

fusion_r = layers.Concatenate(name="fusion_layer_resnet")([image_features_r, tab_features_r])

h = layers.Dense(64, activation="relu")(fusion_r)

h = layers.Dropout(0.4)(h)

output_r = layers.Dense(num_classes, activation="softmax", name="output_resnet")(h)

# ----- Build model -----

resnet_multimodal_model = models.Model(

    inputs=[image_input_r, tab_input_r],

    outputs=output_r,

    name="ResNet50_MLP_Multimodal"

)

# ----- Compile -----

resnet_multimodal_model.compile(

    optimizer=tf.keras.optimizers.Adam(learning_rate=1e-4),

    loss="sparse_categorical_crossentropy",

    metrics=["accuracy"]

)

resnet_multimodal_model.summary()

Model: "ResNet50_MLP_Multimodal"

┏━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┓
┃ Layer (type)        ┃ Output Shape      ┃    Param # ┃ Connected to      ┃
┡━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━┩
│ image (InputLayer)  │ (None, 224, 224,  │          0 │ -                 │
│                     │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ get_item (GetItem)  │ (None, 224, 224)  │          0 │ image[0][0]       │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ get_item_1          │ (None, 224, 224)  │          0 │ image[0][0]       │
│ (GetItem)           │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ get_item_2          │ (None, 224, 224)  │          0 │ image[0][0]       │
│ (GetItem)           │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ stack (Stack)       │ (None, 224, 224,  │          0 │ get_item[0][0],   │
│                     │ 3)                │            │ get_item_1[0][0], │
│                     │                   │            │ get_item_2[0][0]  │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ add (Add)           │ (None, 224, 224,  │          0 │ stack[0][0]       │
│                     │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ tabular             │ (None, 7)         │          0 │ -                 │
│ (InputLayer)        │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ resnet50            │ (None, 7, 7,      │ 23,587,712 │ add[0][0]         │
│ (Functional)        │ 2048)             │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_3 (Dense)     │ (None, 64)        │        512 │ tabular[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ global_average_poo… │ (None, 2048)      │          0 │ resnet50[0][0]    │
│ (GlobalAveragePool… │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_4 (Dropout) │ (None, 64)        │          0 │ dense_3[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_3 (Dropout) │ (None, 2048)      │          0 │ global_average_p… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_4 (Dense)     │ (None, 32)        │      2,080 │ dropout_4[0][0]   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ image_features_res… │ (None, 128)       │    262,272 │ dropout_3[0][0]   │
│ (Dense)             │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ tab_features_resnet │ (None, 16)        │        528 │ dense_4[0][0]     │
│ (Dense)             │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ fusion_layer_resnet │ (None, 144)       │          0 │ image_features_r… │
│ (Concatenate)       │                   │            │ tab_features_res… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_5 (Dense)     │ (None, 64)        │      9,280 │ fusion_layer_res… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_5 (Dropout) │ (None, 64)        │          0 │ dense_5[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ output_resnet       │ (None, 4)         │        260 │ dropout_5[0][0]   │
│ (Dense)             │                   │            │                   │
└─────────────────────┴───────────────────┴────────────┴───────────────────┘

 Total params: 23,862,644 (91.03 MB)

 Trainable params: 274,932 (1.05 MB)

 Non-trainable params: 23,587,712 (89.98 MB)

epochs = 20

early_stop_resnet = tf.keras.callbacks.EarlyStopping(

    monitor="val_loss",

    patience=5,

    restore_best_weights=True

)

history_resnet_mm = resnet_multimodal_model.fit(

    ds_train,

    epochs=epochs,

    validation_data=ds_val,

    callbacks=[early_stop_resnet]

)

Epoch 1/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 23s 945ms/step - accuracy: 0.3550 - loss: 1.4395 - val_accuracy: 0.5571 - val_loss: 1.1651
Epoch 2/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 14s 841ms/step - accuracy: 0.5038 - loss: 1.2099 - val_accuracy: 0.8143 - val_loss: 0.9815
Epoch 3/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 868ms/step - accuracy: 0.5954 - loss: 1.0189 - val_accuracy: 0.8714 - val_loss: 0.8281
Epoch 4/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 858ms/step - accuracy: 0.6145 - loss: 0.9238 - val_accuracy: 0.9000 - val_loss: 0.7012
Epoch 5/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 862ms/step - accuracy: 0.7023 - loss: 0.8052 - val_accuracy: 0.9286 - val_loss: 0.5874
Epoch 6/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 22s 1s/step - accuracy: 0.7137 - loss: 0.7745 - val_accuracy: 0.9286 - val_loss: 0.5070
Epoch 7/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 907ms/step - accuracy: 0.8130 - loss: 0.5901 - val_accuracy: 0.9571 - val_loss: 0.4143
Epoch 8/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 969ms/step - accuracy: 0.8321 - loss: 0.5540 - val_accuracy: 0.9571 - val_loss: 0.3263
Epoch 9/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 928ms/step - accuracy: 0.8359 - loss: 0.4838 - val_accuracy: 0.9571 - val_loss: 0.2810
Epoch 10/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 919ms/step - accuracy: 0.8702 - loss: 0.3951 - val_accuracy: 0.9571 - val_loss: 0.2340
Epoch 11/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 914ms/step - accuracy: 0.9084 - loss: 0.3357 - val_accuracy: 0.9571 - val_loss: 0.2079
Epoch 12/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 17s 979ms/step - accuracy: 0.9237 - loss: 0.2846 - val_accuracy: 0.9571 - val_loss: 0.1821
Epoch 13/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 876ms/step - accuracy: 0.8969 - loss: 0.3240 - val_accuracy: 0.9571 - val_loss: 0.1732
Epoch 14/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 920ms/step - accuracy: 0.9198 - loss: 0.2711 - val_accuracy: 0.9571 - val_loss: 0.1589
Epoch 15/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 893ms/step - accuracy: 0.9389 - loss: 0.2534 - val_accuracy: 0.9571 - val_loss: 0.1445
Epoch 16/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 902ms/step - accuracy: 0.9542 - loss: 0.1982 - val_accuracy: 0.9571 - val_loss: 0.1342
Epoch 17/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 944ms/step - accuracy: 0.9466 - loss: 0.2132 - val_accuracy: 0.9571 - val_loss: 0.1254
Epoch 18/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 871ms/step - accuracy: 0.9504 - loss: 0.1954 - val_accuracy: 0.9571 - val_loss: 0.1144
Epoch 19/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 16s 950ms/step - accuracy: 0.9504 - loss: 0.1960 - val_accuracy: 0.9571 - val_loss: 0.1203
Epoch 20/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 15s 886ms/step - accuracy: 0.9733 - loss: 0.1504 - val_accuracy: 0.9571 - val_loss: 0.1135

# ----- Predictions -----

y_prob_r = resnet_multimodal_model.predict(ds_test)

y_pred_r = np.argmax(y_prob_r, axis=1)

y_true_r = test_labels  # same order as ds_test (no shuffle)

class_names = apple_classes

print("\nClassification Report (Multimodal ResNet50 + MLP):\n")

print(classification_report(y_true_r, y_pred_r, target_names=class_names))

# ----- Confusion Matrix -----

cm_r = confusion_matrix(y_true_r, y_pred_r)

print("\nConfusion Matrix (Multimodal ResNet50):\n", cm_r)

# ----- Metrics -----

acc_r = accuracy_score(y_true_r, y_pred_r)

prec_r = precision_score(y_true_r, y_pred_r, average="macro")

rec_r  = recall_score(y_true_r, y_pred_r, average="macro")

f1_r   = f1_score(y_true_r, y_pred_r, average="macro")

print("\nFinal Multimodal ResNet50 Metrics:")

print("Accuracy:", acc_r)

print("Precision:", prec_r)

print("Recall:", rec_r)

print("F1-score:", f1_r)

# ----- Plot confusion matrix for ResNet50 -----

import seaborn as sns

import matplotlib.pyplot as plt

plt.figure(figsize=(6,5))

sns.heatmap(

    cm_r,              # confusion matrix

    annot=True,        # show numbers inside boxes

    fmt="d",           # integers

    cmap="Greens",     # <<< green colormap

    xticklabels=class_names,

    yticklabels=class_names

)

plt.title("Confusion Matrix - ResNet50 + MLP")

plt.xlabel("Predicted")

plt.ylabel("True")

plt.tight_layout()

plt.show()

5/5 ━━━━━━━━━━━━━━━━━━━━ 3s 555ms/step

Classification Report (Multimodal ResNet50 + MLP):

                          precision    recall  f1-score   support

      Apple___Apple_scab       1.00      0.94      0.97        18

       Apple___Black_rot       1.00      1.00      1.00        20

Apple___Cedar_apple_rust       1.00      1.00      1.00        13

         Apple___healthy       0.94      1.00      0.97        17

                accuracy                           0.99        68

               macro avg       0.99      0.99      0.99        68

            weighted avg       0.99      0.99      0.99        68

Confusion Matrix (Multimodal ResNet50):

 [[17  0  0  1]

 [ 0 20  0  0]

 [ 0  0 13  0]

 [ 0  0  0 17]]

Final Multimodal ResNet50 Metrics:

Accuracy: 0.9852941176470589

Precision: 0.9861111111111112

Recall: 0.9861111111111112

F1-score: 0.9857142857142858
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## InceptionV3

from tensorflow.keras.applications import InceptionV3

from tensorflow.keras.applications.inception_v3 import preprocess_input as inception_preprocess

image_size = (224, 224)

num_classes = len(apple_classes)

# ----- Image Branch (InceptionV3) -----

image_input_i = layers.Input(shape=(image_size[0], image_size[1], 3), name="image")

x = inception_preprocess(image_input_i)

base_inception = InceptionV3(

    include_top=False,

    weights="imagenet",

    input_shape=(image_size[0], image_size[1], 3)

)

# Freeze backbone (avoid overfitting on small dataset)

base_inception.trainable = False

x = base_inception(x, training=False)

x = layers.GlobalAveragePooling2D()(x)

x = layers.Dropout(0.3)(x)

image_features_i = layers.Dense(128, activation="relu", name="image_features_inception")(x)

# ----- Tabular Branch (MLP) -----

tab_input_i = layers.Input(shape=(len(feature_cols),), name="tabular")

t = layers.Dense(64, activation="relu")(tab_input_i)

t = layers.Dropout(0.3)(t)

t = layers.Dense(32, activation="relu")(t)

tab_features_i = layers.Dense(16, activation="relu", name="tab_features_inception")(t)

# ----- Fusion Layer -----

fusion_i = layers.Concatenate(name="fusion_layer_inception")([image_features_i, tab_features_i])

h = layers.Dense(64, activation="relu")(fusion_i)

h = layers.Dropout(0.4)(h)

output_i = layers.Dense(num_classes, activation="softmax", name="output_inception")(h)

# ----- Build Model -----

inception_multimodal_model = models.Model(

    inputs=[image_input_i, tab_input_i],

    outputs=output_i,

    name="InceptionV3_MLP_Multimodal"

)

# ----- Compile -----

inception_multimodal_model.compile(

    optimizer=tf.keras.optimizers.Adam(learning_rate=1e-4),

    loss="sparse_categorical_crossentropy",

    metrics=["accuracy"]

)

inception_multimodal_model.summary()

Model: "InceptionV3_MLP_Multimodal"

┏━━━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┳━━━━━━━━━━━━┳━━━━━━━━━━━━━━━━━━━┓
┃ Layer (type)        ┃ Output Shape      ┃    Param # ┃ Connected to      ┃
┡━━━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━╇━━━━━━━━━━━━╇━━━━━━━━━━━━━━━━━━━┩
│ image (InputLayer)  │ (None, 224, 224,  │          0 │ -                 │
│                     │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ true_divide_1       │ (None, 224, 224,  │          0 │ image[0][0]       │
│ (TrueDivide)        │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ subtract_1          │ (None, 224, 224,  │          0 │ true_divide_1[0]… │
│ (Subtract)          │ 3)                │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ tabular             │ (None, 7)         │          0 │ -                 │
│ (InputLayer)        │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ inception_v3        │ (None, 5, 5,      │ 21,802,784 │ subtract_1[0][0]  │
│ (Functional)        │ 2048)             │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_6 (Dense)     │ (None, 64)        │        512 │ tabular[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ global_average_poo… │ (None, 2048)      │          0 │ inception_v3[0][… │
│ (GlobalAveragePool… │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_7 (Dropout) │ (None, 64)        │          0 │ dense_6[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_6 (Dropout) │ (None, 2048)      │          0 │ global_average_p… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_7 (Dense)     │ (None, 32)        │      2,080 │ dropout_7[0][0]   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ image_features_inc… │ (None, 128)       │    262,272 │ dropout_6[0][0]   │
│ (Dense)             │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ tab_features_incep… │ (None, 16)        │        528 │ dense_7[0][0]     │
│ (Dense)             │                   │            │                   │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ fusion_layer_incep… │ (None, 144)       │          0 │ image_features_i… │
│ (Concatenate)       │                   │            │ tab_features_inc… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dense_8 (Dense)     │ (None, 64)        │      9,280 │ fusion_layer_inc… │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ dropout_8 (Dropout) │ (None, 64)        │          0 │ dense_8[0][0]     │
├─────────────────────┼───────────────────┼────────────┼───────────────────┤
│ output_inception    │ (None, 4)         │        260 │ dropout_8[0][0]   │
│ (Dense)             │                   │            │                   │
└─────────────────────┴───────────────────┴────────────┴───────────────────┘

 Total params: 22,077,716 (84.22 MB)

 Trainable params: 274,932 (1.05 MB)

 Non-trainable params: 21,802,784 (83.17 MB)

epochs = 20

early_stop_inception = tf.keras.callbacks.EarlyStopping(

    monitor="val_loss",

    patience=5,

    restore_best_weights=True

)

history_inception_mm = inception_multimodal_model.fit(

    ds_train,

    epochs=epochs,

    validation_data=ds_val,

    callbacks=[early_stop_inception]

)

Epoch 1/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 19s 662ms/step - accuracy: 0.3206 - loss: 1.5222 - val_accuracy: 0.3857 - val_loss: 1.2921
Epoch 2/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 9s 541ms/step - accuracy: 0.3550 - loss: 1.2759 - val_accuracy: 0.5857 - val_loss: 1.1605
Epoch 3/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 9s 538ms/step - accuracy: 0.4427 - loss: 1.1643 - val_accuracy: 0.6857 - val_loss: 1.0358
Epoch 4/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 9s 543ms/step - accuracy: 0.5191 - loss: 1.1144 - val_accuracy: 0.7286 - val_loss: 0.9443
Epoch 5/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 9s 556ms/step - accuracy: 0.6069 - loss: 0.9384 - val_accuracy: 0.8429 - val_loss: 0.8301
Epoch 6/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 9s 557ms/step - accuracy: 0.6565 - loss: 0.8824 - val_accuracy: 0.7714 - val_loss: 0.7847
Epoch 7/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 567ms/step - accuracy: 0.6870 - loss: 0.8172 - val_accuracy: 0.8571 - val_loss: 0.6718
Epoch 8/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 585ms/step - accuracy: 0.7863 - loss: 0.6964 - val_accuracy: 0.8857 - val_loss: 0.6283
Epoch 9/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 18s 1s/step - accuracy: 0.7901 - loss: 0.6520 - val_accuracy: 0.8429 - val_loss: 0.5597
Epoch 10/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 13s 740ms/step - accuracy: 0.8244 - loss: 0.5823 - val_accuracy: 0.8286 - val_loss: 0.5158
Epoch 11/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 579ms/step - accuracy: 0.8092 - loss: 0.5708 - val_accuracy: 0.8571 - val_loss: 0.4736
Epoch 12/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 11s 634ms/step - accuracy: 0.8626 - loss: 0.4936 - val_accuracy: 0.8571 - val_loss: 0.4323
Epoch 13/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 11s 620ms/step - accuracy: 0.8359 - loss: 0.5163 - val_accuracy: 0.8714 - val_loss: 0.4035
Epoch 14/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 568ms/step - accuracy: 0.8473 - loss: 0.4423 - val_accuracy: 0.8714 - val_loss: 0.3693
Epoch 15/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 595ms/step - accuracy: 0.8893 - loss: 0.3827 - val_accuracy: 0.8857 - val_loss: 0.3388
Epoch 16/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 11s 639ms/step - accuracy: 0.8702 - loss: 0.4196 - val_accuracy: 0.9143 - val_loss: 0.3015
Epoch 17/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 609ms/step - accuracy: 0.9008 - loss: 0.3337 - val_accuracy: 0.9143 - val_loss: 0.2808
Epoch 18/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 584ms/step - accuracy: 0.9008 - loss: 0.3483 - val_accuracy: 0.9429 - val_loss: 0.2608
Epoch 19/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 11s 632ms/step - accuracy: 0.9427 - loss: 0.2571 - val_accuracy: 0.9429 - val_loss: 0.2362
Epoch 20/20

17/17 ━━━━━━━━━━━━━━━━━━━━ 10s 598ms/step - accuracy: 0.9008 - loss: 0.2813 - val_accuracy: 0.9143 - val_loss: 0.2367

# ----- Predictions -----

y_prob_i = inception_multimodal_model.predict(ds_test)

y_pred_i = np.argmax(y_prob_i, axis=1)

y_true_i = test_labels

print("\nClassification Report (Multimodal InceptionV3 + MLP):\n")

print(classification_report(y_true_i, y_pred_i, target_names=apple_classes))

# ----- Confusion Matrix -----

cm_i = confusion_matrix(y_true_i, y_pred_i)

print("\nConfusion Matrix (Multimodal InceptionV3):\n", cm_i)

# ----- Metrics -----

acc_i = accuracy_score(y_true_i, y_pred_i)

prec_i = precision_score(y_true_i, y_pred_i, average="macro")

rec_i  = recall_score(y_true_i, y_pred_i, average="macro")

f1_i   = f1_score(y_true_i, y_pred_i, average="macro")

print("\nFinal Multimodal InceptionV3 Metrics:")

print("Accuracy:", acc_i)

print("Precision:", prec_i)

print("Recall:", rec_i)

print("F1-score:", f1_i)

# ----- Plot confusion matrix for InceptionV3 -----

import seaborn as sns

import matplotlib.pyplot as plt

plt.figure(figsize=(6,5))

sns.heatmap(

    cm_i,              # confusion matrix for Inception

    annot=True,        # show numbers

    fmt="d",           # display integers

    cmap="Purples",    # <<< purple colormap

    xticklabels=class_names,

    yticklabels=class_names

)

plt.title("Confusion Matrix - InceptionV3 + MLP")

plt.xlabel("Predicted")

plt.ylabel("True")

plt.tight_layout()

plt.show()

5/5 ━━━━━━━━━━━━━━━━━━━━ 6s 814ms/step

Classification Report (Multimodal InceptionV3 + MLP):

                          precision    recall  f1-score   support

      Apple___Apple_scab       0.94      0.89      0.91        18

       Apple___Black_rot       1.00      1.00      1.00        20

Apple___Cedar_apple_rust       0.92      0.92      0.92        13

         Apple___healthy       0.94      1.00      0.97        17

                accuracy                           0.96        68

               macro avg       0.95      0.95      0.95        68

            weighted avg       0.96      0.96      0.96        68

Confusion Matrix (Multimodal InceptionV3):

 [[16  0  1  1]

 [ 0 20  0  0]

 [ 1  0 12  0]

 [ 0  0  0 17]]

Final Multimodal InceptionV3 Metrics:

Accuracy: 0.9558823529411765

Precision: 0.9521744595274007

Recall: 0.9529914529914529

F1-score: 0.9521978021978021

 

import matplotlib.pyplot as plt

import numpy as np

# Models

models = ["MobileNetV2 + MLP", "ResNet50 + MLP", "InceptionV3 + MLP"]

# Metrics per metric 

accuracy = [1, 0.985, 0.956]

precision = [1, 0.986, 0.952]

recall = [1, 0.986, 0.953]

f1 = [1, 0.9857, 0.9521]

metric_names = ["Accuracy", "Precision", "Recall", "F1-Score"]

metrics_by_model = [

    [accuracy[0], precision[0], recall[0], f1[0]],  # MobileNetV2 + MLP

    [accuracy[1], precision[1], recall[1], f1[1]],  # ResNet50 + MLP

    [accuracy[2], precision[2], recall[2], f1[2]]   # InceptionV3 + MLP

]

# Light pastel colors (as requested)

colors = [

    "#A7C7E7",  # Pastel Blue  → MobileNetV2

    "#A8E6CF",  # Pastel Green → ResNet50

    "#D7BDE2"   # Pastel Purple → InceptionV3

]

x = np.arange(len(metric_names))  # [0,1,2,3]

width = 0.25

plt.figure(figsize=(12, 6))

# Plot bars per model

for i, model in enumerate(models):

    plt.bar(

        x + i*width,

        metrics_by_model[i],

        width,

        label=model,

        color=colors[i]

    )

# Add values on top of bars

for i in range(len(models)):

    for j in range(len(metric_names)):

        plt.text(

            x[j] + i*width,

            metrics_by_model[i][j] + 0.005,

            f"{metrics_by_model[i][j]:.2f}",

            ha="center",

            fontsize=10

        )

plt.xticks(x + width, metric_names, fontsize=12)

plt.ylim(0.85, 1.05)

plt.ylabel("Score", fontsize=13)

plt.title("Multimodal Model Performance Comparison (Apple Disease Detection)", fontsize=14)

plt.legend()

plt.grid(axis="y", linestyle="--", alpha=0.3)

plt.show()
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