~6:00 2026/4/14 Musab Alsalamah - Project 2.ipynb - Colab

# L) Google Drive
from google.colab import drive
drive.mount('/content/drive")

# 2du pandas
import pandas as pd

# el Gl L

file_path = "/content/drive/MyDrive/Musab Alsalamah - Project 2/unbalanceddataset.csv"
# ald) sl 8

df = pd.read_csv(file_path)

# ool (e
df.head()

Drive already mounted at /content/drive; to attempt to forcibly remount, call drive.mount("/content/drive", force_remou

text sentiment

0 Java Concurrency in Practice is probably the b... positive
1 haha aww hun i bet you are more creative tha... positive
2 _pickle lol, thank you very much Hope you're h... positive
3 Out for an evening on the town with jeremy. Sa... negative
4 - just took over the #1 Most Endorsed spot on... positive

Next steps: (Generate code with df> (New interactive sheet>

# bl [asd

# s2aeV) cland e
print("Columns:")
print(df.columns)

# (32l Gl 2e) GUL aaa e
print("\nShape:")
print(df.shape)

# ol mys g
print("\nClass distribution:")
print(df["sentiment"].value_counts())

Columns:
Index(['text', 'sentiment'], dtype='object')

Shape:
(2600, 2)

Class distribution:

sentiment
positive 2000
negative 600

Name: count, dtype: inté64

# pasall Calai gl s

import re
import nltk

# Aslhall 2l gl Juans
nltk.download("punkt")
nltk.download("stopwords™)

PR PO TN

from nltk.corpus import stopwords

from nltk.tokenize import word_tokenize
from nltk.stem import PorterStemmer

# Al Gl Al ol (J: the, is, in)
stop_words = set(stopwords.words("english"))

# 3l el Stemming (lelaY SN Jygas)
stemmer = PorterStemmer()

[nltk_data] Downloading package punkt to /root/nltk_data...
[nltk_data] Package punkt is already up-to-date!

[nltk_data] Downloading package stopwords to /root/nltk_data...
[nltk_data] Package stopwords is already up-to-date!
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-
#  pasall Cadas Al
def preprocess_text(text):
# Sma Qs ) pall diss
text = str(text).lower()
# L))l s
text = re.sub(r'http\S+|www\.\S+', '', text)
# opsmes s HTML Sass 1)
text = re.sub(r'<.*?>", "', text)
#opE sl Sledes Y15 Hse )l s
text = re.sub(r'[*a-zA-Z\s]', '', text)
# Gl ) pall s
tokens = word_tokenize(text)
# dxddl) Gl i
tokens = [word for word in tokens if word not in stop_words]
# Guli Stemming
stemmed_tokens = [stemmer.stem(word) for word in tokens]
#oaaly pai B QL mead sile)
clean_text = " ".join(stemmed_tokens)
return clean_text
N
-
import nltk
nltk.download( 'punkt_tab")
[nltk_data] Downloading package punkt_tab to /root/nltk_data...
[nltk_data] Unzipping tokenizers/punkt_tab.zip.
True
p
# ol (e bl guls
# bl aey pall aaa dsee oL
df["clean_text"] = df["text"].apply(preprocess_text)
# (@ ) A8l Gagiall cada
df = df.dropna()
# Sl A a e
print(df[["text", "clean_text", "sentiment"]].head())
text \
@ Java Concurrency in Practice is probably the b...
1 haha aww hun i bet you are more creative tha...
2 _pickle lol, thank you very much Hope you're h...
3 Out for an evening on the town with jeremy. Sa...
4 - just took over the #1 Most Endorsed spot on...
clean_text sentiment
@ java concurr practic probabl best java book iv... positive
1 haha aww hun bet creativ positive
2 pickl lol thank much hope your great day positive
3 even town jeremi sad carri cant come negative
4 took endors spot twindexxcom thank endors positive
-
# ol s
from sklearn.model_selection import train_test_split
# X = cabill ay jasall
X = df["clean_text"]
#y = Cilagail
y = df["sentiment"]
# (O %30 - cuu %70) bl s
X_train, X_test, y_train, y_test = train_test_split(
X,
Y,
test_size=0.30,
random_state=42,
stratify=y # <&l s s o Llall
)
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# Sl sl (amge
print("Training size:", len(X_train))
print("Testing size:", len(X_test))

Training size: 1820
Testing size: 780

# Feature Representation il Bag of Words
from sklearn.feature_extraction.text import CountVectorizer

# Jenal L)

bow_vectorizer = CountVectorizer()

# 0 G el il iy e Jead)
X_train_bow = bow_vectorizer.fit_transform(X_train)

# odssall (el aladilly L) clly Jysas
X_test_bow = bow_vectorizer.transform(X_test)

# dosndll 2y UL Slad (e
print("X_train_bow shape:", X_train_bow.shape)
print("X_test_bow shape:", X_test_bow.shape)

X_train_bow shape: (1820, 3659)
X_test_bow shape: (780, 3659)

# Feature Representation alasius TF-IDF
from sklearn.feature_extraction.text import TfidfVectorizer

# Jsaall el
tfidf_vectorizer = TfidfVectorizer()

# ool I lebsat 5l Sl e Jonall
X_train_tfidf = tfidf_vectorizer.fit_transform(X_train)

# dsaall adi aladildy LY @lly s
X_test_tfidf = tfidf_vectorizer.transform(X_test)

# Qosndll 2y UL Slad (e
print("X_train_tfidf shape:", X_train_tfidf.shape)
print("X_test_tfidf shape:", X_test_tfidf.shape)

X_train_tfidf shape: (1820, 3659)
X_test_tfidf shape: (780, 3659)

# zasadl oy Al

from sklearn.metrics import (
confusion_matrix,
accuracy_score,
precision_score,
recall_score,
f1_score,
classification_report

def evaluate_model(model_name, y_true, y_pred):

# ol Galidl Gl

accuracy = accuracy_score(y_true, y_pred)

precision = precision_score(y_true, y_pred, average="weighted")
recall = recall_score(y_true, y_pred, average="weighted")

f1 = f1_score(y_true, y_pred, average="weighted")

# oY) A8 s
cm = confusion_matrix(y_true, y_pred)

# aaaill 58
report = classification_report(y_true, y_pred)

# il delb

print("Model:", model_name)
print("Accuracy:", accuracy)
print("Precision:", precision)
print("Recall:", recall)
print("F1 Score:", 1)

print("\nConfusion Matrix:")
print(cm)
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print("\nClassification Report:")
print(report)

# ozisall ol
from sklearn.ensemble import RandomForestClassifier

#ogisdl ol
rf_model = RandomForestClassifier(random_state=42)

# e zisdl )y Bag of Words

# ol clily e gisadl quyx
rf_model.fit(X_train_bow, y_train)

#ooWY) clly e sl
y_pred_bow = rf_model.predict(X_test_bow)

# clads 10 Jsl pase
print(y_pred_bow[:10])

['positive' 'positive' 'positive' 'positive' 'positive' 'negative'’
'positive' 'positive' 'positive' 'negative']

# aladily 3l a6l Bag of Words

# el A Jad
evaluate_model("Random Forest (BoW)", y_test, y_pred_bow)

Model: Random Forest (BoW)
Accuracy: 0.8538461538461538
Precision: 0.8517887642311605
Recall: ©.8538461538461538
F1l Score: 0.8369652771722379

Confusion Matrix:
[[ 82 98]
[ 16 584]]

Classification Report:

precision recall fl-score support
negative 0.84 0.46 0.59 180
positive 0.86 0.97 0.91 600
accuracy 0.85 780
macro avg 0.85 0.71 0.75 780
weighted avg 0.85 0.85 0.84 780
e A

# o gisdl u,x TF-IDF

#o(Ghd) zisdly b L (Lo age) aa gl ol
rf_model_tfidf = RandomForestClassifier(random_state=42)

# by e zisedl )y TF-IDF
rf_model_tfidf.fit(X_train_tfidf, y_train)

# WY clly e sl
y_pred_tfidf = rf_model_tfidf.predict(X_test_tfidf)

# ig 10 Jf pae
print(y_pred_tfidf[:10])

["positive' 'positive' 'positive' 'positive' 'positive' 'negative’
'positive’ 'positive' 'positive' 'positive']

# pladidy zisell a@i TF-IDF

evaluate_model("Random Forest (TF-IDF)", y_test, y_pred_tfidf)

Model: Random Forest (TF-IDF)
Accuracy: 0.8448717948717949
Precision: 0.8406099471024558
Recall: ©.8448717948717949

F1l Score: 0.8260281352888357

Confusion Matrix:
[[ 77 103]
[ 18 582]]
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Classification Report:

precision recall fl-score support
negative 0.81 0.43 0.56 180
positive 0.85 0.97 0.91 600
accuracy 0.84 780
macro avg 0.83 0.70 0.73 780
weighted avg 0.84 0.84 0.83 780
e N

# ol 4l

print("Comparison between models:")

print("------c-ccemmee e ")

print("Model 1: Random Forest (Bag of Words)")

print("Model 2: Random Forest (TF-IDF)")

print("---------- e ")

print("Note: TF-IDF usually gives better results because it considers word importance.")

Comparison between models:

Model 1: Random Forest (Bag of Words)
Model 2: Random Forest (TF-IDF)

Note: TF-IDF usually gives better results because it considers word importance.

# zladl op Al am
import matplotlib.pyplot as plt

# s Accuracy gl S
acc_bow = accuracy_score(y_test, y_pred_bow)
acc_tfidf = accuracy_score(y_test, y_pred_tfidf)

# il eled
models = ["BoW", "TF-IDF"]

# a4

accuracies = [acc_bow, acc_tfidf]

# ~, Bar Chart
plt.figure()
plt.bar(models, accuracies)

# st

plt.title("Model Comparison (Accuracy)")
plt.xlabel("Model")
plt.ylabel("Accuracy")

# ool Gase
plt.show()

Model Comparison (Accuracy)
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#a~, Confusion Matrix

import seaborn as sns

https://colab.research.google.com/drive/1hu9g100lRK_AgzJrerdJ39JjHEaLLWSg#scrollTo=6uRP70q5gLkk&printMode=true 517



~6:00 2026/4/14 Musab Alsalamah - Project 2.ipynb - Colab
# zised la¥) dgiae TF-IDF

cm = confusion_matrix(y_test, y_pred_tfidf)

plt.figure()
sns.heatmap(cm, annot=True, fmt='d")

plt.title("Confusion Matrix (TF-IDF)")
plt.xlabel("Predicted")
plt.ylabel("Actual")

plt.show()

Confusion Matrix (TF-IDF)
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# d15,Lie pwy Precision / Recall / F1

import matplotlib.pyplot as plt

# zdsaid puolieldl olu> Bag of Words

precision_bow = precision_score(y_test, y_pred_bow, average='weighted")
recall bow = recall score(y_test, y_pred_bow, average='weighted')

f1l_bow = f1_score(y_test, y_pred_bow, average='weighted")

# dsaid guoliadl ol TF-IDF

precision_tfidf = precision_score(y_test, y_pred_tfidf, average='weighted")
recall tfidf = recall_score(y_test, y_pred_tfidf, average='weighted')
f1_tfidf = fl_score(y_test, y_pred_tfidf, average='weighted")

# oo liadl s Lol
metrics = ["Precision", "Recall", "Fl-score"]

bowfvalues = [precision_bow, recall bow, f1_bow]
tfidf_values = [precision_tfidf, recall_tfidf, f1_tfidf]

#osaeeY ! oSLal auns
x = range(len(metrics))

# baaed w

plt.figure()

plt.bar(x, bow_values, width=0.4, label="BoW")
plt.bar([i + 0.4 for i in x], tfidf_values, width=0.4, label="TF-IDF")

# o Pl

plt.xticks([i + 0.2 for i in x], metrics)
plt.xlabel("Metrics")

plt.ylabel("Score")

plt.title("Comparison of Precision, Recall, Fl-score")

# I pycereHs

plt.legend()

# opu,dl e
plt.show()
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Comparison of Precision, Recall, F1-score
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