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The objectives of this lecture is to.

 Define temporal-difference learning

 Define the temporal-difference error

 Understand the TD(0) algorithm

 Understand the benefits of learning online with TD

* |dentify key advantages of TD methods over Dynamic Programming and

Monte Carlo methods
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What is Temporal Difference (TD) learning?

* Temporal difference (TD) learning refers to a class of model-free reinforcement
learning methods which learn by bootstrapping from the current estimate of the
value function.

* These methods sample from the environment, like Monte Carlo methods, and

perform updates based on current estimates, like dynamic programming
methods.

* That means this algorithm can form a Monte Carlo estimate without saving lists
of returns.

* In this case we want to be able to learn incrementally before the end of the
episode.
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TD Prediction

v(s) = E;[G,|S, = 5]

V(S,) < V(S,) + a

V(S, < V(S) + a

G, — V(S)|

G,

\ 4

- V(S,)

Incremental update rule (as
in the bandit)

In MC we need to take samples of full
trajectories to compute G;
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Bootstrapping

GI = RH-l +7Rt+2+72Rt+3+

=R +76,4

v.(s) = E, :G, 1S, = s]

= E,[Ry1 +4Gin] S = 5]

= R1 +7v(S41)
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TD Prediction

v, (s) = lE,,[G, 1S, = sl

We need to take V(S) < V(S,) + a|G, - V(Sz):

samples of full
trajectories to

compute G, V(S,) < V(S) +(; G I V(S,)‘ G, ~ Ry +rV(Si41)

—

V(S,) < V(S) + a|R,., + V(S — V(S)

=R +7V(S,)—-V(S,) TD Error
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In Dynamic Programming

V(S) « V(S) + a|R, + yV(S,;)) — V(S))]

Iterative Policy Evaluation, for estimating V ~ v,

/4
| 0,) 0
A~ 10
Loop for eachs € &
—_— Vi(s) « Zﬂ(als Zp(s',rls,a r+yV(s))
a s'r
A « max(A, | Vis) - Vis)])
Ve
ntilA < @  small positive number)
IOutput\'z R J
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1-Step 1D

V(Sl) — V(S,) + Q lRH-l + ¥ SH-I o V(S{)]

S, €& §

{ 1+

SSAR, S,AR,S,AR, S, AR, ...
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1-Step TD

V(S) « V(S) + a[R, ., + YV, — V(S)

St < Sta1

update

s, RS ARSAR. ..
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TD(0) Algorithm

Tabular TD(0) for estimating v,

Input: the policy 7 to be evaluated
Algorithm parameter: step size a € (0, 1]
[nitialize V (s), for all s € 8*, arbitrarily except that V(terminal) =0

Loop for each episode:

Initialize S

Loop for each step of episode:
A « action given by 7 for S
Take action A, observe R, S’
V(S) « V(S) + a[R+V(S") - V(9)]
SS9

until S is terminal
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Example: Driving Home

Driving Home Each day as you drive home from work, you try to predict how long it will
take to get home. When you leave your office, you note the time, the day of week, the
weather, and anything else that might be relevant. Say on this Friday you are leaving at
exactly 6 o’clock, and you estimate that it will take 30 minutes to get home. As you reach
your car it is 6:05, and you notice it is starting to rain. Traffic is often slower in the rain,
so you reestimate that it will take 35 minutes from then, or a total of 40 minutes. Fifteen
minutes later you have completed the highway portion of your journey in good time. As
you exit onto a secondary road you cut your estimate of total travel time to 35 minutes.
Unfortunately, at this point you get stuck behind a slow truck, and the road is too narrow
to pass. You end up having to follow the truck until you turn onto the side street where
you live at 6:40. Three minutes later you are home. The sequence of states, times, and
predictions is thus as follows:
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Example: Driving Home
Elapsed Time Predicted Predicted
State (minutes) Time to Go Total Time
leaving office, friday at 6 0 30 30
reach car, raining 5 30 40
exiting highway 20 15 30
2ndary road, behind truck 30 10 40
entering home street 40 3 43

arrive home 43 0 43



Example: Driving Home

Driving Home
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Example: Driving Home

o O O O O =
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Example: Driving Home

® 0 0 O O %
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Example: Driving Home

leave exit exit highway

elapsed



vipoceal|
| Example: Driving Home

leave exit exit highway secondary road

0 mins S mins 20 mins 30 mins
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Example: Driving Home

leave exit

exit highway

secondary road

enter home
street

) mins S mins
elapsed

20 mins

30 mins

O

s

1) mins
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Example: Driving Home

enter home
street

(1 (10— (2)
O—E0— 60— 0—0O

leave exit exit highway secondary road arrive home

() mins S mins 20 mins i) mins 10 mins 43 mins

elapsed
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Example: Driving Home

enter home

street arrive home

leave exit exit highway secondary road

S___(7s) (1) (10) ()
O——E—E—W—0O

() mins S mins 20 mins i) mins 10 mins 43 mins
elapsed
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Example: Driving Home

enter home
street

S ey 15 72ox 10 7Zay 10 7ZaNy 3
@——E———Ww——~0

leave exit exit highway secondary road arrive home

0 mins S mins 20 mins i) mins 40 mins 43 mins
elapsed
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Example: Driving Home (Using MC)

enter home

rrive hom
street e A AL

leave exit exit highway secondary road

V(S,) < V(S) + alG, = V(S,)]
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Example: Driving Home (Using MC)

enter home

leave exit exit highway secondary road streat

arrive home

9 LA 13 2K 10 2=y 10 7.\
@——)———W0W——C0
Go=5+15+10+10+3 =43

V(S,) < V(S) + alG, — V(S)]

V(leave) « V(leave) + a|G, — V(leave)]

ft

a=1yr=1
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Example: Driving Home (Using MC)

enter home

leave exit exit highway secondary road Straol

arrive home

§ 72~ 158 /7 10 /o, 10 /o
B——)——O—0W——0
Go=5+15+10+10+3=43

V(S,) < V(S) + alG, = V(S)]

V(leave) « V(leave) + a|G, — V(leave)|
30 43 30




MIDOCEA

||

Example: Driving Home (Using MC)

enter home

leave exit exit highway secondary road street

arrive home

s B 15 »2\ 10 /o 10 2\
H—E——0O——0——C0

V(S,) « V(S,) + alG, - V(S))]
Viexit) « V(exit) + a|G, - V(exit)|

a=1yr=1
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Example: Driving Home (Using MC)

enter home

leave exit exit highway secondary road street

5 BEE 15 10 10 /72
B——E—— g——)

G=15+10+10+3 =38
V(S) < V(S) + alG, — V(S)]

Viexit) « V(exit) + a|G, - V(exit)]
35 38 35

arrive home
|
an
a=1r=1
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Example: Driving Home (Using MC)

enter home

leave exit exit highway secondary road street

arrive home

S BEEN 15 7o\ L 7 R | I 5%
H——E————W0W——0O
G, =15+10+10+3 =38
V(S,) « V(S) + alG, - V(S))]

Viexit) «— V(exit) + a|G, — V(exit))
35 38 35

a=1r=1
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Example: Driving Home (Using MC)

enter home

leave exit exit highway secondary road street

arrive home

V(S) < V(S,) + alG, — V(S)]

Must wait until the end of the episode
before learning can begin!

a=] y=]
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Example: Driving Home (Using TD)

leave

@ O O O O

V(S,) « VAS) + al Ry + V(S — V(S)] a=17y=1
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Example: Driving Home (Using TD)

leave exit

o O O

V(S) <« V(S) + al Ry +¥V(S.) — V(S)] a=1y7=1

V(leave) « V(leave) + « | R, + 7 V(exit) - V(leave) |
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Example: Driving Home (Using TD)

leave exit

@® O O O

V(S’) . V(S,) + (Il RH-l + 7V(S,+|) > V(S,)I

V(leave) « V(leave) + « | R, + 7 V(exit) - V(leave) |
30 5 35 30

a=1y7=1
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Example: Driving Home (Using TD)

leave exit exit highway

@®2® O O

V(S,) < V(S) + al Ry + V(Siy) — V(S)) a=17y=1

Viexit) « v(exit) + «a| R, + 7 V(exit highway) - V(exit) |
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Example: Driving Home (Using TD)

leave exit exit highway

@®:2® O O
i

V(S,) s V(S’) + (Il R,+| + rV(SH'l) - V(S,)] a=1 7y = |

Viexit) — V(exit) + «[ R, + 7 V(exit highway) ~ V(exit)
35 15 15 35
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Example: Driving Home (Using TD)

leave exit exit highway

@—=@=® O O
S

V(S,) < V(S) + al Ry + V(S — V(S)]

Viexit) — Viexit) + «[ R, + 7 V(exit highway) - V(exit) ]
35 15 15 35

a=1yr=1
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Example: Driving Home (Using TD)

leave exit exit highway secondary road

(0)——C0)——(19—"10 O
i
V(S,) « V(S) + al Ry + PVU(S,ey) — V()] am] y=]

V(exit highway) « V(exit highway) + a| R, + 7 V(secondary road) - V(exit highway) |
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Example: Driving Home (Using TD)

leave exit exit highway secondary road

5 (o 15@ l()@ Q
s

V(Sl) - V(S,) + (Il Rl+| +YV(S‘+|) — V(S’)l a=1| 7= |

Viexit highway) « V(exit highway) + «| R, + 7 V(secondary road) - V(exit highway) |
15 10 10 15
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Example: Driving Home (Using TD)

enter home

leave exit exit highway secondary road street

@ 5 @ 15 _G0—10 7o 1()@
sl

V(S,) « V(S,) + al Ry + 1VU(S,ey) — V(S)] a=1y=]}

Visecondary road) < V(secondary road) + «| R, + 7 V(enter home st.) - V(secondary road) |
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Example: Driving Home (Using TD)

enter home

leave exit exit highway secondary road Sibat

5 »©~—\ 15 /o 10 = 10
O——0—————0O

el
V(S,) - V(S’) +(Il RH-! +rV(Sl+l) - V(S,)l a=]r= |

Visecondary road) « V(secondary road)+ «| R, + 7 Vienter home st.) - V(secondary road) |
10 10 3 10
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Example: Driving Home (Using TD)

enter home
street

arrive home

leave exit exit highway secondary road

5 15 »~ 10 /~~\ 10 7~ 3
30 20) 3) R

V(S) < V(S,) + al Ry + 7VU(S,ey) — V(S))

Vienter home st.)— Vienter home st.) + @| R + 7 V(home) - V(arrive home st.)|
3 3 0 3
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Example: Driving Home (Using TD)

enter home

street arrive home

leave exit exit highway secondary road

5 15 »~\ 10 »~\ 10 /N 3 -'
O——O—"-O—"-—-0——»NM

V(Sl) -« V(S,) + (ll R'+| +YV(SH,|) — V(S,)l a=1 7= |

We can learn online without waiting
for the episode to end!

Unlike MC
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45 -
___actual outcome
; 40
Predicted

total

travel 35
time

30 -

1 | 1 | | I
leaving reach exiting 2ndary home arrive
office car highway road street home

Situation

Changes recommended in the driving home example by Monte Carlo methods (left) and TD

methods (right).

actual
outcome

T T T T T T
leaving reach exiting 2ndary home arrive
office  car highway road street home

Situation
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The advantages of TD

* Do not require a model of the environment (Unlike Dynamic Programming)
* Updates estimates based on other estimates on every step (Unlike Monte Carlo)

* Converges faster than Monte Carlo methods
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' Comparing TD and MC

In this example we empirically compare the prediction abilities of TD(0) and
constant-a« MC when applied to the following Markov reward process:

] . %@4&»@)&/\-@4&»@ I -

start

A Markov reward process, or MRP, i1s a Markov decision process without actions.
We will often use MRPs when focusing on the prediction problem, in which there is
no need to distinguish the dynamics due to the environment from those due to the
agent. In this MRP, all episodes start in the center state, C, then proceed either left
or right by one state on each step, with equal probability. Episodes terminate either
on the extreme left or the extreme right. When an episode terminates on the right,
a reward of +1 occurs; all other rewards are zero. For example, a typical episode
might consist of the following state-and-reward sequence: C,0,B,0,C,0,D,0.E, 1.
Because this task is undiscounted, the true value of each state is the probability of
terminating on the right if starting from that state. Thus, the true value of the
center state is v,(C) = 0.5. The true values of all the states, A through E, are

1 2 3 4 5
5% 8 8 and g
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Random Walk

n(.|s)=1/2 Vse § y= ]
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Comparing TD and MC

Random Walk
e —
A B C D E

n(.|s)=1/2 Vse § y =1
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sy =l Comparing TD and MC

a=o0.
S Target / Exact Values

A 8 C D E
termingd start termiral
r=0 r=1
Updates using TD Learning

O-O-O-OC

A B8 G D E
terming start termingl
r=0 r=1
Updates using Monte Carlo

O-O-0O-O-C
A B8 C D  E
terminal start tormingl
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sy =l Comparing TD and MC

a=0.5
Target / Exact Values
A B C D E
terming start termirwl
t=0 r=1

Updates using TD Learning ~ V(S)) < V(S) + al R, + yV(S,,)) — V(S)]

=
o-o-8-0e

terming start termnal
r=0 r=1

Updates using Monte Carlo

— BO-O--O-C)-

O E



MIDOCEA|

UNIVERSITY

' Comparing TD and MC

a=0.5
Target / Exact Values
SaOalal
A B C D E
e -t tarming

Updatesusing TD Learning V(S < V(S) +al R, + yV(S,,,) — V(S)]

s
0a0a0204
e X E R B R

r=0 r=1

Updates using Monte Carlo VIS, — V(S) + alG, = V(S))]




MIDOCEA
" Comparing TD and MC

Target / Exact Values

:

a=0.5

terminal start terminal
r=0 r=1
Updates using TD Learning
00
Qsr9—(osso—(oeas) o9
A B C D E
terminal start terming!
r=0 r=1
Updates using Monte Carlo

CRCRCRT

_ A
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RMS Error, 0.15-
averaged over states

0.1+

0.05 -

0 T T T |
0 25 50 7 100

Walks / Episodes
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TD as an adjusted version of MC

GPI has two components:

evaluation improvement

The adjustment is within evaluation.
e We may study an MRP over an MDP.

e We may reference V(s) instead of Q(s,a).

[t addresses a disabling feature of MC:

If episodes are long, learning may be too slow.
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Example
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V(S])(}bsm"z'(?d — R(SZ) T V(SZ)
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Temporal Difference Error
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V(SQ)()I)S(’I‘I'(‘({ — R(S7) T V(ST)
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Temporal Difference Error = V(52)observed

t a x Temporal Difference Error
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Solved Example

a=09 y=1 m - random

Initialize
d = f 0 0
—
a b g 0 0

V(s) + V(s)+alr +9 ‘-"(8') - V(s)]
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a=09 y=1 m - random

V(s) « V(s)+alr +yV(s") = V(s)]

—>

V(c) < 0+0.9[100+0—0] =90

Initialize
d e f
a b c
c—>f
0 0 0 l
0 0 0 ‘

—>

0

0

0

0
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)]
‘r(.s
V
=
[r+7V(s

+ «

(s)

V

)

(s

v

0] =
0-
0+
9
0+0.

)(—

a

V(

b

e

a
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b—c

V(s) « V(s)+alr +yV(s") = V(s)]

V(b)) < 0+0.9[0+90—0] =81

d—e V(d)<0+090+90-0]=28I

0

90

0

0

81

90

—>

0 90 0
0 90

90 0
0 81 90
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a—b V(a)<0+0.9[0+81-0]=73

V(s) « V(s)+alr +yV(s") = V(s)]

—>

81 90

c—=f V(c)<90+0.9[100+0-90]=99

81

90

” |

73

81

90|

—>

81

90 0

73

81
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V(s) « V(s)+alr +yV(s") = V(s)]

e—>f V(e)<=90+0.9[100+0-90]=99

81 90 0 81

—— e ——C
o] = [alnle

c—=>b V(c)<=99+0.9[0+81-99]=83

81 99 0 81 99 0

—>

73 81 99 73 81

——




MIDOCEAHII

Summary

 Define temporal-difference learning

 Define the temporal-difference error

 Understand the TD(0) algorithm

 Understand the benefits of learning online with TD

* |dentify key advantages of TD methods over Dynamic Programming and

Monte Carlo methods
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Thank You
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