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1. OS]l 31wl (Import Libraries)
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import pandas as pd
import numpy as np
import re

import nltk
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nltk.corpus import stopwords
nltk.tokenize import word_tokenize
nltk.stem import PorterStemmer

sklearn.
sklearn.

sklearn.
sklearn.
sklearn.
sklearn.
sklearn.
sklearn.

sklearn.

model selection import train_test_split, GridSearchCV
feature_extraction.text import TfidfVectorizer, CountVectorizer

linear_model import LogisticRegression
ensemble import RandomForestClassifier
svm import LinearSVC

naive_bayes import MultinomialNB

tree import DecisionTreeClassifier
neighbors import KNeighborsClassifier

metrics import accuracy_score, classification_report, confusion_mat

import matplotlib.pyplot as plt
import seaborn as sns

nltk.download('punkt"')
nltk.download('stopwords")

[nltk_data] Downloading package punkt to
[nltk_data]
[nltk_data]
[nltk_data] Downloading package stopwords to
[nltk_data]
[nltk _data]

True

C:\Users\bashr\AppData\Roaming\nltk_data...
Package punkt is already up-to-date!

C:\Users\bashr\AppData\Roaming\nltk_data...
Package stopwords is already up-to-date!
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df = pd.read_csv("unbalanceddataset.csv")

print("Class Distribution:")
print(df['sentiment'].value_counts())

Class Distribution:

sentiment
positive 2000
negative 600

Name: count, dtype: int64

uogodll dxlles (Text Preprocessing and Cleaning)
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stemmer = PorterStemmer()
stop_words = set(stopwords.words('english'))

def preprocess_text(text):
text = text.lower()
text = re.sub(r'http\S+|www.\S+', "', text)
text = re.sub(r'<.*?>", "', text)
text = re.sub(r'[”a-zA-Z\s]', "', text)

tokens = word_tokenize(text)
tokens = [word for word in tokens if word not in stop_words]
tokens = [stemmer.stem(word) for word in tokens]

return '.join(tokens)

df['clean_text'] = df['text'].apply(preprocess_text)
df = df.dropna()
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df[ 'clean_text']
df['sentiment']
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X_train, X_test, y_train, y_test = train_test_split(
X5 Y,
test_size=0.3,
random_state=42,



stratify=y
)
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vectorizer = TfidfVectorizer(ngram_range=(1,2))

X_train_vec = vectorizer.fit_transform(X_train)
X_test_vec = vectorizer.transform(X_test)
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def evaluate(model, name):
y_pred = model.predict(X_test_vec)

print(f"\n===== {name} =====")
print("Accuracy:", accuracy_score(y_test, y_pred))
print(classification_report(y_test, y_pred))

cm = confusion_matrix(y_test, y_pred)
sns.heatmap(cm, annot=True, fmt='d")
plt.title(name)

plt.show()

iz gll o=Vl z3g0i uyyad (Logistic Regression Model Training)
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1r = LogisticRegression(max_iter=1000)
Ir.fit(X_train_vec, y_train)
evaluate(lr, "Logistic Regression")



===== Logistic Regression =====
Accuracy: 0.8102564102564103

precision recall fl-score support

negative 0.97 0.18 0.31 180
positive 0.80 1.00 0.89 600
accuracy 0.81 780
macro avg 0.89 0.59 0.60 780
weighted avg 0.84 0.81 0.76 780

Logistic Regression
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nb = MultinomialNB()
nb.fit(X_train_vec, y_train)
evaluate(nb, "Naive Bayes")



===== Naive Bayes =====
Accuracy: 0.7756410256410257

precision recall fl-score support

negative 1.00 0.03 0.05 180
positive 0.77 1.00 0.87 600
accuracy 0.78 780
macro avg 0.89 0.51 0.46 780
weighted avg 0.83 0.78 0.68 780

Naive Bayes
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svm = LinearSVC()
svm.fit(X_train_vec, y_train)
evaluate(svm, "SVM")



Accuracy: 0.8615384615384616

precision recall fl-score support

negative 0.83 0.51 0.63 180

positive 0.87 0.97 0.91 600

accuracy 0.86 780

macro avg 0.85 0.74 0.77 780

weighted avg 0.86 0.86 0.85 780
SVM
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rf = RandomForestClassifier()
param_grid = {

'n_estimators': [100, 200],

'max_depth': [None, 10, 20]
}

grid = GridSearchCV(rf, param_grid, cv=3)
grid.fit(X_train_vec, y train)

best_rf = grid.best_estimator_
evaluate(best_rf, "Random Forest (Tuned)")

print("Best Parameters:", grid.best_params_)



===== Random Forest (Tuned) =====
Accuracy: 0.8423076923076923

precision recall fl-score support

negative 0.82 0.41 0.54 180
positive 0.85 0.97 0.90 600
accuracy 0.84 780
macro avg 0.83 0.69 0.72 780
weighted avg 0.84 0.84 0.82 780

Random Forest (Tuned)
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Best Parameters: {'max_depth': None, 'n_estimators': 200}

z3g90d w35 Decision Tree

Z3g90d w35 pi Decision Tree o Jgudo cbsl Ro (%81~) bou> 48y §8>g « o guadll cauiail
Jio z3les 4j)lao 8<laS Jsl aisJ (oxidall IS SVM glogistic Regression.

dt = DecisionTreeClassifier()
dt.fit(X_train_vec, y_train)
evaluate(dt, "Decision Tree")

===== Decision Tree =====
Accuracy: 0.8064102564102564

precision recall fl-score support

negative 0.58 0.61 0.59 180
positive 0.88 0.87 0.87 600
accuracy 0.81 780
macro avg 0.73 0.74 0.73 780

weighted avg 0.81 0.81 0.81 780



Decision Tree
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Z3g0i w2 K-Nearest Neighbors (KNN)
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knn = KNeighborsClassifier(n_neighbors=5)
knn.fit(X_train_vec, y_train)
evaluate(knn, "KNN™)

===== KNN =====
Accuracy: 0.8358974358974359
precision recall fl-score support
negative 0.81 0.38 0.52 180
positive 0.84 0.97 0.90 600
accuracy 0.84 780
macro avg 0.82 0.68 0.71 780

weighted avg 0.83 0.84 0.81 780
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from imblearn.over_sampling import SMOTE

smote = SMOTE()

X_train_res, y train_res = smote.fit_resample(X_train_vec, y train)
djlgiedl yre SLll dxdlee duiSe Cuuii (Imbalanced-Learn)

4UiSe Gl oi imbalanced-learn duai Jio «OLLl )l pac dSie dxlleed le_si 097 Ul
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Ipip install imbalanced-learn



Collecting imbalanced-learn

Downloading imbalanced_learn-0.14.1-py3-none-any.whl.metadata (8.9 kB)
Requirement already satisfied: numpy<3,>=1.25.2 in c:\users\bashr\miniconda3\1lib
\site-packages (from imbalanced-learn) (2.4.1)
Requirement already satisfied: scipy<2,>=1.11.4 in c:\users\bashr\miniconda3\1lib
\site-packages (from imbalanced-learn) (1.17.0)
Requirement already satisfied: scikit-learn<2,>=1.4.2 in c:\users\bashr\miniconda
3\1lib\site-packages (from imbalanced-learn) (1.8.0)
Collecting sklearn-compat<@.2,>=0.1.5 (from imbalanced-learn)

Downloading sklearn_compat-0.1.5-py3-none-any.whl.metadata (20 kB)
Requirement already satisfied: joblib<2,>=1.2.0 in c:\users\bashr\miniconda3\1lib
\site-packages (from imbalanced-learn) (1.5.3)
Requirement already satisfied: threadpoolctl<4,>=2.0.0 in c:\users\bashr\minicond
a3\lib\site-packages (from imbalanced-learn) (3.6.0)
Downloading imbalanced_learn-0.14.1-py3-none-any.whl (235 kB)
Downloading sklearn_compat-0.1.5-py3-none-any.whl (20 kB)
Installing collected packages: sklearn-compat, imbalanced-learn

--------------------------------------- 1/2 [imbalanced-learn]
——————————————————————————————————————— 1/2 [imbalanced-learn]
——————————————————————————————————————— 1/2 [imbalanced-learn]
——————————————————————————————————————— 1/2 [imbalanced-learn]
——————————————————————————————————————— 1/2 [imbalanced-learn]
——————————————————————————————————————— 1/2 [imbalanced-learn]
---------------------------------------- 2/2 [imbalanced-learn]

Successfully installed imbalanced-learn-0.14.1 sklearn-compat-0.1.5
oileill Balel amy il Slily yoye
sy Gudni asy il Sl yoye 07 SMOTE: (6 pdd by loo (djlgie Sl Gixwo I Cus
X_train_res, y_train_res

(<Compressed Sparse Row sparse matrix of dtype 'float64’
with 47114 stored elements and shape (2800, 13909)>,

%] positive
1 positive
2 positive
3 positive
4 positive

2795 negative
2796 negative
2797 negative
2798 negative
2799 negative
Name: sentiment, Length: 2800, dtype: object)

oilell ole] asy zdged s

1r_smote = LogisticRegression(max_iter=1000)
1r_smote.fit(X_train_res, y_train_res)

y_pred_smote = lr_smote.predict(X_test_vec)

o) Confusion Matrix 1=y SMOTE



from sklearn.metrics import confusion_matrix
import seaborn as sns
import matplotlib.pyplot as plt

cm = confusion_matrix(y_test, y_pred_smote)

plt.figure(figsize=(5,5))
sns.heatmap(cm, annot=True, fmt="'d', cmap='Blues')

plt.title("Confusion Matrix after SMOTE")
plt.xlabel("Predicted")
plt.ylabel("Actual™)

plt.show()

Confusion Matrix after SMOTE
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print("Before SMOTE:")
print(classification_report(y_test, lr.predict(X_test_vec)))

print("\nAfter SMOTE:")
print(classification_report(y_test, y_pred_smote))



Before SMOTE:

precision recall fl-score support
negative 0.97 0.18 0.31 180
positive 0.80 1.00 0.89 600
accuracy 0.81 780
macro avg 0.89 0.59 0.60 780
weighted avg 0.84 0.81 0.76 780
After SMOTE:
precision recall fl-score support
negative 0.71 0.63 0.67 180
positive 0.89 0.92 0.91 600
accuracy 0.86 780
macro avg 0.80 0.78 0.79 780
weighted avg 0.85 0.86 0.85 780

dejlzdl

Sliss plaziwl po gl catiuod 23l sac Gudni i NLP. 23gai §gai zilil &yeblg SVM.
plaziwl adbw LS SMOTE 3l las (ULl yjlsi pac dzlles JA5 o zilaill el i (18
Gilgsg @8> ,iST zilii .


http://www.tcpdf.org

